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On the Applications of Discrete Mathematics to A.I. and Physics

I. Introduction

We present a new model of artificial intelligence and a new model of physics,
each rooted in information theory, computer theory, and combinatorics. Chap-
ter II covers the standard topics in machine learning and deep learning, in-
cluding image processing, data classification, and function prediction. More
advanced topics include vectorized image processing algorithms that in turn al-
low for video classification, including real-time video classification, and real-time
function prediction. Chapter III introduces a new model of physics, including
time-dilation, gravity, charge, and magnetism, as well as selected topics from
quantum mechanics, together presenting a new and unified model of physics.

All of the algorithms referenced in the text are available on my ResearchGate
Homepage, as implemented in Octave / Matlab.1

1
The complete set of algorithms, as of September 5, 2020 .

https://www.researchgate.net/project/Information-Theory-SEE-PROJECT-LOG/update/5f53c78c5dcc0100014b3055
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A New Model of Artificial Intelligence

Charles Davi

March 4, 2019

Abstract

In this article, I’ll present a new model of artificial intelligence rooted

in information theory that makes use of tractable, low-degree polynomial

algorithms that nonetheless allow for the analysis of the same types of ex-

tremely high-dimensional datasets typically used in machine learning and

deep learning techniques. Specifically, I’ll show how these algorithms can

be used to identify objects in images, predict complex random paths, pre-

dict projectile paths in three-dimensions, and classify three-dimensional

objects, in each case making use of inferences drawn from millions of un-

derlying data points, all using low-degree polynomial run time algorithms

that can be executed quickly on an ordinary consumer device.

1
In short,

the purpose of these algorithms is to commoditize the building blocks of

artificial intelligence. All of the code necessary to run these algorithms,

and generate the training data, is available on my researchgate homepage.
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1 Introduction

The core problem solved by my model of AI is how to operate without any
prior information at all. This is a problem that is arguably beyond the scope
of any traditional machine learning or deep learning techniques, since both of
those models of AI generally require some form of training data. In contrast,
my image feature recognition algorithm, and categorization algorithm, are both
designed to operate without any training data at all, allowing them to serve as
generalized pattern recognition algorithms.

1The run times referenced in this article are expressed in terms of the number of built-in
Matlab functions and operations that are called by an algorithm. When appropriate, I will of
course discuss the practical run times of the algorithms as well.

2I retain all rights, copyright and otherwise, to all of the algorithms, and other information
presented in this paper. In particular, the information contained in this paper may not be used
for any commercial purpose whatsoever without my prior written consent. All research notes,
algorithms, and other materials referenced in this paper are available on my researchgate
homepage, at https://www.researchgate.net/profile/Charles Davi, under the project heading,
Information Theory.
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The core observation underlying my solution to this problem is that even in
the absence of information about the processes that generated a given dataset,
we can nonetheless partition the dataset in a manner that satisfies objective
criteria. Specifically, we can measure the information content of each subset
of a partition of a dataset using Shannon’s equation I = log( 1

p

), where p is
the number of items in the subset in question divided by the total number of
items in the entire dataset. This in turn allows us to measure the distribution
of information among the subsets generated by a given partition of the dataset.

Superficially, this might seem like an academic curiosity, especially since
the probability is in this case a density, and not the probability of an actual
signal that we’re trying to encode. However, it turns out that if we partition a
dataset in a manner that maximizes the standard deviation of the information
contents of the resultant subsets, we reveal a substantial amount of structure
in the dataset, and at the same time, establish an objective criteria that can be
evaluated given any dataset, even in the absence of any prior information about
the dataset, thereby providing the spark that sets an otherwise autonomous set
of algorithms into motion.

2 Image Feature Recognition

I’ll begin with the image feature recognition algorithm, since its results are
visual, allowing for a quick demonstration of how we can turn this abstract
theory into concrete results. As an example, I’ve included a photo that I took
in Stockholm, Sweden, at a sunny intersection in Södermalm.
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Figure 1: The original photo, taken in Södermalm, Stockholm.

Figure 2 shows the photo after being processed by the feature recognition
algorithm, with the rectangular regions showing the borders of the features
identified by the algorithm. The brighter a given region is, the more likely
the algorithm thinks that the region in question is part of the foreground of
the image. Figure 3 shows some of the individual features identified by the
algorithm, which in this case include several contiguous objects, such as the
series of stools on the right-hand side of the photo, the woman’s dress, and the
flag on the outside of the shop.
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Figure 2: The photo after being processed by the feature recognition algorithm.

Figure 3: Three features identified by the feature recognition algorithm.

As you can see, the algorithm is able to identify objects of di↵erent shapes,
sizes, and colors, in a busy scene, despite the fact that it has no prior information
about the image. In fact, the algorithm has no prior information at all about
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anything. Instead, it treats every image as a case of first impression, and begins
by subdividing the image into equally sized rectangular regions, iteratively de-
creasing the size of each region, until each region contains a maximally di↵erent
amount of information. The goal of this process is to subdivide the image into
maximally distinct features. In the subsections that follow, I’ll explain in some
detail how this algorithm works.

2.1 Machine Learning and Prior Data

Human beings are capable of recognizing objects in images, and in real life,
often with no prior information at all about what’s to be observed. This is
generally a hard problem for machines, but there are obviously plenty of algo-
rithms that can quickly recognize faces, cars, and other objects within images,
even in real-time. Arguably the most successful techniques in this area are in
essence statistical techniques, commonly thrown under the umbrella buzzword
of “machine learning”.

In general, machine learning techniques make use of prior data, meaning
that an algorithm is trained on data that is presumed to be similar to the data
that the algorithm will eventually be applied to. Machine learning techniques
can be further categorized into supervised learning, where a human being
provides some of form information about the dataset that is exogenous to the
dataset, such as category labels, and unsupervised learning, where the al-
gorithm is itself responsible for generating that type of information. In both
cases, statistical techniques are applied to the data in order to uncover simple,
possibly even closed form formula tests that can then be applied to new data,
in order to categorize images, determine an expected price given a set of inputs,
and in general, perform calculations for which there is otherwise no obvious,
simple mathematical relationship between a set of inputs and a set of outputs.
Though there could of course be exceptions, as a general matter, a fundamental
component to any machine learning algorithm is a prior dataset from which
information is extracted, and then applied to new data. This suggests that any
algorithm rooted in machine learning is in some sense always dependent upon
a human actor that will, at a minimum, select the prior data.

In its current form, the feature recognition algorithm doesn’t make use of
any prior data at all, but instead treats every image that it analyzes as a case
of first impression. Nonetheless, it quickly produces high-quality partitions of
images, identifying objectively distinct features within images (such as eyes,
tires, bird beaks, and text). In short, it answers the question, “how should I
partition an image that I know absolutely nothing about?” Another way to
express the context in which this algorithm would be useful is when we don’t
know what we’re looking for, but we know we should be looking for something.
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2.2 The Information Entropy

In 1948, Claude Shannon introduced a remarkable theorem that relates the
probability of a signal to its optimal code length, arguably inventing the entire
discipline of information theory in the process.3 In particular, Shannon showed
that the optimal code length for a signal with a probability of p is log( 1

p

). Tak-
ing the sum over the code lengths for each signal generated by a source, each
weighted by the probability of the signal, we arrive at the information en-
tropy of the source, which is a measure of the average information content per
signal generated by the source.

Expressed as an equation, we have the following:

H =
nX

i=1

p
i

log(
1

p
i

), (1)

where p
i

is the probability of signal i, and n is the total number of signals
generated by the source.

The intuition for Equation (1) is straightforward: if we want to minimize
the expected code length of a signal, then we should assign shorter codes to sig-
nals that occur frequently, and longer codes to signals that occur infrequently.
Perhaps less obvious is the more general implication that low probability events
carry more information than high probability events, assuming that we assign
e�cient codes to events.

Though originally intended for signals generated by sources over time, the
same concepts can be applied to static systems that have fixed distributions. In
particular, we can measure the information content of a distribution of colors
within an image using this technique, which is a baked-in feature in both Matlab
and Octave. That is, even though an image isn’t an actual source that generates
signals over time, it nonetheless has a distribution of colors, meaning that each
color can be viewed as having a “probability” given by the number of instances
of the color in question, divided by the total number of pixels in the image. By
measuring the distribution of colors within an image, we can then measure the
entropy of that distribution, which will give us the average information content
of each pixel in the image. This does not mean that some pixels within an
image require less storage than others, but rather, that an optimal encoding
of the color distribution of the image would assign shorter codes to the most
frequent colors, and longer codes to the least frequent colors.

3The original paper, A Mathematical Theory of Communication, is available here.
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2.3 The Distribution of Information

If two regions within an image contain objectively distinct features, then they
should have di↵erent color distributions, and therefore, di↵erent entropies. The
converse of this observation implies that our expectation as to whether two
regions contain objectively distinct features should be a function of the di↵erence
between the entropies of the two regions. Specifically, the ex ante probability
that two regions contain two objectively distinct features should increase as a
function of the di↵erence in their respective entropies.4

Figure 4: The standard deviation of the entropies as a function of N .

Beginning with this observation, as its first step, the algorithm partitions
an image into 4, 9, 16, . . . , N ⇥ N equally sized regions, and tests the entropy
of each resulting region. It then chooses the value of N for which the standard
deviation of the entropies of the regions is maximized. That is, the algorithm
partitions an image into smaller and smaller equally sized regions, until it finds
the number of regions that maximizes the standard deviation of the entropies
of the regions. This process is implemented by a subroutine that terminates the
moment it finds a local maximum, with a worst-case run time of O(m log(m)),

4Note that the entropy of a color distribution is not sensitive to the actual colors within
an image, but only the distribution of those colors. So, for example, if we swap the positions
of the blue pixels and green pixels in an image, the entropy of the image would be unchanged.
In general, the entropy of an image is invariant under rotation, and any other operation that
does not a↵ect the distribution of colors, even if it changes the actual colors in the image.
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where m is the number of pixels in the image.5 In the case of the photo in Figure
1, the subroutine returned a value of N = 11, which is a local maximum. To
give a bit more context, Figure 4 shows the standard deviation of the entropies
of the regions of the photo shown in Figure 1 as a function of the number of
subdivisions, for all N  50. Note that we would have to iterate through a large
number of possible values of N in order to be certain that we’ve found a global
maximum, but this is unnecessary, and even counterproductive, because as a
practical matter, the region sizes produced by low, local maxima are generally
perfect for identifying macroscopic objects in images.6

So to summarize, the assumption underlying this first step of the feature
recognition algorithm is that objectively distinct physical features within an
image should contain di↵erent amounts of information, and therefore, have dif-
ferent entropies. By partitioning an image into a number of regions that max-
imizes the standard deviation of the entropies of the regions, we maximize the
ex ante probability that each region will contain an objectively distinct feature.

2.4 Notability and Information

It might be tempting to assume that the regions with the most information
will be the most notable, or somehow the most likely to contain a feature.
However, counterexamples to this hypothesis can be constructed easily. That
is, an image could have a complex background, and a simple subject. For
example, imagine someone dressed in black in front of a Pollock painting. In
that case, the background would probably contain more color information than
the subject. As a result, we instead look to the variance of the entropy of a
region as a proxy for its notability. That is, we calculate the square of the
di↵erence between (x) the average entropy over all regions, less (y) the entropy
of the region in question. The greater this variance, the more of an outlier the
region is in terms of its information content. We then build a distribution of the
variance across all regions, which we use to determine how notable a region is
by using this distribution to calculate the probability that another region has a
lower variance than the region in question. A score of approximately 1 implies

5This subroutine makes exponentially increasing, or decreasing, guesses for the local max-
imum, ensuring that it never iterates more than log(m) times. Each test of the standard
deviation requires a number of operations that is proportional to the number of pixels in
the image, resulting in a total run time that is O(m log(m)). However, the algorithm calls
Matlab’s entropy function for each region, which can, for large images, start to produce lag
on a consumer device. If this becomes an issue, either due to the low quality of the machine,
or the high resolution of the photo, we can instead approximate the standard deviation of the
entropies by calculating the entropies for some representative subset of the regions.

6I have also developed a di↵erent version of this subroutine that produces much more fine-
grained partitions of images, in turn producing detailed feature boundaries. This algorithm
underlies another set of algorithms that are able to quickly extract three-dimensional depth
information from two-dimensional images. See the research note entitled, “Fast Unsupervised
3-D Feature Extraction”.
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that nearly all of the other regions in the image have a lower variance than the
region in question, and therefore, the region is probably notable. A score of
approximately 0 implies that the region is probably not notable.

2.5 Background and Foreground

The method above works well at distinguishing between features within an im-
age, but it does not necessarily distinguish between background and foreground.
That is, even though the algorithm above will generally distinguish between sub-
ject and context, it doesn’t tell us which is which. As a result, we make use of
an additional test that measures how sensitive each region is to the removal of a
single color, which we take as a proxy for distinguishing between the background
and foreground of an image.

We begin by producing a temporary copy of each region within the image.
We then reduce the number of colors in each region to 8, simply by multiplying
the color matrix by scalars and taking the floor of the resultant matrix. This
forces all of the colors within a given region into one of 8 buckets of colors.
We then find the most frequent color for each region, and use the number of
instances of this color divided by the total number of pixels in the region as a
measure of how dominated the region is by that single color, which is really a
band of colors that have all been forced into a single “bucket”. We take this
measure as a proxy for how likely the region is to be in the background. We
then build a distribution of this measure across all regions, which we use to
determine how likely a region is to be part of the background, by using this
distribution to calculate the probability that a region is more sensitive to the
removal of a single color than the region in question.

2.6 Identifying Notable Foreground Features

The greater the di↵erence between the highest foreground probability and lowest
foreground probability within a given image, the more confident we can be
that there’s a meaningful di↵erence between the two regions that generated
those probabilities. That is, if the di↵erence between the probabilities is large,
then we can be more confident in our selection of one of the two regions as
more likely to be a foreground feature than the other. The same reasoning
applies to the notability probability. Note that we’re not really interested in
the variance of the probabilities, but instead the spread between the largest
probabilities and the smallest probabilities, since this is ultimately what will
allow us to confidently separate wheat from cha↵, and select regions as most
likely to be notable foreground features. That is, as a general matter, the greater
the di↵erence between the largest and smallest probabilities across all regions,
the more confident we can be in our identification of notable foreground features.
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This di↵erence is measured by a subroutine, which sorts a list, and then
calculates the square of the di↵erence between the largest and smallest entries in
the list, the second largest and second smallest entries, and so on. We calculate
this measure for both sets of probabilities across all regions, and then calculate a
single weighted probability, which is named “symm”, which I’ll discuss in more
detail below.

2.7 Assembling Regions into Larger Features

Because the process described above divides an image into equally sized regions,
it’s almost certainly going to subdivide what are in fact single features of the
image. As a result, we need a process for reassembling these regions into larger
contiguous features. This requires that we decide how similar two regions need
to be in order to be combined, and how we measure similarity in the first in-
stance. This process underlies all of the algorithms I’ll discuss in this paper, and
is not unique to the feature recognition algorithm. As a result, the feature recog-
nition algorithm is really just a special case of a more general algorithm that
constructs categories of mathematical objects based upon assumptions rooted
in information theory.

The approach I take is to begin with an anchor region that is selected
according to its weighted probability of being a notable foreground feature,
with the highest probability region selected first, the next highest probability
region after that, and so on, and then testing each of the four neighbors of that
anchor region (up, down, left, and right) to see whether the notability score of
each region is within some delta of the anchor. If so, that region is then placed
in a queue, and all regions in the queue are subsequently analyzed similarly, by
comparing neighbors of the regions in the queue to the anchor. If su�ciently
similar regions are found, this will eventually generate a contiguous set of regions
that together should contain a single feature, or part of a single feature.

The algorithm is obviously quite sensitive to the value of delta. If delta is
zero, then the algorithm will not assemble any regions at all, and will simply
return the original partition of the image described above, since it will in this
case distinguish between every region. If delta is maximized, then the algorithm
will return one giant feature - i.e., the entire image - since it will treat all re-
gions as su�ciently similar to be reassembled. Somewhere in between these two
extremes there is a value of delta that will generate a partition that assembles re-
gions that actually contain the same features. Given that delta is a real number,
there could of course be more than one value of delta that produces a reasonably
correct partition. In fact, there could be multiple reasonable partitions of the
image generated by di↵erent values of delta. However, there is an asymmetry
to our selection of delta, in that choosing a value of delta that is smaller than
one of the correct values of delta will not produce an incorrect partition, but
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will instead produce a partition that is unnecessarily subdivided. In contrast,
choosing a value of delta that is larger than the maximum correct value of delta
will produce an incorrect partition, since it will join regions together that do
not contain the same features. As a result, it is rational to be more conservative
in our selection of delta, since this should produce better partitions in general,
understanding that we might miss out on optimal partitions in specific cases.
That is, this algorithm is designed to always produce a quality result, rather
than occasionally produce the best result at the risk of generating bad results
in general. We can accomplish this by beginning with a small value of delta,
and iterating up through larger values, and running the assemblage algorithm
for each of these values of delta.

The assemblage algorithm generates a matrix for each iteration, that I call
the region matrix (see Figure 5 below). This matrix is populated with the
numbers assigned to the regions by the assemblage algorithm.

2

666666666664

76 90 0 0 71 70 46 41 69 61 39
88 86 0 0 72 56 14 8 68 59 37
84 81 89 89 67 27 21 13 68 58 35
63 79 87 73 62 38 24 15 64 55 33
85 66 0 75 44 17 19 77 64 53 29
78 45 80 54 42 18 3 16 34 52 26
49 47 65 28 20 1 7 22 11 51 25
0 0 94 0 93 6 4 30 9 48 23
0 0 0 0 91 40 2 32 5 43 23
0 0 0 0 91 83 82 31 10 57 36
0 0 0 95 0 83 92 74 50 12 60

3

777777777775

Figure 5: The region matrix for the photo in Figure 1.

Figure 5 contains the region matrix ultimately generated for the photo in
Figure 1. The 0 entries in the region matrix all have a zero probability of being
notable foreground features, and are therefore never selected as anchors. As a
result, the 0 feature should contain the background of the image, and is not
necessarily contiguous, since it is everything that is left over by the algorithm.
In this specific case, most of the 0 entries correspond to regions of the empty
sidewalk on the bottom left-hand side of the photo in Figure 1, which in turn
correspond to the black regions in Figure 2. Figure 6 contains regions 3, 4, and 7,
which, despite sharing a boundary, the algorithm nonetheless treated as separate
regions. As you can plainly see, each region contains di↵erent amounts of color
information, which in this case, corresponds nicely to regions that contain three
distinct subjects.
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Figure 6: Three neighboring regions distinguished by the feature recognition algorithm.

This region matrix is the final result produced by the algorithm, generated
by using the “correct” value of delta. But as mentioned above, the algorithm
iterates through multiple values of delta, beginning with a small value, and
iterating up through larger values. This means that we have to come up with
appropriate minimum and maximum values for delta to iterate through.

As discussed above, we measure similarity by comparing the notability score
of two regions. Note that as the standard deviation of the set of notability
scores increases, the expected di↵erence between the notability score of any two
regions also increases. As a result, the equation for delta is proportional to
the standard deviation of the set of notability scores. However, as mentioned
above, the spread between the largest and smallest scores for each region being
a notable foreground region is really the key determinant as to whether we can
confidently separate an image into background and foreground. As a result,
our selection of delta should also depend upon the variable symm we discussed
above. Specifically, a small value of symm implies that there isn’t much of a
di↵erence between background and foreground in our image, in turn implying
that we need to be careful in distinguishing between regions. Similarly, a high
value of symm implies that we can be a bit more aggressive in assembling regions.

To reconcile all of this, the first iteration of the assemblage algorithm uses
a value of delta given by � = s

divisor

, where s is the standard deviation of the
set of notability scores, and,
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divisor =
NN(1�symm)

10
, (2)

where N2 is the number of regions the image was partitioned into using the
first step of the algorithm described above. That is, as the number of regions
in the image grows, our initial choice of delta is reduced exponentially. This is
because a high value of N implies that the image contains a large number of
small regions that contain disparate amounts of information, in turn implying
that we should be cautious in reassembling them back into larger regions. Sim-
ilarly, a low value of symm implies that there isn’t much of a di↵erence between
background and foreground, again causing our initial selection of delta to be
reduced exponentially. The “10” is simply the product of experimentation and
observation.

There is also the question of the appropriate maximum value of delta, and of
course, the question of how we choose the “correct” region matrix from the set
of matrices generated by iterating through di↵erent values of delta. We begin
by addressing the appropriate maximum value of delta, which will inform our
selection of the correct region matrix. Because the region matrix itself consists
of integers that have some frequency, it will have an entropy. That is, the
number of instances of an integer within the matrix divided by the size of the
matrix can be viewed as a probability, which in turn will have some optimal code
length. Further, note that before we assemble any of the regions, each region
will have its own unique number assigned to it. As a result, if the first step of
the algorithm partitions the image into N2 regions, then the region matrix will
initially consist of N2 unique integers, each with a frequency of 1

N

2 . This implies
that the initial entropy of the region matrix is log(N2), which is the maximum
entropy for a matrix of size N ⇥ N . As a result, as we assemble regions into
features, we will reduce the entropy of the region matrix. In the extreme case
where the region matrix consists of a single feature, the entropy of the region
matrix will be 0.

In short, by measuring the entropy of the region matrix, we can restate the
initial problem discussed above in purely mathematical terms: by distinguishing
between everything, we maximize entropy; by distinguishing between nothing,
we minimize entropy. This means that finding the optimal partition of the image
can be stated in terms of finding the region matrix that has the optimal entropy,
which is by definition somewhere in between H

max

= log(N2) and 0.

Whatever our maximum value for delta is, it should not generate a region
matrix that has an entropy of 0. That is, we should stop the algorithm once
we end up producing a region matrix that contains a single feature. Ideally, we
should probably stop long before we get to this point, unless we’re very confident
that the image contains a small number of very large, sprawling features. As
a result, we use divisor, which is a measure of confidence in the distinction
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between background and foreground, to set the minimum acceptable entropy
for the region matrix, which we use as a stopping condition for the algorithm.
That is, once we breach the minimum acceptable entropy, the algorithm stops.

We set the minimum acceptable entropy to the following:

H
min

= .47H
max

+ .53(1� 25

divisor
)H

max

. (3)

This equation is the product of both theory and experimentation, and so
there are probably other formulas that will work just fine. The intuition under-
lying this particular equation is that as divisor increases, we’re less confident in
the distinction between background and foreground, and therefore, we increase
the minimum required entropy. That is, if divisor is high, then we require the
region matrix to have an entropy that is very close to the maximum possible
entropy. This means that the algorithm will not assemble large, sprawling fea-
tures, but will instead produce a large number of small features, since we are not
confident in our distinction between background and foreground. In contrast, if
divisor is low, then the region matrix can have a lower entropy, since we can be
more confident in our distinction between background and foreground, allowing
for large, sprawling features.

So in short, if we’re not confident in the distinction between background
and foreground, then we’re going to begin with a very small value of delta,
and stop the algorithm before it can produce a matrix that has large features.
If we’re very confident in the distinction between background and foreground,
then we’re going to begin with a larger value of delta, and allow the algorithm
to run longer, allowing for the possibility of large, sprawling features.

We then select the correct value of delta by choosing the value of delta
that causes the maximum change to the entropy of the region matrix. That is,
as we iterate through values of delta, we measure the change in entropy as a
function of delta, and choose the value of delta for which this rate of change
is maximized. This is the value of delta that unlocked the greatest change in
the structure of the partition. As noted above, given the natural asymmetry of
this process, it is rational to be conservative and choose the smallest reasonable
value of delta in scope. Consistent with this approach, we choose the value of
delta that unlocks the greatest change in the structure of the region matrix, and
ignore all incremental changes that occur after that point. It turns out that as a
general matter, this approach consistently produces great partitions, uncovering
actual objects in images. This part of the algorithm never iterates more than a
fixed number of times, which I have set to 25, and as a result, the entire feature
recognition algorithm has a run time that is O(m log(m)).

The assumption underlying both the image feature recognition algorithm
and the categorization algorithm is that the value of delta for which the rate
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of change in entropy is maximized is the value of delta for which the greatest
amount of structure in the underlying object is revealed. Therefore, this is the
value of delta that is best suited for distinguishing between the components of
an object when no other prior information is available. This approach allows
for an image, or a dataset, to generate its own value of delta, and therefore,
generate its own context, which in turn allows for totally unsupervised pattern
recognition with no prior information.7

3 Vectorized Categorization and Prediction

In a research note entitled, “Fast N-Dimensional Categorization Algorithm”,
I presented a categorization algorithm that can categorize a dataset of N-
dimensional vectors with a worst-case run time that is O(log(m)mN+1), where
m is the number of items in the dataset, and N is the dimension of each vector in
the dataset. The categorization algorithm I’ll present in this article is identical
to the algorithm I presented in the research note, except this algorithm skips all
of the steps that cannot be vectorized. As a result, the vectorized categorization
algorithm has a worst-case run time that is O(m2), where m is the number of
items in the dataset. The corresponding prediction algorithm is basically un-
changed, and has a run time that is worst-case O(m). This means that even
if our underlying dataset contains millions of observations, if it is nonetheless
possible to structure these observations as high-dimensional vectors, then we
can use these algorithms to produce nearly instantaneous inferences, despite
the volume of the underlying data.

As a practical matter, on an ordinary consumer device, the dimension of the
dataset will start to impact performance for N ⇡ 10000, and as a result, the run
time isn’t truly independent of the dimension of the dataset, but will instead
depend upon on how the vectorized processes are implemented by the language
and machine in question. Nonetheless, the bottom line is that these algorithms
allow ordinary, inexpensive consumer devices to almost instantaneously draw
complex inferences from millions of observations, giving ordinary consumer de-
vices access to the building blocks of true artificial intelligence.

7This method uses the entropy of a mathematical object as a tractable measure of its
complexity. We could of course use some other measures of complexity, and then measure the
rate of change in that complexity, but the entropy is convenient because it is tractable, and a
built-in feature of both Matlab and Octave. As a general matter, the core concept underlying
these algorithms is that we measure the amount of structure in an object that is revealed over
each iteration by measuring the change in the complexity of the object over each iteration.
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3.1 Predicting Random Paths

Let’s begin by predicting random-walk style data. This type of data can be
used to represent the states of a complex system over time, such as an asset
price, a weather system, a sports game, the click-path of a consumer, or the
state-space of a complex problem generally. As we work through this example,
I’ll provide an overview of how the algorithms work, in addition to discussing
their performance and accuracy.

The underlying dataset will in this case consist of two categories of ran-
dom paths, though the categorization algorithm and prediction algorithm will
both be blind to these categories. Specifically, our training data consists of
1,000 paths, each of which contains 10,000 points, for a total of 10,000,000 ob-
servations. Of those 1,000 paths, 500 will trend upward, and 500 will trend
downward. The index of the vector represents time, and the actual entry in the
vector at a given index represents the y value of the path at that time. We’ll
generate the upward trending paths by making the y value slightly more likely
to move up than down as a function of time, and we’ll generate the downward
trending paths by making the y value slightly more likely to move down than
up as a function of time.

Figure 7: Two random paths.

For context, Figure 7 shows both a downward trending path and an upward
trending path, each taken from the dataset. Figure 8 shows the full dataset of
1,000 paths, each of which begins at the origin, and then traverses a random
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path over 10,000 steps, either moving up or down at each step. The upward
trending paths move up with a probability of .52, and the downward trending
paths move up with a probability of .48.

Figure 8: The dataset of random paths.

After generating the dataset, the next step is to construct two data trees
that we’ll use to generate inferences. One data tree is comprised of elements
from the original dataset, called the anchor tree, and the other data tree is
comprised of threshold values, called the delta tree.

The anchor tree is generated by repeatedly applying the categorization algo-
rithm to the dataset. This will produce a series of subcategories at each depth
of application. The top of the anchor tree contains a single nominal vector, and
is used by the algorithm for housekeeping. The categories generated by the first
application of the categorization algorithm have a depth of 2 in the anchor tree;
the subcategories generated by two applications of the categorization algorithm
have a depth of 3 in the anchor tree, and so on. The algorithm selects an anchor
vector as representative of each subcategory generated by this process. As a re-
sult, each anchor vector at a depth of 2 in the anchor tree represents a category
generated by a single application of the categorization algorithm, and so on.

As a simple example, assume our dataset consists of the integers {1, 2, 8, 10}.
In this case, the first application of the categorization algorithm generates the
categories {1, 2}{8}{10}, with the anchors being 1, 8, and 10. This is the actual
output of the categorization algorithm when given this dataset, and it turns
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out that, in this case, the algorithm does not think that it’s appropriate to
generate any deeper subcategories. For a more detailed explanation of how this
whole process works, see my research note entitled, “Predicting and Imitating
Complex Data Using Information Theory”.

As a result, in this case, the anchor tree will contain the nominal vector at
its top, and then at a depth of 2, the anchors 1,8, and 10 will be positioned in
separate entries, indexed by di↵erent widths.

Represented visually, the anchor tree is as follows:

(Inf)

(1) (8) (10)

Each application of the categorization algorithm also produces a value called
delta, which is the maximum di↵erence tolerated for inclusion in a given cate-
gory. This is the same value used by the feature recognition algorithm, except
in this case, we’re using this value to distinguish between abstract vectors, and
not images. Specifically, if x is in a category represented by the anchor vector a,
then it must be the case that ||a� x|| < �

a

, where �
a

is the su�cient di↵erence
associated with the category represented by a. That is, �

a

is the di↵erence be-
tween two vectors which, when met or exceeded, we treat as su�cient cause to
categorize the vectors separately. The value of delta is determined by iterating
through di↵erent values of delta, and choosing the particular value of delta that
maximizes the change in the entropy of the categorization. As a result, delta is
the natural, in-context di↵erence between elements of the category in question.
The value �

a

has the same depth and width position in the delta tree that the
associated anchor vector a has in the anchor tree. In the example given above,
delta is 1.0538. So in our example, 1 and 2 are in the same category, since
|1� 2| < 1.0538, but 8 and 10 are not, since |8� 10| > 1.0538.

Since the categorization algorithm is applied exactly once in this case, only
one value of delta is generated, resulting in the following delta tree:

(Inf)

(1.0538) (1.0538) (1.0538)

Together, these two trees operate as a compressed representation of the sub-
categories generated by the repeated application of the categorization algorithm,
since we can take a vector from the original dataset, and quickly determine which
subcategory it could belong to by calculating the di↵erence between that vector
and each anchor, and testing whether it’s less than the applicable delta. This

18



allows us to approximate operations on the entire dataset using only a fraction
of the elements from the original dataset. Further, we can, for this same reason,
test a new data item that is not part of the original dataset against each anchor
to determine to which subcategory the new data item fits best. We can also test
whether the new data item belongs in the dataset in the first instance, since if it
is not within the applicable delta of any anchor, then the new data item is not a
good fit for the dataset, and moreover, could not have been part of the original
dataset. Finally, given a vector that contains M out of N values, we can then
predict the N�M missing values by substituting those missing values using the
corresponding values in the anchors in the anchor tree, and then determining
which substitution minimized the di↵erence between the resulting vector and
the anchors in the tree.

For example, if N = 5, and M = 3, then we would substitute the two missing
values in the input vector x = (x1, x2, x3, . . .), using the last two dimensions of
an anchor vector a = (a1, a2, a3, a4, a5), producing the prediction vector z =
(x1, x2, x3, a4, a5). We do this for every anchor in the anchor tree, and test
whether ||a� z|| < �

a

. If the norm of the di↵erence between the anchor vector
and the prediction vector is less than the applicable delta, then the algorithm
treats that prediction as a good prediction, since the resulting prediction vector
would have qualified for inclusion in the original dataset. As a result, all of the
predictions generated by the algorithm will contain all of the information from
the input vector, with any missing information that is to be predicted taken
from the anchor tree.

This implies that our input vector x could be within the applicable delta
of multiple anchor vectors, thereby constituting a match for each related sub-
category. As a result, the prediction algorithm returns both a single best-fit
prediction, and an array of possible-fit predictions. That is, if our input vec-
tor produces prediction vectors that are within the applicable delta of multiple
anchors, then each such prediction vector is returned in the array of possible
fits. There will be, however, one fit for which the di↵erence ||a � z|| between
the input vector and the applicable prediction vector is minimized, and this is
returned by the algorithm as the best-fit prediction vector.

Returning to our example, each path is treated as a 10,000 dimensional
vector, with each point in a path represented by a number in the vector. So in
this case, the first step of the process will be to generate the data trees populated
by repeated application of the categorization algorithm to the dataset of path
vectors. Because the categorization algorithm is completely vectorized, this
process can be accomplished on an ordinary consumer device, despite the high
dimension of the dataset, and the relatively large number of items in the dataset.
Once this initial step is completed, we can begin to make predictions using the
data trees.

We’ll begin by generating a new, upward trending path, that we’ll use as
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our input vector, that again consists of N = 10000 observations. Then, we’ll
incrementally increase M , the number of points from that path that are given to
the prediction algorithm. This will allow us to measure the di↵erence between
the actual path, and the predicted path as a function of M , the number of
observations given to the prediction algorithm. If M = 0, giving the prediction
algorithm a completely empty path vector, then the prediction algorithm will
have no information from which it can draw inferences. As a result, every path
in the anchor tree will be a possible path. That is, with no information at all,
all of the paths in the anchor tree are possible.

In this case, the categorization algorithm compressed the 1,000 paths from
the dataset into 282 paths that together comprise the anchor tree. The anchor
tree has a depth of 2, meaning that the algorithm did not think that subdividing
the top layer categories generated by a single application of the categorization
algorithm was appropriate in this case. This implies that the algorithm didn’t
find any local clustering beneath the macroscopic clustering identified by the
first application of the categorization algorithm. This in turn implies that the
data is highly randomized, since each top layer category is roughly uniformly
di↵use, without any significant in-category clustering.

This example demonstrates the philosophy underlying these algorithms, which
is to first compress the underlying dataset using information theory, and then
analyze the compressed dataset e�ciently using vectorized operations. In this
case, since the trees have a depth of 2 and a width of 282, each prediction requires
at most O(282) vectorized operations, despite the fact that the inferences are
ultimately derived from the information contained in 10,000,000 observations.

Beginning with M = 0 observations, each path in the anchor tree constitutes
a trivial match, which again can be seen in Figure 8. That is, since the algorithm
has no observations with which it can generate an inference, all of the paths in
the anchor tree are possible. Expressed in terms of information, when the input
information is minimized, the output uncertainty is maximized. As a result,
the prediction algorithm is consistent with common sense, since it gradually
eliminates possible outcomes as more information becomes available.

Note that we can view the predictions generated in this case as both raw
numerical predictions, and more abstract classification predictions, since each
path will be either an upward trending path, or a downward trending path. I’ll
focus exclusively on classification predictions in another example below, where
we’ll use the same categorization and prediction algorithms to predict which
class of three-dimensional shapes a given input shape belongs to.
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Figure 9: The actual path, average path, and best-fit path for M = 50.

Returning to the example at hand, I’ve set M = 50, and Figure 9 shows the
actual path of the new input vector, the average path generated by taking the
simple average of all of the predicted paths, and the best-fit path. In this case,
the prediction algorithm has only .5 percent of the path information, and not
surprisingly, the average of all predicted paths is flat, since the array of predicted
paths contains paths that trend in both directions. In fact, in this case, the array
of predicted paths contains the full set of 282 possible paths, implying that the
first 50 points in the input path did not provide much information from which
inferences can be drawn, though the best-fit path in this case does point in the
right direction. This is not surprising, since generating the path requires new
information to be generated at each point in the path, which is supplied by
calling a random number generator that in turn determines whether the next
point in the path is up or down, relative to the current path.

As a result, each point in the path conveys new information about the shape
of the path. In contrast, in the case of an entirely deterministic curve, once
the initial conditions of the curve are known, the remainder of the curve can
be generated without any additional information, other than the underlying
equation that generates the curve. As we’ll see in the following sections, greater
compression and accuracy can be achieved when predicting deterministic data,
even though we’re not making use of any interpolation. This in turn suggests
that the compression ratio achieved by the categorization algorithm could be a
measure of the complexity of the dataset, though I have not empirically tested
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this hypothesis.8

Figure 10: The actual path, average path, and best-fit path for M = 2000.

For M = 2000, the actual path, average path, and best-fit path, all clearly
trend in the same, correct direction, as you can see in Figure 10. Figure 11
contains the full array of predicted paths for M = 2000, which consists of 173
possible paths. Though the average path, and best-fit path both point in the
correct, upward trending direction, the set of possible paths clearly contains a
substantial number of downward trending paths.

8To appreciate the intuition for the hypothesis, consider the extreme case where no com-
pression is achieved, producing an anchor tree populated with the entire dataset. This implies
that there was no clustering in the data. It also suggests that each data point contributes no
information about the other data points in the dataset, and as a result, new data that is con-
sistent with the dataset probably cannot be predicted using the information in the dataset,
since it is comprised of data points that provide no information about each other. In the
other extreme case, total compression is achieved, producing an anchor tree with a single
value from the dataset, suggesting that the entire dataset is tightly clustered around a single
data point. In this case, new data that is consistent with the underlying dataset will also be
tightly clustered around that single anchor, in turn making prediction trivial. In contrast, the
Shannon entropy does not consider structure information at all, and looks only to frequency,
making it a poor measure of computational complexity. For example, the set {1, 1, 1, 2, 2, 2}
has a uniform statistical distribution, but an obvious structure. As a result, the Shannon en-
tropy of the set is maximized, whereas the categorization algorithm compresses the set to two
categories, achieving significant compression. I’m reluctant in taking this observation too far,
since taken to the extreme, it suggests that the categorization algorithm could in some cases
operate as a computable approximation of the Kolmogorov complexity, which is otherwise
non-computable.
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Figure 11: The full array of predicted paths for M = 2000.

Figure 12 shows the average error between the best-fit path and the actual
path as a percentage of the y value in the actual path, as a function of M . In
this case, Figure 12 reflects only the portion of the data actually predicted by
the algorithm, and ignores the first M points in the predicted path, since the
first M points are taken from the input vector itself. That is, Figure 12 reflects
only the N �M values taken from the anchor tree, and not the first M values
taken from the input vector itself. Also note that the error percentages can and
do in this case exceed 100 percent for low values of M .
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Figure 12: The average error as a function of M for a single input vector.

As expected, the best-fit path converges to the actual path as M increases,
implying that the quality of prediction increases as a function of the number
of observations. Figure 13 shows the same average error calculation for 25
randomly generated input paths.
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Figure 13: The average error as a function of M for 25 input vectors.

As noted above, the prediction algorithm is also capable of determining
whether a given input vector is a good fit for the underlying data in the first
instance. In this case, this means that the algorithm can determine whether
the path represented by an input vector belongs to one of the categories in the
underlying dataset, or whether the input vector represents some other type of
path that doesn’t belong to the original dataset. For example, if we generate a
new input vector produced by a formula that has a .55 probability of decreasing
at any given moment in time, then for M ⇡ 7000, the algorithm returns the
nominal vector at the top of the anchor tree as its predicted vector, indicating
that the algorithm thinks that the input vector does not belong to any of the
underlying categories in the anchor tree.

This ability to not only predict outcomes, but also identify inputs as outside
of the scope of the underlying dataset helps prevent bad predictions, since if an
input vector is outside of the scope of the underlying dataset, then the algorithm
won’t make a prediction at all, but will instead flag the input as a poor fit. This
also allows us to expand the underlying dataset by providing random inputs
to the prediction function, and then take the inputs that survive this process
as additional elements of the underlying dataset. For more on this approach,
see my research note entitled, “Predicting and Imitating Complex Data Using
Information Theory”.
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3.2 Higher Dimensional Spaces

3.2.1 Predicting Projectile Paths

The same algorithms that we used in the previous section to predict paths in
a two-dimensional space can be applied to an N-dimensional space, allowing us
to analyze high-dimensional data in high-dimensional spaces. We’ll begin by
predicting somewhat randomized, but nonetheless Newtonian projectile paths
in three-dimensional space.

Our training data consists of 500 projectile paths, each containing 3000
points in Euclidean three-space, resulting in vectors with a dimension of N =
9000. The equations that generated the paths in the training data are Newtonian
equations of motion, with bounded, but randomly generated x and y velocities,
no z velocity other than downward gravitational acceleration, fixed initial x and
y positions, and randomly generated, but tightly bounded initial z positions.

Figure 14: Projectile paths from the dataset.

Note that in this case, we’re predicting a path that has a simple closed form
formula without using any interpolation. Instead, the algorithm uses the exact
same approach outlined above, which compresses the dataset into a series of
anchor vectors, which in this case represent Newtonian curves, and then takes a
new curve and attempts to place it in the resulting anchor tree of vectors. The
anchor tree has a top level width of 193, suggesting that, despite the fact that the
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individual curves are highly structured, the dataset of curves is nonetheless quite
randomized. As a result, the dataset consists of a fairly randomized collection
of highly structured curves.

Just as we did above, first we’ll generate a new curve, which will be repre-
sented as a 9,000 dimensional vector that consists of 3,000 points in Euclidean
three-space. Then, we’ll incrementally provide points from the new curve to the
prediction algorithm, and measure the accuracy of the resultant predictions.
Figure 15 shows the average path, best-fit path, and actual path for M = 1750.

Figure 15: The average path, best-fit path, and actual path for M = 1750.

In this case, the percentage-wise average error between the predicted path
and the actual path, shown in Figure 16, is much smaller than it was for the
random path data. This is not surprising, given that each curve has a simple
shape that is entirely determined by its initial conditions. As a result, so long
as there is another curve in the anchor tree that has reasonably similar initial
conditions, we’ll be able to accurately approximate, and therefore, predict the
shape of the entire input curve. In contrast, the random path data is generated
by what is in reality a series of 10,000 initial conditions that are sensitive to
the order in which they occur. As a result, the random path dataset literally
contains more information than the projectile dataset, and therefore, we should
expect to use a much larger dataset if we’d like to predict random paths to the
level of precision achieved in this example, using only a modestly sized dataset.
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Figure 16: The average error as a function of M .

3.2.2 Shape and Object Classification

We can use the same techniques to categorize three-dimensional objects. We
can then take the point data for a new object and determine to which category
it belongs best by using the prediction algorithm. This allows us to take what is
generally considered to be a hard problem, i.e., three-dimensional object classi-
fication, and reduce it to a problem that can be solved in a fraction of a second
on an ordinary consumer device.

In this case, the training data consists of the point data for 600 objects, each
shaped like a vase, with randomly generated widths that come in three classes of
sizes: narrow, medium, and wide. That is, each class of objects has a bounded
width, within which objects are randomly generated. There are 200 objects in
each class, for a total of 600 objects in the dataset. Each object contains 483
points, producing a vector that represents the object with a total dimension of
N = 3 ⇥ 483 = 1449. Figure 17 shows a representative image from each class
of object. Note that the categorization and prediction algorithm are both blind
to the classification labels in the data, which are hidden in the N + 1 entry of
each shape vector.
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Figure 17: The three categories of object sizes from the dataset.

As we did above, we’ll generate a new object, provide only part of the point
data for that object to the prediction algorithm, and then test whether the
prediction algorithm assigns the new object to a category with an anchor from
the same class as the input object. That is, if the class of the anchor of the
category to which the new input object is assigned matches the class of the
input object, then we treat that prediction as a success.

I’ve randomly generated 300 objects from each class as a new input to the
prediction algorithm, for a total of 900 input objects. I then provided the first
M = 1200 values from each input vector to the prediction algorithm, producing
900 predictions. There are three possibilities for each prediction: success (i.e.,
a correct classification); rejection (i.e., the shape doesn’t fit into the dataset);
and failure (i.e., an incorrect classification). For this particular set of inputs,
the success rate was 100% for all three classes of objects, with no rejections,
and no incorrect classifications. Di↵erent datasets, and di↵erent inputs could of
course produce di↵erent results. Nonetheless, the obvious takeaway is that the
prediction algorithm is extremely accurate.

4 The Future of Computation

The Church-Turing Thesis is a hypothesis that asserts that all models of com-
putation can be simulated by a Universal Turing Machine. In e↵ect, the hy-
pothesis asserts that any proposed model of computation is either inferior to,
or equivalent to, a UTM. The Church-Turing Thesis is a hypothesis, and not a
mathematical theorem, but it has turned out to be true for every known model
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of computation, though recent developments in quantum computing are likely
to present a new wave of tests for this celebrated hypothesis.

In a research note entitled, “A Simple Model of Non-Turing Equivalent Com-
putation”, I presented the mathematical outlines of a model of computation
that is on its face not equivalent to a UTM. That said, I have not yet built any
machines that implement this model of computation, so, not surprisingly, the
Church-Turing Thesis still stands.

The simple insight underlying my model is that a UTM cannot generate
complexity, which can be easily proven.9 This means that the Kolmogorov
Complexity of the output of a UTM is always less than or equal to the complex-
ity of the input that generated the output in question. This simple lemma has
some alarming consequences, and in particular, it suggests that the behaviors
of some human beings might be the product of a non-computable process, per-
haps explaining how it is that some people are capable of producing equations,
musical compositions,10 and works of art,11 that do not appear to follow from
any obvious source of information. Originality is in this view the spontaneous
generation of complexity, which is anomalous when viewed through the lens of
computer theory.

In more general terms, any device that consistently generates outputs that
have a higher complexity than the related inputs is by definition not equivalent
to a UTM. Expressed symbolically, y = F (x), and K(x) < K(y), for some set
of outputs y, where K is the Kolmogorov complexity. If the set of outputs is
infinite, then the device can consistently generate complexity, which is not pos-
sible using a UTM. If the device generates only a finite amount of complexity,
then the device can of course be implemented by a UTM that has some com-
plexity stored in the memory of the device. In fact, this is exactly the model
of computation that I’ve outlined above, where a compressed, specialized tree
is stored in the memory of a device, and then called upon to supplement the
inputs to the device, generating the outputs of the device.

The model of computation that I’ve presented above suggests that we can
create simple, presumably cheap devices, that have specialized memories of the
type I described above, that can provide fast, intelligent answers to complex

9Let K(x) denote the computational complexity of the string x, and let y = U(x) denote
the output of a UTM when given x as input. Put informally, K(y) is the length, measured
in bits, of the shortest program that generates y on a UTM. Since x generates y when x is
given as the input to a UTM, it follows that K(y) cannot be greater than the length of x.
This in turn implies that K(y)  K(x) + C. That is, we can generate y by first running the
shortest program that will generate x, which has a length of K(x), and then feed x back into
the UTM, which will in turn generate y. This is simply a UTM that runs twice, the code for
which will have a length of C that does not depend upon x, which proves the result. That is,
there is a UTM that always runs twice, and the code for that machine is independent of the
particular x under consideration.

10Sonata for Cello and Piano, Op. 119, by Sergei Prokofiev.
11Judith II, by Gustav Klimt.
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questions, but nonetheless also perform basic computations. This would allow
for the true commoditization of artificial intelligence, since these devices would
presumably be both small and inexpensive to manufacture. This could lead
to a new wave of economic and social changes, where cheap devices, possibly
as small as transistors, have the power to analyze a large number of complex
observations and make inferences from them in real-time.

In a research note entitled, “Predicting and Imitating Complex Data Us-
ing Information Theory”, I showed how these same algorithms can be used to
approximate both simple, closed-form functions, and complex, discontinuous
functions that have a significant amount of statistical randomness. As a result,
we could store trees that implement everyday functions found in calculators,
such as trigonometric functions, together with trees that implement complex
tasks in AI, such as image analysis, all in a single device that makes use of the
algorithms that I outlined above. This would create a single device capable
of both general purpose computing, and sophisticated tasks in artificial intel-
ligence. We could even imagine these algorithms being hardwired as “smart
transistors” that have a cache of stored trees that are then loaded in real-time
to perform the particular task at hand.

All of the algorithms I presented above are obviously capable of being sim-
ulated by a UTM, but as a general matter, this type of non-symbolic, stimulus
and response computation can in theory produce input-output pairs that always
generate complexity, and therefore, cannot be reproduced by a UTM. Specifi-
cally, if the device in question maps an infinite number of input strings to an
infinite number of output strings that each have a higher complexity than the
corresponding input string, then the device is simply not equivalent to a UTM,
and its behavior cannot be simulated by a UTM with a finite memory, since a
UTM cannot, as a general matter, generate complexity.

This might sound like a purely theoretical model, and it might be, but
there are physical systems whose states change in complex ways as a result of
simple changes to environmental variables. As a result, if we are able to find a
physical system whose states are consistently more complex than some simple
environmental variable that we can control, then we can use that environmental
variable as an input to the system. This in turn implies that we can consistently
map a low-complexity input to a high-complexity output. If the set of possible
outputs appears to be infinite, then we would have a system that could be used
to calculate functions that cannot be calculated by a UTM. That is, any such
system would form the physical basis of a model of computation that cannot
be simulated by a UTM, and a device capable of calculating non-computable
functions.
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Abstract

In this article, I’m going to apply the new, polynomial time model
of artificial intelligence that I’ve developed to four well-known datasets
from the UCI Machine Learning Repository. For each of the four clas-
sification problems, the categorizations and predictions generated by the
algorithms were generated on an unsupervised basis. Over the four clas-
sification problems, the categorization algorithm had an average success
rate of 92.833%, where success is measured by the percentage of categories
that are consistent with the hidden classification data. Over the four clas-
sification problems, the prediction algorithm had an average success rate
of 93.497%, where success is measured by the percentage of predictions
that are consistent with the hidden classification data. All of the code
necessary to run these algorithms, and apply them to the training data,
is available on my researchgate homepage.1

1 Introduction

In a previous working paper,2 I introduced a new model of artificial intelligence
rooted in information theory that can solve high-dimensional, machine learning
problems in polynomial time by making use of data compression and vectorized
processes. Specifically, I introduced an image feature recognition algorithm,
a categorization algorithm, and a prediction algorithm, each of which has a
low-degree polynomial run time, allowing a wide class of problems in artificial

1
I retain all rights, copyright and otherwise, to all of the algorithms, and other information

presented in this paper. In particular, the information contained in this paper may not be used

for any commercial purpose whatsoever without my prior written consent. All research notes,

algorithms, and other materials referenced in this paper are available on my researchgate

homepage, at https://www.researchgate.net/profile/Charles Davi, under the project heading,

Information Theory.

2
A New Model of Artificial Intelligence.

1
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intelligence to be solved quickly and accurately on an ordinary consumer device.
In this article, I’m going to apply the categorization algorithm and prediction
algorithm to four well-known datasets from the UCI Machine Learning Repos-
itory. In a second article, I will apply the full set of three algorithms to image
classification problems.

2 Unsupervised Data Classification

All of the classification problems that we’ll analyze in this section will be solved
on an unsupervised basis, with the classification labels hidden from the algo-
rithms. This is accomplished by simply moving the classification labels to the
N+1 entry of each vector, where N is the dimension of the dataset.3 For each of
the classification problems, we’ll begin by categorizing the relevant dataset, and
then measuring the performance of the categorization algorithm by analyzing
the categories it generates. Specifically, we’ll measure how well the categories
generated correspond to the hidden classification labels. Then, we’ll generate
predictions using each of the datasets, and measure the performance of the pre-
diction algorithm by counting the number of correct classification predictions.

All of the training datasets we’ll analyze in this article are courtesy of the
UCI Machine Learning Repository.4

The Iris Dataset

5

We’ll begin with the well-known “Iris” dataset, which consists of 150 data
points. Each data point consists of 4 values, which are intended to provide
information regarding the specific type of flower the data point represents. There
is a hidden fifth value which contains the label of the actual class of flower
the data point represents. There are three classes of flowers, represented by
the numbers 1, 2, and 3, respectively, and as noted above, the categorization
algorithm is blind to this information.

We’ll begin by having the categorization algorithm take the 150 data points,
and construct a set of categories. In this case, the categorization algorithm
generated 40 categories. Of those 40 categories, only 3 categories contain data
points from more than one class of data, which can be seen in the center of Figure
1 below. As a result, 37

40 = 92.500% of the categories generated are consistent
with the hidden classification data. The three categories that contained mixed
classes of data points contained data from categories 2 and 3.

3
The algorithms ignore any data above the dimension of the dataset.

4
Note that I’ve made some formatting changes to the datasets so that they can work with

the algorithms. The code necessary to format the datasets appropriately is available on my

researchgate homepage, at the link provided above.

5
https://archive.ics.uci.edu/ml/datasets/Iris.
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Figure 1: The number of data points in each category for the Iris dataset, with the bars

colored according to the hidden classification labels.

In order to generate predictions, we’ll rerun the categorization algorithm on
a randomly selected subset of the original dataset, using the remaining data
points as inputs to the prediction algorithm. This will allow the prediction
algorithm to make non-trivial predictions using new data that was not used to
generate the categories from which it will make predictions.

The prediction algorithm is itself capable of running in two overall modes:
a “rejection on” mode, where it rejects new data that is beyond the scope of
its prior data, causing it to fail to make a prediction; and “rejection o↵” mode,
where it always makes a prediction. We’ll begin by running the prediction al-
gorithm in “rejection on” mode, which means there are three possible outcomes
for each prediction: success (i.e., a correct classification); rejection (i.e., the
new data is outside of the scope of the prior data); and failure (i.e., an incorrect
classification).

I ran a single round of predictions, and this produced 13 successful classifi-
cations, 1 rejection, and 1 failure. If we rerun the same predictions in “rejection
o↵” mode, this generates 14 successful classifications, and 1 failure. This run of
predictions demonstrates that the rejection of a new data point does not imply
that the new data point would have resulted in an incorrect prediction, but
rather, that the new data point is simply not a su�ciently good fit for the prior
data for the prediction algorithm to make a confident prediction.

The results of 25 rounds of predictions in “rejection on” mode, for a total

3



of 375 predictions, consisted of 308 successful classifications, 53 rejections, and
14 fails. This implies an accuracy of either 308

375 = 82.133% or 308
322 = 95.652%,

depending upon whether you do, or do not, include the rejections in the denom-
inator, respectively.

Figure 2: The number of successes, rejections, and fails for 375 classification predictions using

the Iris dataset, with rejections turned on.

The results of another 25 rounds of predictions in “rejection o↵’ mode, for
another 375 predictions, consisted of 357 successful classifications and 18 fails.
This implies an accuracy of 357

375 = 95.200%.
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Figure 3: The number of successes, rejections, and fails for 375 classification predictions using

the Iris dataset, with rejections turned o↵.

The Ionosphere Dataset

6

This dataset consists of 351 data points, each with 34 dimensions of data,
together with a classifier hidden in the 35-th entry of each data point that marks
the data point as either “good”, represented by a “g” in the original dataset,
or “bad”, represented by a “b” in the original dataset.7 The classification task
is to identify which data points are good and which are bad based upon the 34
dimensions of each data point. Again, as above, we begin by having the cate-
gorization algorithm construct categories using the data, blind to the classifier
of each data point. In this case, the categorization algorithm generated 141
categories, of which 96.454% consisted of a single class of data.

6
https://archive.ics.uci.edu/ml/datasets/Ionosphere.

7
Prior to running the algorithms, I edited the original dataset, replacing each g with a 1,

and each b with a 2.

5
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Figure 4: The number of data points in each category for the Ionosphere dataset, with the

bars colored according to the hidden classification labels.

We begin by making predictions in “rejection on” mode, again by first re-
running the categorization algorithm on a randomly generated subset of the
dataset, and using the remaining data points as inputs to the prediction algo-
rithm. The first run of 35 predictions consisted of 19 successful classifications,
14 rejections, and 2 failed classifications. Running the same 35 predictions in
“rejection o↵” mode produced 28 successful classifications, and 7 failed classi-
fications. In this case, a significant number of the rejected data points turned
out to generate failed classifications.

The results of 25 rounds of predictions in “rejection on” mode, for a total
of 875 predictions, consisted of 462 correct classifications, 383 rejections, and
30 failed classifications. This implies an accuracy of either 462

875 = 52.800%
or 462

492 = 93.902%, depending upon whether you do, or do not, include the
rejections in the denominator, respectively.
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Figure 5: The number of successes, rejections, and fails for 875 classification predictions using

the Ionosphere dataset, with rejections turned on.

The results of 25 rounds of predictions in “rejection o↵” mode, for a total of
875 predictions, consisted of 771 correct classifications, and 104 failed classifica-
tions. This implies an accuracy of 771

875 = 88.114%. In this example, the ability
to reject data significantly improved the accuracy of the predictions.

Figure 6: The number of successes, rejections, and fails for 875 classification predictions using

the Ionosphere dataset, with rejections turned o↵.

The Parkinson’s Dataset

8

8
https://archive.ics.uci.edu/ml/datasets/Parkinsons.
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This dataset consists of 195 data points, each with 22 dimensions of data,
together with a classifier hidden in the 23-rd entry of each data point that marks
the data point as corresponding to a healthy individual, represented by a 0, or
an individual with Parkinson’s disease, represented by a 1.9 The classification
task is to identify which data points correspond to individuals with Parkinson’s
disease. We begin by having the categorization algorithm construct categories
using the data, blind to the classifier of each data point. In this case, the
categorization algorithm generated 98 categories, of which 91.837% consisted of
a single class of data.

Figure 7: The number of data points in each category for the Parkinson’s dataset, with the

bars colored according to the hidden classification labels.

We begin by making predictions in “rejection on” mode, again by first rerun-
ning the categorization algorithm on a randomly generated subset of the dataset,
and using the remaining data points as inputs to the prediction algorithm. The
first run of 19 predictions consisted of 15 successful classifications, 4 rejections,
and 0 failed classifications. Running the same 19 predictions in “rejection o↵”
mode produced 18 successful classifications, and 1 failed classification.

The results of 25 rounds of predictions in “rejection on” mode, for a total
of 475 predictions, consisted of 285 correct classifications, 158 rejections, and
32 failed classifications. This implies an accuracy of either 285

475 = 60.000%
or 285

317 = 89.905%, depending upon whether you do, or do not, include the
rejections in the denominator, respectively.

9
Although the original dataset contains 23 dimensions, the first column of the dataset is

the patient’s name, which I’ve removed. Also, after removing the column headers in the top

row of the dataset, there are 195 rows of data remaining. As a result, I believe that the UCI

website erroneously reports that the dataset contains 197 rows of data.
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Figure 8: The number of successes, rejections, and fails for 475 classification predictions using

the Parkinson’s dataset, with rejections turned on.

The results of 25 rounds of predictions in “rejection o↵” mode, for a total
of 475 predictions, consisted of 390 correct classifications, and 85 failed classifi-
cations. This implies an accuracy of 390

475 = 82.105%.

Figure 9: The number of successes, rejections, and fails for 475 classification predictions using

the Parkinson’s dataset, with rejections turned o↵.

The Wine Dataset

10

This dataset consists of 178 data points, each with 13 dimensions of data,

10
https://archive.ics.uci.edu/ml/datasets/Wine.

9
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together with a classifier hidden in the 14-th entry of each data point that
indicates the class of wine that the data point represents. There are three classes
of wines, represented by the numbers 1, 2, and 3, respectively. The classification
task is to identify the class of the wine given the first 13 dimensions of the data.
We begin by having the categorization algorithm construct categories using the
data, blind to the classifier of each data point. In this case, the categorization
algorithm generated 74 categories, of which 90.541% consisted of a single class
of data.

Figure 10: The number of data points in each category for the Wine dataset, with the bars

colored according to the hidden classification labels.

We begin by making predictions in “rejection on” mode, again by first rerun-
ning the categorization algorithm on a randomly generated subset of the dataset,
and using the remaining data points as inputs to the prediction algorithm. The
first run of 17 predictions consisted of 12 successful classifications, 4 rejections,
and 1 failed classifications. Running the same 17 predictions in “rejection o↵”
mode produced 16 successful classifications, and 1 failed classifications.

The results of 25 rounds of predictions in “rejection on” mode, for a total
of 425 predictions, consisted of 311 correct classifications, 96 rejections, and
18 failed classifications. This implies an accuracy of either 311

425 = 73.176%
or 311

329 = 94.529%, depending upon whether you do, or do not, include the
rejections in the denominator, respectively.

10



Figure 11: The number of successes, rejections, and fails for 425 classification predictions

using the Wine dataset, with rejections turned on.

The results of 25 rounds of predictions in “rejection o↵” mode, for a total
of 425 predictions, consisted of 387 correct classifications, and 38 failed classifi-
cations. This implies an accuracy of 387

425 = 91.059%.

Figure 12: The number of successes, rejections, and fails for 425 classification predictions

using the Wine dataset, with rejections turned o↵.

11
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Application to Data II

Charles Davi

April 10, 2019

Abstract

In this article, I’m going to apply the new, polynomial time model of

artificial intelligence that I’ve developed to the MNIST numerical charac-

ter dataset, as well as two small image datasets made with an ordinary

iPhone camera. The MNIST dataset was analyzed on a supervised ba-

sis, with a success rate of 95.402%, where success is measured by the

percentage of predictions that are consistent with the classification data.

The other two datasets were analyzed on an unsupervised basis, with an

average success rate of 95.834%. All of the code necessary to run these

algorithms, and apply them to the training data, is available on my re-

searchgate homepage.

1

1 Introduction

In a previous working paper,2 I introduced a new model of artificial intelligence
rooted in information theory that can solve high-dimensional, machine learning
problems in polynomial time by making use of data compression and vectorized
processes. Specifically, I introduced an image feature recognition algorithm,
a categorization algorithm, and a prediction algorithm, each of which has a
low-degree polynomial run time, allowing a wide class of problems in artificial
intelligence to be solved quickly and accurately on an ordinary consumer device.

In this article, I’m going to apply the categorization algorithm and prediction
algorithm to three datasets: the MNIST numerical character dataset, and two

1
I retain all rights, copyright and otherwise, to all of the algorithms, and other information

presented in this paper. In particular, the information contained in this paper may not be used

for any commercial purpose whatsoever without my prior written consent. All research notes,

algorithms, and other materials referenced in this paper are available on my researchgate

homepage, at https://www.researchgate.net/profile/Charles Davi, under the project heading,

Information Theory.

2
A New Model of Artificial Intelligence.

1
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small datasets of images made using an ordinary iPhone camera, one consisting
of photos of a pair of headphones and a set of speakers, and the other of photos
of the handwritten letters A and B.

2 Supervised Image Classification

The MNIST Dataset

The MNIST dataset is courtesy of the Institute of Standards and Technol-
ogy, though the version used in this paper was converted to jpeg format by
a third party.3 The algorithm begins by reading the jpeg file into a matrix,
removes any pixels that are approximately black, and then stores the locations
of the remaining pixels in two column vectors that contain the horizontal and
vertical index of each pixel. Figure 1 shows the result of pre-processing an image
representing the digit 0.

Figure 1: The result of pre-processing an image representing the digit 0.

After this first step, the resulting plot of pixels is then subdivided into 121
equally sized rectangular regions, and the number of pixels in each region is then
counted, and stored as an 11 ⇥ 11 matrix. The matrix is then reshaped into
a 1 ⇥ 121 vector, but is otherwise unchanged. This vector serves as the input

3
https://github.com/teavanist/MNIST-JPG

2

https://www.nist.gov/
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to the categorization and prediction algorithms.4 Figure 2 shows the matrix
generated for the set of pixels shown in Figure 1.

2

666666666664

0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0

0 1 4 5 1 0 0 0 0 0 0

0 5 7 6 9 4 0 0 0 0 0

0 6 6 0 1 8 6 2 0 0 0

0 3 8 1 0 4 9 9 0 0 0

0 0 6 8 6 8 9 9 0 0 0

0 0 0 3 6 4 3 3 0 0 0

0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0

0 0 0 0 0 0 0 0 0 0 0

3

777777777775

Figure 2: The matrix generated by counting the number of pixels in each region of the image

shown in Figure 1.

This process was applied to 500 images from each of the 10 categories of
digits in the MNIST training set, for a total of 5, 000 images. The resultant
vectors for each category were then separately provided as the input to the
categorization algorithm, which in turn generated 10 sets of categories, one for
each class of digit. The predictions were generated by then providing 10 new
images from each category of digit (i.e., images that were not included in the
initial 5, 000 images), for a total of 100 predictions. The algorithm produced 83
correct classifications, 4 incorrect classifications, and 13 rejected classifications,
implying an accuracy of either 83

100 = 83%, or 83
87 = 95.402%, depending upon

whether we do, or do not, include rejections in the denominator.5

3 Unsupervised Image Classification

The Speakers and Headphones Dataset

This dataset consists of 20 photos of a pair of speakers, and another 20
photos of a pair of headphones, for a total of 40 photos, each taken on an
ordinary iPhone camera. The photos were taken on an o↵-white background,
with the position, and to a lesser extent, the orientation, of the objects being
somewhat idiosyncratic to each photo. An example of a speaker photo and a
headphone photo is shown in Figure 3.

4
For an explanation as to how the categorization and prediction algorithms work, see the

previous working papers referenced in the footnotes above.

5
The prediction algorithm rejects any data it believes to be beyond the scope of the original

training data, rather than make a potentially erroneous prediction. See the previous articles

for an explanation as to how this process works.
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Figure 3: An example of a speaker photo and a headphone photo from the dataset.

The algorithm begins by applying an edge detection algorithm I introduced
in a previous research paper.6 This algorithm extracts shape information from
the image, in e↵ect removing the background of the image, and extracting a set
of points that outline the contours of the image. The results of this process,
as applied to the two images in Figure 3 above, are shown in Figure 4 below.
We then apply the same algorithm described above, that counts the number of
points in each region of the resultant shape, producing a matrix, and in turn a
vector that serves as the input to the categorization algorithm.

Figure 4: The shapes extracted from the photos in Figure 3 above.

In this case, both classes of images are combined into a single data array and
fed to the categorization algorithm on an unsupervised basis. We measure the
success rate of this process by counting the number of categories that consist of
only a single class of images. If a category contains a single image that is of a
di↵erent class than the other images in that category, then we treat that category
as an error. The success rate is then the number of error-free categories divided
by the total number of categories. In this case, the success rate was 100%. That
is, each of the categories generated consisted of only headphones or speakers,
and never both.

The Handwritten Character Dataset

This dataset consists of 20 photos of a handwritten A, and another 20 photos
of a handwritten B, for a total of 40 photos, each taken on an ordinary iPhone
camera. The characters were drawn on a ruled page, and as a result, there is

6
Unsupervised 3D Feature Extraction and Edge Detection Algorithm.
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an idiosyncratic amount of underhang and overhang in each photo. The photos
are also deliberately sized di↵erently, and a bit o↵-center. Examples of an A
and a B from the dataset are each shown in Figure 5.

Figure 5: An example of an A and a B from the dataset.

The same process applied to the “Speakers and Headphones” dataset de-
scribed above was applied to this dataset. The results of the edge detection
algorithm, as applied to the images in Figure 5, are shown in Figure 6.

Figure 6: The shapes extracted from the photos in Figure 5 above.

Both classes of images were again combined into a single data array and
fed to the categorization algorithm on an unsupervised basis. In this case, the
success rate was 91.667%.

5
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Vectorized Image Partitioning

Charles Davi

June 16, 2019

Abstract

In this article, I’m going to present a low-degree polynomial runtime

image partition algorithm that can quickly and reliably partition an image

into objectively distinct regions, using only the original image as input,

without any training dataset or other exogenous information. All of the

code necessary to run the algorithm is available on my researchgate home-

page.

1

1 Introduction

In a previous paper [1], A New Model of Artificial Intelligence, I presented a
series of low-degree polynomial runtime algorithms rooted in information theory
that can quickly and reliably solve a wide variety of problems in artificial intel-
ligence. The practical goal of the model is to allow extremely high-dimensional
problems in AI to be solved on small, cheap, low-energy devices. The academic
goal of the model is to show that these problems can be restated in the language
of information theory. The result is a powerful set of core algorithms that are
so e�cient, they can probably be embedded on a chip, and can certainly run
quickly on even the most low-end, modern consumer devices. In addition to the
possibly unprecedented e�ciency of these algorithms, they are also very accu-
rate, consistently generating predictions and classifications with an accuracy of
over 90%.2

1I retain all rights, copyright and otherwise, to all of the algorithms, and other information
presented in this paper. In particular, the information contained in this paper may not be used
for any commercial purpose whatsoever without my prior written consent. All research notes,
algorithms, and other materials referenced in this paper are available on my researchgate
homepage, at https://www.researchgate.net/profile/Charles Davi, under the project heading,
Information Theory.

2For a demonstration of the algorithms as applied to the UCI and MNIST datasets, see,
A New Model of Artificial Intelligence: Application to Data I and A New Model of Artificial

Intelligence: Application to Data II , respectively.
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All of the algorithms presented in [1] operate using assumptions rooted in
information theory. Specifically, I showed in [1] that information theory allows
us to make useful assumptions, and form reasonable expectations, about images
generally, and datasets generally, even in the absence of exogenous information
about the particular image, or dataset, being analyzed. Though my model
of AI is of course capable of making use of training data, and learning, the
core algorithms are all designed using these assumptions to operate without
any prior data. Specifically, the image partition algorithm I presented in [1] can
autonomously subdivide an image into visually distinct regions, often identifying
entire objects, and distinguish between background and foreground, all without
any training data or other prior information (i.e., using only the original image
as input). Similarly, the categorization algorithm I presented in [1] can take
an arbitrary dataset of vectors, and autonomously produce categorizations that
are consistent with hidden classification data.

The algorithm I’ll present in this note is similar in purpose and design to the
image partition algorithm I presented in [1]. However, the algorithm I’ll present
in this note generates partitions using set intersections, rather than Euclidean
distance. That is, the algorithm presented in [1] calculates a Euclidean measure
of di↵erence between two regions in an image, whereas the algorithm I’ll present
in this paper calculates the intersection of the sets of colors contained in two
regions. Additionally, the algorithm I’ll present in this note makes use of a new
measure of complexity that can be thought of as a geometric entropy that varies
as a function of both the position and distribution of the colors in an image.3

2 Entropy, Complexity, and Color

The entropy of an image is typically measured by counting the frequency of each
color in the image, and then measuring the Shannon entropy of the resultant
distribution, given by the following celebrated equation due to Claude Shannon:

H =

nX

i=1

pi log(
1

pi
), (1)

where pi is the frequency of color i, and n is the total number of colors in
the image.4 As a result, the entropy of an image is determined entirely by the
distribution of colors in the image, without regard for the positions of the colors.

For example, Figure 1 shows a photograph that I took in Williamsburg,

3Note that, ordinarily, the entropy of an image depends upon only the distribution of the
colors in the image, and is therefore invariant with respect to the positions of the colors in
the image.

4C. E. Shannon, A Mathematical Theory of Communication.

2

http://math.harvard.edu/~ctm/home/text/others/shannon/entropy/entropy.pdf


Brooklyn, of a small red wall, together with another image generated by subdi-
viding the original photograph into 100 equally-sized rectangular regions, and
then swapping 15 randomly selected pairs of regions. Intuitively, the scrambled
image on the right is more visually complex than the original image on the left,
despite the fact that both images have the same entropy.5 Therefore, it is nec-
essarily the case that we cannot measure this type of visual complexity using
the Shannon entropy alone.

Figure 1: A photo of a wall, and that photo after being scrambled.

This intuition points to the more general fact that the Shannon entropy is
not a measure of complexity. As originally stated, Equation (1) says that if a
source generates signal i with probability pi, then H is the minimum average
number of bits per signal required to encode the source. Stated di↵erently, since
log( 1

pi
) is the code length for signal i, and pi is the probability of signal i, the

entropy of a source is, therefore, the expected number of bits necessary to encode
one signal generated by the source. Shannon showed that it is not possible to
encode a source using fewer bits on average without losing information.6

An image is a static artifact, and is, therefore, not a source that generates
signals over time. Nonetheless, the colors in an image have frequencies, which
allows us to define a distribution on the colors in the image. We can then use
Equation (1) to calculate the entropy of that distribution. Interpreted literally,
the entropy of an image is the minimum average number of bits necessary to
encode a single color in the image. If all colors have equal frequencies, then
the entropy of the image will be maximized. If instead a single color has a

5Using Octave, the entropy for both images is 7.5552 bits.
6If we consider more general opportunities for compression that take into account patterns

generated by a source, and not just the probability distribution of the signals, then it is
possible to encode a source using an average number of bits per signal that is less than H.
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high frequency, then the image will have a lower entropy. For any uniform
distribution of colors, the greater the number of colors, the greater the entropy
of the image.

As a general matter, knowing the entropy of an image does not provide any
information about the visual complexity of the image. This is demonstrated by
the images in Figure 1, which, despite having very di↵erent visual complexities,
nonetheless produce the same measure of entropy. However, as the entropy of
an image approaches 0, there’s a practical limit to how complex the image can
be. If the entropy of an image is exactly 0, then it consists of a single color,
which implies no visual complexity at all (i.e., it’s just a single, solid color). If an
image consists almost entirely of a single color, then the relatively small number
of pixels left over probably won’t be noticeable, suggesting any near-zero entropy
image will probably not be very visually complex. As a result, the concepts of
entropy and complexity are not totally independent, but for entropies su�ciently
far from 0, knowing the entropy of an image tells us basically nothing about the
visual complexity of the image.

The distinction between entropy and complexity is not unique to images.
For example, the string s = abcabcabc has a uniform distribution of characters,
and therefore, the entropy of s is log(3), which is the maximum possible entropy
for a string on a three character alphabet. However, it’s obviously not complex
or random in any reasonable sense, since it has a simple structure (i.e., s =
(abc)n, for n = 3). Therefore, our intuitive understanding of complexity and
randomness must depend upon something other than the mere distribution of
symbols in a string, or colors in an image.

The more appropriate measure of randomness is the Kolmogorov com-

plexity of s, denoted K(s), which is the length of the shortest program (mea-
sured in bits) that generates s on a Turing Machine. A string s isKolmogorov-

random if K(s) = |s| + C, where C is a constant that does not depend upon
s. We know that such a constant C must exist since every Turing Machine can
run a program that simply prints its input on the output tape. As a result, C
cannot be larger than the length of this “print” program. Note that if a string
is Kolmogorov-random, then it cannot be compressed. That is, a string s is
Kolmogorov-random if the shortest program that generates s is approximately
the same length as s itself.7

We can use the Kolmogorov complexity to justify our intuition that as we
scramble an image, we obviously increase its complexity, even though its entropy
is unchanged. Specifically, the structures of the objects in an image present op-
portunities for compression, and when we scramble an image, we destroy its
structure, suggesting that we probably also destroy opportunities for compres-
sion. For example, if an image is perfectly symmetrical about its vertical axis,

7For a more fulsome discussion of this topic, and its applications to physics, see my paper,
A Computational Model of Time-Dilation.
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then we need only half the image to reproduce the entire image. That is, we
can write a program that mirrors the left or right half of an input image, and
therefore, the Kolmogorov complexity of a perfectly symmetrical image can-
not be greater than half the pixel information, plus a constant (i.e., the length
of the “mirror” program).8 It turns out that the Kolmogorov complexity is
not computable, so we cannot, as a general matter, confirm that scrambling a
given image increases its Kolmogorov complexity. However, the concept is still
useful, since it justifies our intuition that destroying structure increases com-
plexity, which the Kolmogorov complexity formalizes by equating complexity
with compression. Specifically, since scrambling an image destroys structure,
and structure presents opportunities for compression, we can form the reason-
able expectation that scrambling an image will increase the actual mathematical
complexity of the image (i.e., its Kolmogorov complexity).

Figure 2: The center region of the photo in Figure 1, before and after scrambling the entire
image.

Scrambling an image will probably also reduce the local color consistency
of the image. That is, because objects in the real world are generally roughly
consistent in color over small distances, it follows that if we permute the pixels
in an image, we’re going to randomize the locations of the colors in the image,
thereby likely destroying this local color consistency. This implies that as we
scramble an image, we should expect to increase the local complexity of the
image. For example, we can say that the wall in Figure 2 is “red”, even though it
contains 41, 542 unique colors. After scrambling the image, that same region can
no longer be reasonably described using a single color, and the actual number of
colors within the region increases to 47, 471 unique colors. Therefore, scrambling
the image increases the amount of information that is required to informally
describe, and formally represent, the colors in the region. Moreover, if we

8In fact, the Kolmogorov complexity of a perfectly symmetrical image cannot be greater
than the Kolmogorov complexity of half the image plus a constant, since we can first run the
shortest program that produces half of the image, and then apply the mirror program to that
output. That is, we take half of the image and maximally compress it, knowing that we can
unpack just that half and reproduce the entire original image.

5



consider just this region, and not the entire image, then our measure of entropy
does change, since the distribution of colors within the region changes as a result
of the scrambling, increasing from 7.0810 bits to 7.2911 bits.9

As a general matter, if an image is locally color consistent, then it is, there-
fore, reasonable to expect that scrambling the image will increase the amount
of information necessary to describe or represent the colors in any given region
in the image. As such, the local color consistency of an image should decrease
as we scramble an image, and its Kolmogorov complexity should increase. As
a result, if we can measure the local color consistency of an image, it should
serve as a reasonable heuristic for the Kolmogorov complexity of the image. As
noted, the Kolmogorov complexity is not computable, but as I show below, we
can quickly measure local color consistency using vectorized processes. How
accurately this measure actually approximates the Kolmogorov complexity is
an academic question that I do not address any further, since in any case, the
concept of local color consistency certainly allows us to find the boundaries of
objects in an image.10

3 Vectorized Image Partitioning

3.1 Generating Regions

The first step of this image partition algorithm is to call a function I introduced
in Section 2.3 of [1] that subdivides an image into a set of equally-sized rect-
angular regions. These regions are sized to maximize the standard deviation of
the entropies of the regions generated, which will cause each region to contain
maximally di↵erent amounts of color information. This generally results in the
grid imposed upon the image by the regions being positioned tightly around the
actual macroscopic boundaries of the objects in the image.

Figure 3 shows the results of this function as applied to the photograph of
the red wall, with the average color of each region shown as a visual aid to
outline the regions generated by the function. The regions generated by this
function form the basis of all of the analysis that follows, and allow us to analyze
an image in terms of a small number of regions, as opposed to a large number
of pixels.

9The image partition algorithm I presented in [1] begins by calculating the entropies of
rectangular regions in the input image, resulting in a measure that is sensitive to both the
position and distribution of the colors in an image. See Section 2 of [1] generally.

10In a previous note, I showed that this measure of local color consistency is so powerful,
that simply applying a brute-force algorithm that maximizes the measure can reassemble a
scrambled image to its original state (or close to it), using only the scrambled image as input.
See, “Reassembling a Scrambled Image with No Prior Information”.
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Figure 3: The original photo, together with the average color of each region generated by the
initial step of the algorithm.

3.2 �-Intersection

At a high level, the partition algorithm operates by calculating the intersection
between the sets of colors contained in di↵erent regions generated during the
initial step described above. However, rather than make use of ordinary set
intersection, the algorithm uses a method I developed called �-intersection,
which, rather than test for equality, tests whether the norm of the di↵erence
between two vectors is less than some value �. If so, then the two vectors are
treated as “the same” for purposes of calculating the intersection between the
two sets that contain the vectors in question. For example, if A = {10, 20, 30},
B = {11, 23, 50}, and � = 4, then |A \� B| = 2. That is, 10 and 11 constitute a
match, since 11�10 < �, and 23 and 20 also constitute a match, since 23�20 < �,
whereas 30 and 50 do not constitute a match, since 50� 30 > �.

This value of � is optimized using the same methods that I introduced in
Section 2.7 of [1], which make use of information theory, producing a context-
dependent level of distinction that allows us to say whether any two given vec-
tors are close enough to be considered the same. In this case, we’re using this
method to compare color vectors and ask whether two color vectors are su�-
ciently similar to be considered the same in the context of the image as a whole.
Though not addressed in this paper, this method also allows us to generate
categorizations on sets of vectors.

3.3 Delimiting Boundaries

After generating the rectangular regions described above, the next step of the
algorithm is to call a function that “reads” the regions from left to right, and top
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to bottom, calculating the �-intersection between adjacent regions, and marks
the likely positions of any boundaries in the image based upon the rate of change
in the intersection count between adjacent regions. For example, beginning with
the top left (1,1) region of the image, which is mostly white, we calculate the �-
intersection between that region and the region to its immediate right, which is
also mostly white. As we transition from left to right, we’re going to eventually
reach regions that have a darker tone, causing the intersection count to start
to drop o↵. As you can see, regions (1, 3) and (1, 4) have significantly di↵erent
coloring, which is going to cause the �-intersection count to suddenly drop o↵,
suggesting that there’s a boundary, which is actually the case.

Figure 4: The original photo, the average color of each region, and the boundaries identified
by the boundary detection function.

This process will produce an intersection count for each region in the original
image, thereby producing a matrix of integers. Taking the sum over this matrix
produces a measure of local color consistency. We can use this measure to
express the visual complexity generated by scrambling an image, and Figure 5
plots this measure as a function of the number of pairs of regions swapped, using
the original image of the red wall as its input, with the horizontal axis showing
the number of pairs swapped, and the vertical axis showing the measure of local
color consistency.11 The graph reflects the fact that permuting the regions of
an image destroys local color consistency, decreasing the intersection counts in
the matrix, thereby reducing the sum over the entire matrix.

This matrix also serves as the basis for the boundary detection function, and
the image partition algorithm itself, each of which searches for anomalously large
changes in the intersection counts stored in the matrix, suggesting a boundary.
Because the �-intersection operator can be vectorized by representing sets as
matrices, this matrix can be generated very quickly. To see how the opera-

11This is the measure maximized by the algorithm I presented in, “Reassembling a Scram-
bled Image with No Prior Information”.
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tor is vectorized, see the functions, “generate-lefthand-righthand-matrices” and
“calculate-delta-intersection” in my code bin.

Figure 5: A graph showing local color consistency as a function of the number of swaps.

3.4 Minimum Su�cient Di↵erence

All of my work so far in artificial intelligence has made use of finite di↵erences
to construct categories, and more generally, distinguish between objects. For
example, the value of � above that we use to distinguish between color vectors is
a fixed value that is intended to be used as a limit on the di↵erence between two
vectors, above which, we distinguish. I’ve coined the termminimum su�cient

di↵erence to describe this concept of � generally. That is, in this case, � is the
minimum su�cient di↵erence between two color vectors necessary to distinguish
between the colors. In simple terms, if the di↵erence between two colors is more
than �, then they’re not the same in the context of the image, and their di↵erence
exceeds the minimum su�cient di↵erence for distinction in that context.

However, we need a second minimum su�cient di↵erence for “reading” an
image from left to right, since in that case, we’re comparing intersection counts,
not color vectors. That is, first we calculate the �-intersection between neigh-
boring regions in an image, but afterwards, we need a second minimum su�cient
di↵erence to say what amount of change in intersection count justifies marking
a boundary between two regions. Moreover, there might not be a single mini-
mum su�cient di↵erence between intersection counts capable of identifying all
of the boundaries in a given image. As a simple example, consider the following
sequence of integers:

9
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1, 2, 5, 107, 210, 250.

Let’s pick a fixed value of � = 6. Reading this sequence from left to right, and
calculating the di↵erence between adjacent entries, we would place delimiters
as follows:

1, 2, 5||107||210||250.

If these numbers represent the intersection counts between neighboring re-
gions in an image, then this partition is probably wrong, since the numbers 107,
210, and 250, probably all correspond to a single, new region that begins at 107.
That is, the correct partition is probably the following:

1, 2, 5||107, 210, 250.

This partition cannot be produced using a fixed finite di↵erence. Specifically,
since 5 and 107 are categorized separately, it must be the case that 107 � 5 =
102 > �. Because 107 and 210 are categorized together, it must be the case that
210 � 107 = 103 < �. But obviously, it cannot be the case that � < 102 and
� > 103. Nonetheless, we might need to produce this partition, so as a result,
the boundary detection function makes use of a ratio test, rather than a finite
di↵erence test. Specifically, it tests the ratio between the intersection counts of
neighboring regions.

Continuing with the sequence of integers above, we would calculate the ratio
between 1 and 2 (.5), 2 and 5 (.4), 5 and 107 (.0467), 107 and 210 (.5095), and
210 and 250 (.84). Using this approach, we can fix a minimum ratio of � = .4,
which will cause us to draw a boundary at the right place, between 5 and 107.
This value of � is optimized by the boundary detection function using the same
methods that I presented in Section 2.7 of [1], though because this function uses
a ratio test, the equations are slightly di↵erent than the equations presented in
[1].12 Applying this approach to the original image of the red wall generates the
boundaries in Figure 4.

3.5 Gathering Contiguous Features

The last step of the partition algorithm is to assemble the rectangular regions
generated in the first step into larger, contiguous features that should correspond
to macroscopic objects in the image. This is done by a “crawler” algorithm that

12See the function, “delimit-image” in my code bin.
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begins with a given region, and looks to each of its neighboring regions (up,
down, left, and right), testing the rate of change in the ratio of the intersection
counts for each region. If the rate of change doesn’t imply a boundary between
the original region and its neighbor, then the neighbor is added to a queue.
Every item in the queue is then similarly tested, with any neighbors of those
neighbors being added to the queue if they constitute a match with the original
region (i.e., the new region is added to the queue if, when compared to the
original region, the transition from the original region to the new region would
not imply that a boundary exists between them). This continues until the queue
is exhausted, at which point the algorithm selects a new initial region, repeating
this process until every region in the image has been assigned to a feature. That
is, the algorithm crawls the image from some initial region in every direction,
until it runs out of regions that constitute a match with the initial region, and
then selects a new initial region, repeating this process until all regions are
part of a feature. Because the �-intersection calculation is vectorized, and the
number of regions is usually between 100 and 144, this can be done very quickly.

Figure 6: The original photo, together with contiguous features identified by the algorithm.
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Figure 7: The original photo, together with contiguous features identified by the algorithm.

The actual product generated by this process is a matrix that contains nu-
merical labels for each region in the image, which I call the region matrix. If
two regions have the same label in the region matrix, then they are part of the
same, larger contiguous feature.13 The region matrix makes it easy to extract
the contiguous features identified by the partition algorithm using vectorized
processes, which allows for further processing of the image. Figure 6 shows three
features identified by the partition algorithm as applied to the photograph of the
red wall, and Figure 7 shows three features identified by the partition algorithm
as applied to a photograph I took in Copenhagen, Denmark.

13Though the image partition algorithm I presented in [1] is distinct, it also produces a
region matrix using a similar crawler algorithm, which I describe in some detail in Section 2.7
of [1].
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Autonomous Deep Learning

Charles Davi

August 17, 2019

Abstract

In a previous paper [1],

1
I introduced a new model of Artificial Intelli-

gence rooted in information theory that can solve essentially any machine

learning or deep learning problem in low-degree polynomial time. In this

paper, I’m going to introduce an application called Prometheus that con-

solidates this model into a simple GUI interface that allows for totally

autonomous machine learning and deep learning. The user simply selects

the training data, testing data, and Prometheus autonomously generates

models and predictions using a single core learning algorithm, with no fur-

ther input from the user. I’ll demonstrate the generality of Prometheus

by applying it to basic machine learning using a UCI dataset, and a deep

learning video classification problem, where Prometheus will distinguish

between someone waving their left hand and their right hand.

2

1 Prometheus

1.1 Summary

Prometheus is an Octave command line program that allows users to solve
essentially any machine learning or deep learning problem by simply selecting
the training file and testing file through a GUI. Though my full library of AI
software is extensive, the current non-commercial version of Prometheus allows
for only two types of tasks: (1) Machine Learning and (2) Function Predic-

tion. Though there are two distinct tasks, there is only one learning algorithm
that accomplishes both.

1
“A New Model of Artificial Intelligence”, available on my researchgate homepage here.

2I retain all rights (copyright and otherwise) to the information, algorithms, and all other
works presented in this paper. In particular, the algorithms are NOT to be used for commercial
purposes without my prior written consent. For the avoidance of doubt, you may NOT modify,
or redistribute any of this material, in particular the algorithms, without my express, prior,
written consent.
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Machine Learning covers essentially every machine learning or deep learn-
ing problem where the training dataset consists of N-dimensional vectors, with
a hidden classification column. There are no restrictions on the number of di-
mensions, and Prometheus can quickly and accurately solve problems for which
N ⇡ 15, 000 on an ordinary consumer device. The non-commercial version of-
fers only limited pre-processing for datasets, and as a result, the datasets are
assumed to be structured as M⇥(N+1) comma-separated value files, where M
is the number of input vectors, N is the dimension of the dataset, and column
N +1 contains the hidden classification data, which is assumed to be an integer
value. As a result, there is no pre-processing in this version for missing data,
corrupted entries, or formatting issues. However, there is pre-processing to nor-
malize the dataset if some dimensions are significantly and consistently larger
than others. Normalization will occur automatically, and a GUI notification
will be given to the user that this is happening.

Function Prediction models functions of the form F : R2 ! R. The
learning engine is capable of modeling any function F : RM ! RN , but this is
not available in the non-commercial version, which restricts the input and output
dimensions. There is no pre-processing available at all for Function Prediction,
and the datasets are assumed to be structured as 3⇥M comma-separated value
files, where M is the number of data points provided. Row (1) is assumed to
contain the x values of the function, row (2) is assumed to contain the y values
of the function, and row (3) is assumed to contain the z = F (x, y) values of the
function.

1.2 Installing Prometheus

The first step is to install Octave, which you can download for free from the
o�cial GNU website.3 The next step is to download my library of AI algorithms,
which is available as a .zip file on my technical blog.4 Note that the library must
be saved to a directory path that is recognized by Octave. You should be able to
force Octave to recognize whatever directory path you select by simply opening
one of the library functions in the Octave editor.5

3https://www.gnu.org/software/octave/download.html
4https://www.researchgate.net/project/Information-Theory-SEE-PROJECT-

LOG/update/5d5893f6cfe4a7968dc182de
5You may have to install additional packages from the Octave command line, but this is

very simple and can be done by following the instructions that appear in the Octave command
line, prompting you to install any additional packages that are necessary to run my algorithms.
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2 Using Prometheus

2.1 Machine Learning and Deep Learning

2.1.1 The Wine Dataset (Machine Learning)

Once that’s done, we can begin by solving a basic machine learning problem
using the The Wine Dataset6 provided by the UCI Machine Learning Reposi-
tory. This dataset consists of 178 data points, each with 13 dimensions of data,
together with a classifier that indicates the type of wine that each data point
represents. There are three classes of wines, represented by the numbers 1, 2,
and 3, respectively. The classification task is to identify the class of each wine
given the 13 dimensions of data.

First, download the actual data file by clicking the following link:

https://archive.ics.uci.edu/ml/machine-learning-databases/wine/wine.data

TheWine Dataset is not divided into a training dataset and a testing dataset,
and the classifier is in the first, not the last, column. As a result, we’ll need
to make some minor adjustments to the dataset before running Prometheus by
entering the following code into the Octave command line:

filename = "/Users/charlesdavi/Downloads/wine.data";

data_matrix = csvread(filename);

temp = data_matrix(:,1);

data_matrix(:,1) = data_matrix(:,14);

data_matrix(:,14) = temp;

training_rows = randperm(178,155);

training_rows = unique(training_rows);

training_matrix = data_matrix(training_rows,:);

data_matrix(training_rows,:) = [];

testing_matrix = data_matrix;

training_file = "/Users/charlesdavi/Desktop/External CSV Files/Wine_Training.csv";

testing_file = "/Users/charlesdavi/Desktop/External CSV Files/Wine_Testing.csv";

csvwrite(training_file,training_matrix);

csvwrite(testing_file,testing_matrix);

This will move the classifier to the last column, generate a training dataset
and testing dataset, and create two CSV files that contain the training data and
testing data, respectively. As a general matter, this type of pre-processing is
the only work that is necessary prior to running Prometheus, reducing machine
learning and deep learning to an administrative task.

6https://archive.ics.uci.edu/ml/datasets/Wine
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You can now call Prometheus from the Octave command line using the
following code:

[output_matrix stats_array] = PrometheusAI_Data_Engine_Lite();

This will cause a warning to pop up, notifying you that this is not a commer-
cial product, and that you cannot use this version of Prometheus for commercial
purposes.7 Click, “OK”, and then another message box will appear asking you
to select the training dataset. Click, “OK” yet again, and the following browser
window will open up asking you to select the file that contains the training
dataset:

Figure 1: The browser window prompting you to select the training dataset.

Simply select the training file for the Wine Dataset using the path entered
into the Ocatve command line, and then click, “Open”. A second message box
will appear prompting you to select the testing file. Select the testing file in
the same manner, and then the following dialog box will appear asking you to
select a task:

7If you’re interested in purchasing a commercial version of Prometheus, you can contact
me using the email address listed on my SSRN page here.
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Figure 2: The dialog box prompting you to select a task.

Select, “Machine Learning”. This will cause the core learning engine to run.
In this case, the values in the 1st dimension of the Wine Dataset are significantly
larger than the values in all other dimensions, and as a result, the normalization
algorithm will automatically run, generating the following progress bar:

Figure 3: The progress bar notifying you of data normalization.

Once normalization is complete, the normalized dataset is then used to gen-
erate a prediction model for each class of data in the dataset. In this case, there
are three classes of data, and therefore, Prometheus will generate three models
that will then be applied to the testing dataset. A progress bar will appear
during this process notifying you that model generation is underway. Once the
models have been generated, Prometheus will normalize the testing dataset (if
applicable), and then begin to generate predictions using the models generated
in the previous step. This will cause another progress bar to appear notifying
you that predictions are being generated. Once all of the predictions have been
generated, the actual prediction data gets stored in the “output matrix” re-
turned by the command line function, and the statistics related to the task get
stored in the “stats array” returned by the command line function. Both sets
of values can be analyzed using Octave. For Machine Learning, the accuracy is
the first entry in the stats array, expressed as a real number from 0 to 1. For the
Wine Dataset, because the training datasets and testing datasets are randomly
selected from the entire dataset, accuracy can vary, but you should produce an
accuracy between 86% and 100%.
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The runtime for each stage of the process is automatically printed to the
command line. In this case, running on an iMac 3.2 GHz Intel Core i5, the
Data Normalization runtime was 10.5229 seconds; Model Generation runtime
was 4.27431 seconds; and Prediction runtime was 0.35838 seconds, for a total
of 15.156 seconds from start to finish.

2.1.2 Video Classification (Deep Learning)

In this case, the classification task will be to determine what type of motion is
taking place in a dataset of videos. The moving object is me: in one class of
videos, I wave my left hand, and in the other class of videos, I wave my right
hand. It will then be up to Prometheus to classify a testing dataset of videos,
given the training dataset, and determine in a given video, whether I’m waving
my left hand, or my right hand.

Unlike the Wine Dataset, which had a dimension of N = 13, this problem
will generate a dataset with a much larger dimension of N = 1, 000. As a
general matter, it would not ordinarily be practical to solve a problem with
such a high dimension on an ordinary consumer device using machine learning
or deep learning models. But not only is it practical to solve these types of
problems running Prometheus on an ordinary consumer device, it’s fast.

Returning to the example at hand, each video consists of 10 frames, and
each of the two classes of videos consists of 12 training videos, for a total of 24
videos, and 240 frames. The testing dataset consists of 10 videos for each class,
for a total of 20 videos and 200 frames.8 Since this version of Prometheus needs
CSV files, we’ll need to translate the information in these videos into CSV form.
This is accomplished by running my vectorized boundary detection algorithm,
which can quickly extract shape information from an image.

Figure 4: One “left-hand” frame, and the boundaries identified in the frame.

8The image files for this dataset can be found on Dropbox here. The code necessary to
solve this classification problem can be found here.
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Figure 4 shows a frame from one of the videos, together with the boundary
information extracted by the algorithm. The boundary information is then
transformed into a set of two-dimensional points that represents the coordinates
of the boundaries in the image. This process samples a fixed number of points
from the boundary data, in this case 500 points. Each point consists of an x

and a y coordinate, and therefore, we need N = 2⇥ 500 = 1, 000 dimensions to
represent the shape of a single frame.

The frames are approximately 700 KB each. Extracting the shape informa-
tion from a single frame takes about 1.8 seconds (on my iMac). Extracting the
shape information from the training dataset took 453.842 seconds, and extract-
ing the shape information from the testing dataset took 361.01 seconds, for a
total of 814.85 seconds, which is approximately 13.5 minutes.

Once the shape information has been extracted, we can then write that
shape information to two CSV files, generating a training dataset and a testing
dataset, and then we call Prometheus, selecting the applicable files. Note that at
this step, we’re actually classifying the individual frames, not the videos. This
will generate a sequence of independent predictions for each video, where a
prediction is made for each frame in the video. That is, we begin by classifying
each frame of every video, rather than classifying the video as a whole. For
example, if 1 is the classifier for a left-hand video, and 2 is the classifier for
a right-hand video, then a left-hand video could have a prediction vector of
the form [2, 1, 1, 1, 1, 2, 1, 1, 1, 2, 1]. This process will generate a 10-dimensional
vector of predictions for each video, and the 11-th dimension is the hidden
classifier for the video. This method gives us more information about the video
than attempting to classify the entire video at once, since we instead generate
a number of predictions equal to the number of frames in the video.

Each frame has a classifier, and so even though we’re not done yet, there is
an accuracy associated with this task, which is simply the percentage of correct
image classifications. In this case, the frame classification task had an accuracy
of 82.5%. Data Normalization was not required; Model Generation runtime was
20.5961 seconds; and Prediction runtime was 4.66209 seconds, for a total of
25.258 seconds.

For the next step, we’ll classify the 10-dimensional prediction vectors gen-
erated during the frame classification task. But rather than run Prometheus
twice, in the code available on my technical blog, I simply call the categoriza-
tion algorithm that underlies Prometheus, which will generate clusters of these
prediction vectors. We can then measure the accuracy of the entire process by
measuring the percentage of clusters that consist of only one class of prediction
vectors. That is, we run the categorization algorithm on the prediction vec-
tors, and then test whether the resultant clusters are consistent with the hidden
classifiers. This will ultimately create clusters of videos, which solves the classi-
fication problem, if our clusters are consistent with the hidden classifier data for
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the videos. In this case, the clusters had an accuracy of 100%. The run time for
this last process was 0.380437 seconds. If we include all of the time that elapsed
from shape extraction to final classification, then the total is 840.49 seconds, or
roughly 14 minutes.

So, in summation, using Prometheus, in conjunction with my AI library,
we can quickly and accurately classify high-resolution video files based upon
the motions and shapes of the objects in the videos on an ordinary consumer
device. This is just one example of the type of high-dimensional problems that
Prometheus can be used to solve: a creative data scientist would be able to
leverage these libraries to solve far more sophisticated problems.9

9Using Prometheus to do Function Prediction is analogous, and so I don’t address it in
this note. For a technical explanation of how my algorithms achieve function prediction, you
can read the following research note on my personal blog here.
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Abstract

In a previous paper [1],

1
I introduced a new model of artificial intelli-

gence rooted in information theory that can solve deep learning problems

quickly and accurately in polynomial time. In this paper, I’ll present an-

other set of algorithms that are so e�cient, they allow for real-time deep

learning on consumer devices. The obvious corollary of this paper is that

existing consumer technology can, if properly exploited, drive artificial in-

telligence that is vastly more powerful than traditional machine learning

and deep learning techniques.

1 Introduction

In [1], I introduced a model of artificial intelligence that has a worst-case run-
time that is always a low-degree polynomial function of the number of items in
the dataset.2 Rather than make use of statistical approximation, or neural net-
works, the model makes use of information theory to achieve data compression,
and vectorization to achieve operational e�ciency. In this paper, I’m going to
introduce a set of related algorithms that skip the data compression, and in-
stead make maximal use of vectorization. The result is a set of algorithms that
have a near constant run time, and show unambiguously that existing consumer
technology can support autonomous deep learning in real-time.

To follow along, simply download Octave from the o�cial GNU website here,
and download the related algorithms, which are available on both my technical
blog here, and my code-bin here.

1C. Davi, A New Model of Artificial Intelligence(2019).
2The measure of runtime used in [1] counts the number of built-in MATLAB functions

called by an algorithm.
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2 Data Classification

A data classification problem takes the items in a dataset, and assigns them
to some predefined set of categories. For example, below we’ll apply my classi-
fication algorithms to a dataset of handwritten numbers stored in image files,
meaning that the algorithm will read the image file, and identify the digit it
contains as a number from 0 to 9. Traditional machine learning and deep learn-
ing techniques solve classification problems by first having a data scientist select
a model. The model could be a simple equation, or a complex neural network,
but in either case, the model is then trained by running another algorithm that
optimizes the performance of the model based upon a training dataset. Once
the model generates su�ciently accurate predictions using the training dataset,
it is then applied to the testing dataset. Generally, the accuracy of a model
is measured using the percentage of correct classification predictions generated
when the model is applied to the testing dataset.

The model of artificial intelligence I presented in [1] is autonomous, in that
there is no need for a statistician or data scientist to select a mathematical
model. Instead, the algorithms will, on their own, generate a model, based upon
the dataset. This eliminates the need to spend time selecting the best model
for the task at hand. The commercial motivation for my work is obvious: if you
use my algorithms, then you don’t need as many data scientists, which reduces
costs. In fact, it’s so simple, I recently turned this entire process into a point-
and-click application that anyone can use.3 However, it still takes some time
for the algorithms to actually run, normalize the data, and build a model. This
process is nonetheless radically more e�cient than any other machine learning
or deep learning algorithms that I’m aware of, and always terminates in low-
degree polynomial time. This means that a machine learning task that could
ordinarily take hours, could take just a few minutes. It also means that problems
that typically require an industrial powered machine can be solved quickly and
reliably on a cheap consumer device.

The model of artificial intelligence I’ll present below can solve complex prob-
lems instantaneously, turning cheap consumer devices into truly intelligent ma-
chines.

2.1 Batch Classification

We’ll begin by applying the classification algorithm to the Ionosphere Dataset,4

courtesy of the UCI Machine Learning Repository. Running the classification
algorithm once produced an accuracy of 97.143%, and took 0.0667388 seconds.5

3You can download the application Prometheus here.
4The Ionosphere Dataset is available for download here.
5All runtimes were generated on an iMac with a 3.2 GHz Intel Core i5 processor.
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Running the classification algorithm 250 times on randomly selected subsets of
the Ionosphere Dataset generated the accuracies shown in Figure 1 (left), and
the runtimes shown in Figure 1 (right). The runtime is in this case the amount
of time it takes to classify the entire testing dataset. The average accuracy was
86.400%, and the average runtime was 0.0030959 seconds.

Figure 1: The accuracies of the classifications for each iteration (left). The runtime of each
iteration (right).

For context, ordinarily, solving a machine learning problem of this type
requires a human being to select a model, and then train that model on the
dataset in question. This means that, at a minimum, a human being would have
to be involved in solving the problem. In contrast, my real-time classification
algorithm can autonomously, and instantaneously, without any prior training
time or model selection, solve this problem, producing accurate results.

2.2 Real-Time Classification

We can simulate real-time learning by building up a dataset through “observa-
tions”. That is, we treat the actual dataset like a bu↵er and make predictions
based upon only those items that have been read from the bu↵er. This will
cause the dataset to grow over time. As a result, the real-time classification al-
gorithm assembles a single dataset of observations, which is then used to make
predictions.

As an example, I’ve applied the real-time classification algorithm to the
MNIST dataset, courtesy of the National Institute of Standards and Technol-
ogy, though this particular version of it was uploaded by a third-party.6 The

6You can download the dataset here. Note that you will have to adjust the directory and
file names to match the instance of the download. Simply check the directory to which you’ve
downloaded the dataset, take a look at the formatting of the individual files, which should be
numbered in some consistent manner, and adjust the code I’ve provided accordingly.
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individual unprocessed images are assumed to be available in memory, simulat-
ing reading from a bu↵er.

Figure 2: The accuracy of the classifications as a function of the number of observations.

The average runtime is 0.044219 seconds per prediction, which means the
algorithm is reading and classifying 22.615 characters per second. The accuracy
peaked at 94.794%, and Figure 2 shows the accuracy of the predictions as a
function of the number of observations.7 As you would expect, the predictions
get better as a function of the number of observations.8 Stated informally, the
algorithm makes better predictions as it observes and learns more. Although
this problem involves numerical character recognition, which is not as complex
as distilling meaning from a collection of words, the bottom line is that this
algorithm allows a consumer device to autonomously recognize characters at
about the same speed that a human being reads.

2.3 Real-Time Image and Video Classification

The real-time classification algorithm can also be used to classify image and
video files, at an average rate of approximately 3 frames per second. I’ve in-
cluded an example that consists of 44 video files, where each video consists of
10 frames of HD images, which are roughly 700 KB per frame.9 The individual

7I used 35, 000 images from the MNIST dataset. With a larger sample size, higher accuracy
is likely possible.

8The algorithm includes optional code that automatically stops learning once the desired
accuracy is achieved. If you’d like to disable this, set the “threshold” variable to any value
greater than 1.

9The files for the video classification are available here.
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unprocessed frames are assumed to be available in memory, simulating reading
from a bu↵er.

The particular task solved by this algorithm is classifying the gestures made
in each video: I raise either my left-hand or my right-hand in each video, and
it is up to the algorithm to figure out which gesture I made. This algorithm
requires no prior training, and learns on the fly as new frames become available.
The accuracy is in this case 97.727%, in that the algorithm correctly classified 43
of the 44 videos. Accuracy for this problem typically varies from approximately
95% to 100%.10

Note that the algorithm doesn’t know anything about left-hands or right-
hands before it starts to run. Instead, the algorithm autonomously distinguishes
between categories of gestures on its own, at least when the motions are suf-
ficiently distinct, as they are in this case. The time-stamps printed to the
command line represent the amount of time elapsed per video classification, not
the amount of time elapsed per frame. To obtain the average time per frame,
simply divide the time per video by 10.

3 The Need to Regulate AI

Though there is some novelty to these algorithms, unlike my previous model
of AI, which is rooted in information theory, the code for the model above is
incredibly simple. Though I’m not a patent lawyer, the basic idea is so banal,
that I’m not sure it can even be patented - you simply look at the dataset, and
take whatever prior observation is most similar to the current observation. All
I’ve done in this implementation, is to do exactly that as e�ciently as possible.
As a result, this paper implies quite plainly that even cheap consumer devices
can be easily transformed into powerful devices that are capable of possibly
dangerous behavior. Algorithms of the type described above can probably be
installed either as hidden hardware or software on consumer devices, given how
little code they contain. Given the complexity of modern supply chains, and
the fact that a significant amount of manufacturing and assembly takes place
in states with which the U.S. has an adversarial relationship, this seems like a
significant risk to national security.

Frankly, it shouldn’t be possible for me to be conducting this kind of re-
search without some kind of prior registration with the U.S. government. That
said, I don’t think we should limit the creativity of independent entrepreneurs
and scientists at all, since the tech market is already over-consolidated, and
anti-competitive. Instead, I think U.S. citizens doing research in A.I. should
be registered with some agency of the U.S. Government, and have access to

10Even though the dataset is fixed, the algorithm has no information to use when making
its first prediction, forcing it to guess, which creates some inherent randomness.
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regulators that can advise them in the event that their research might pose a
risk to the public.

Finally, my work also suggests that industrial scale computing is probably
far more powerful than the public is aware of, and true machine intelligence
might already be a reality. If this is the case, then it would imply that private
firms have computers that could have military applications, with the ability
to accurately predict markets, weather systems, and even the behavior of the
human body, as well as engage in espionage through code-breaking, harassment,
and spying that could be very di�cult to detect. This type of power, like
all other private power, needs to be disclosed, understood, regulated by the
government, and explained to the public. We are probably decades behind in
regulating private computing, and if true, this could pose a serious risk to the
safety and well-being of the American people.
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Variance-Based Clustering

Charles Davi

September 5, 2020

Abstract

In a previous paper [1],

1
I introduced a new model of Artificial Intelli-

gence rooted in information theory that can solve essentially any machine

learning or deep learning problem in low-degree polynomial time. In this

paper, I’m going to introduce a remarkably e�cient clustering algorithm

that is, on a su�ciently parallel machine, in the best case, independent of

the size of the dataset N , and worst case, O(N).

1 Introduction

I’ve long noted the connections between standard deviation, entropy, and com-
plexity, and in fact, my first image clustering algorithm was based upon the
connections between these measures (See Section 2 of [1]).2 However, the focus
of my work shifted to entropy-based clustering, simply because it is so e↵ective.
I’ve since discovered an even simpler, third model of clustering, that is based in
counting the number of points in a cluster, as you iterate through cluster sizes,
and so it is incredibly e�cient, since it requires only basic operations to work.

However, it requires a number that allows us to express distance in the
dataset, in order to operate. Specifically, the algorithm operates by beginning
at a given point in the dataset, and moving out in quantized distances, counting
all the points that are within that distance of the original point. Any su�ciently
small value will eventually work, but it will obviously a↵ect the number of
iterations necessary. That is, if your quantized distance is too small for the
context of the dataset, then your number of iterations will be extremely large,

1
“A New Model of Artificial Intelligence”, available on my researchgate homepage here.

2I retain all rights (copyright and otherwise) to the information, algorithms, and all other
works presented in this paper. In particular, the algorithms are NOT to be used for commercial
purposes without my prior written consent. For the avoidance of doubt, you may NOT modify,
or redistribute any of this material, in particular the algorithms, without my express, prior,
written consent.
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causing the algorithm to be slow. If your quantized distance is too big, then
you’re going to jump past all the data, and the algorithm simply won’t work.

As noted in this article on identifying macroscopic objects, I initially used
my value “delta”, which you can read about in [1], that is reasonably fast to
calculate, but nonetheless can start to take time as your dataset has hundreds
of thousands, or millions of vectors. Since the goal of this round of articles is
to build up a model of thermodynamics, I need to be able to quickly process
millions of vectors, preferably tens of millions, to get a meaningful snapshot of
the microstates of a thermodynamic system.

What I realized this morning, is that you can take the di↵erence between
adjacent entries in the dataset, after it’s been sorted, and this will give you a
meaningful measure of how far apart items in the dataset really are. What’s
more important, is that this is a basically instantaneous calculation, which in
turn allows my new clustering algorithm to run with basically no preprocessing.

Figure 1: Five statistical spheres, after being clustered, colored by cluster.

The results are simply astonishing:

Using a dataset of 2,619,033 Euclidean 3-vectors, that together comprise 5
statistical spheres, the clustering algorithm took only 16.5 seconds to cluster
the dataset into exactly 5 clusters, with absolutely no errors at all, running on
an iMac.

2



2 Complexity of the Algorithm

Sort the dataset by row values, and let X
min

be the minimum element, X
max

be the maximum element, and let N be the number of elements. Then take the
norm of the di↵erence between adjacent entries, Norm(i) = ||X(i)�X(i+1)||,
and let µ be the average over that set of norms.

The complexity is worst-case, O(N ||X
min

�X

max

||
µ

). However, if the dataset

consists of K clearly defined objects, then its complexity is O(K ||X
min

�X

max

||
µ

),
and is therefore, independent of the number of vectors in the dataset.

This assumes that all vectorized operations are truly parallel, which is proba-
bly not the case for extremely large datasets run on a home computer. However,
while I don’t know the particulars of the implementation, it is clear, based upon
actual performance, that languages such as MATLAB and Octave successfully
implement vectorized operations in a parallel manner, even on a home computer.
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Optimization Algorithm

Charles Davi

September 5, 2020

Abstract

In a previous paper [1],

1
I introduced a new model of Artificial Intelli-

gence rooted in information theory that can solve essentially any machine

learning or deep learning problem in low-degree polynomial time. In this

paper, I’m going to introduce a simple optimization algorithm.

1 Introduction

Assume we’re given a known domain [a, b] for a function F , and that the function

can be calculated (i.e., it is known to the algorithm). Further, assume we also

have a known goal value F (xg) = yg (e.g., a zero of the function). The purpose

of this algorithm is to find the domain value xg that generates the goal value

yg.

Begin by evaluating the function some fixed number of times K at random

points in the domain, which will produce a set of K range values. Then select

the value x for which |y � yg| is minimum, where y = F (x). That is, you select

the domain value that generates a range value that is closest to the goal value.

Assume that µ is the average di↵erence between the range values and the

goal value over the domain values selected. That is, we calculate the di↵erence

between each range value yi and the goal value |yi � yg|, and calculate the

average over those di↵erences.

Evaluate the following:

✏ =

|y�yg|
µ .

That is, ✏ allows us to compare the di↵erence between the distance from our

best range value and the goal value, and the average distance between range

1
“A New Model of Artificial Intelligence”, available on my researchgate homepage here.
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values and the goal value. Then evaluate the function another K times in the

domain, using x as the seed value for the points that are randomly selected,

over a range of x± ✏

b�a
2 . This will cause the domain to shrink as we get closer

to the goal value. Repeat this process until |y � yg| is within some tolerable

error.

The code that implements this algorithm can find the zero of a parabola, but

it can be easily augmented to include any function. Note that this algorithm

would work analogously in any dimension of Euclidean space. The algorithm is

not deterministic, and the runtime will of course depend upon your tolerance

for error. In the case of a simple parabola, it can find the zero over a range of

[-5,5], with a tolerance of 10

�5
, in about 0.005 seconds, running on an iMac.
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A Combinatorial Model of Physics

1. Introduction

We present a model of physics rooted in discrete mathematics that implies
the correct equations for time-dilation, gravity, charge, magnetism, and is con-
sistent with the fundamentals of quantum mechanics. We show that the model
presented herein is consistent with all experiments, of which we are aware, that
test the Theory of Relativity, and propose experiments that would allow for the
model presented herein to be distinguished from the Theory of Relativity. How-
ever, the di↵erences between equations implied by the Theory of Relativity and
the model presented herein are so small, that they are beyond the error of any
experiments of which we are aware. Moreover, unlike the Theory of Relativity,
the model presented herein makes use of objective time, but nonetheless implies
time-dilation will occur, as a local phenomenon, with the rate at which a system
progresses through its states determined by the ratio between its kinetic energy
to its total energy. Finally, unlike the Theory of Relativity, the model presented
herein follows deductively from assumptions about the mechanics of elementary
particles, and is not rooted in any assumptions about the nature of time itself.



A Computational Model of Time-Dilation

Charles Davi

June 26, 2019

Abstract

We propose a model of time-dilation that follows from the application
of concepts from information theory and computer theory to physical sys-
tems. Our model predicts equations for time-dilation that are identical
in form to those predicted by the special theory of relativity. In short,
our model can be viewed as an alternative set of postulates rooted in in-
formation theory and computer theory that imply that time-dilation will
occur. We also show that our model is consistent with the general theory
of relativity’s predictions for time-dilation due to gravity.

1 Introduction

Prior to the twentieth century, physicists appear to have approached nature with
a general presumption that fundamental physical properites such as energy and
charge are continuous. This was likely the result of a combination of prevail-
ing philosphocial views, and mathematical convenience, given that continuous
functions are generally easier to calculate than discrete functions. However, this
view of nature began to unravel in the early twentieth century as a result of the
experiments of Robert A. Millikan, and others, who demonstrated that charge
appeared to be an integer multiple of a single value, the elementary charge e
[17], and confirmed Einstein’s predictions for the energy of electrons ejected due
to the photoelectric e↵ect, which suggested a quantized, particle theory of light
[18]. In the century that followed these experiments, the remarkable success of
quantum mechanics as a general matter demonstrated that whether or not the
ultimate, underlying properties of nature are in fact discrete, the behavior of
nature can nonetheless be predicted to a high degree of precision using models
that make use of discrete values. This historical progression from a presump-
tion of continuous values, towards the realization that fundamental properties
of nature such as charge are quantized, was facilitated in part by the devel-
opment of experimental techniques that were able to make measurements at
increasingly smaller scales, and the computational power of the computer itself,
which facilitated the use of discrete calculations that would be impossible to ac-
complish by hand. Though admittedly anecdotal, this progression suggests the
possibility that at a su�ciently small scale of investigation, perhaps we would
find that all properties of nature are in fact discrete, and thus, all apparently

1



continuous phenomena are simply the result of scale. Below we show that if
we assume that all natural phenomena are both discrete, and capable of being
described by computable functions, then we can achieve a computational model
of time-dilation that predicts equations that are generally identical in form to
those predicted by the special theory of relativity.

1.1 The Information Entropy

Assume that the distribution of characters in a string x is {p
1

, . . . , p
n

}, where
p
i

is the number of instances of the i-th character in some alphabet ⌃ =
{a

1

, . . . , a
n

}, divided by the length of x. For example, if x = (ab), then our
alphabet is ⌃ = {a, b}, and p

1

= p
2

= 1

2

, whereas if x = (aaab), then p
1

= 3

4

and p
2

= 1

4

. The minimum average number of bits per character required to
encode x as a binary string without loss of information, taking into account only
the distribution of characters within x, is given by,

H(x) = �
nX

i=1

p
i

log(p
i

).1 (1)

We call H(x) the information entropy of x. The intuition underlying the
information entropy is straightforward, though the derivation of equation (1)
is far from obvious, and is in fact considered the seminal result of information
theory, first published by Claude Shannon in 1948 [20]. To establish an intuition,
consider the second string x = (aaab), and assume that we want to encode x
as a binary string. We would therefore need to assign a binary code to each
of a and b. Since a appears more often than b, if we want to minimize the
length of our encoding of x, then we should assign a shorter code to a than
we do to b. For example, if we signify the end of a binary code with a 1, we
could assign the code 1 to a, and 01 to b.2 As such, our encoding of x would
be 11101, and since x contains 4 characters, the average number of bits per
character in our encoding of x is 5

4

. Now consider the first string x = (ab).
In this case, there are no opportunities for this type of compression because
all characters appear an equal number of times. The same would be true of
x = (abcbca), or x = (qs441z1zsq), each of which has a uniform distribution
of characters. In short, we can take advantage of the statistical structure of a
string, assigning longer codes to characters that appear less often, and shorter
codes to characters that appear more often. If all characters appear an equal
number of times, then there are no opportunities for this type of compression.

1Unless stated otherwise, all logarithms referenced in this paper are base 2.
2Rather than make use of a special delimiting character to signify the end of a binary

string, we could instead make use of a“prefix-code”. A prefix code is an encoding with the
property that no code is a prefix of any other code within the encoding. For example, if we
use the code 01 in a given prefix code, then we cannot use the code 010, since 01 is a prefix of
010. By limiting our encoding in this manner, upon reading the code 01, we would know that
we have read a complete code that corresponds to some number or character. In contrast, if
we include both 01 and 010 in our encoding, then upon reading an 01, it would not be clear
whether we have read a complete code, or the first 2 bits of 010.
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In general, if a string x is drawn from an alphabet with n characters, and the
distribution of these characters within x is uniform, then H(x) = log(n), which
is the maximum value of H(x) for a string of any length drawn from an alphabet
with n characters.

Shannon showed in [20] that a minimum encoding of x would asign a code
of length l

i

= log( 1

p

i

) to each a
i

2 ⌃. If the length of x is N , then each a
i

will
appear Np

i

times within x. Thus, the minimum total number of bits required
to encode x using this type of statistical compression is

P
n

i=1

Np
i

l
i

= NH(x).
Therefore, the minimum average number of bits per character required to encode
a string of length N is H(x). Note that H(x) is not merely a theoretical measure
of information content, since there is always an actual binary encoding of x
for which the average number of bits per character is approximately H(x) [14].
Thus, H(x) is a measure of the average number of bits required to actually store
or transmit a single character in x. However, the value of H(x) is a function of
only the distribution of characters within x, and therefore, does not take into
account other opportunities for compression. For example, a string of the form
x = aNbNcN has an obvious structure, yet H(x) = log(3) is maximized, since
x has a uniform distribution of characters.3 Thus, even if a string has a high
information entropy, the string could nonetheless have a simple structure.

1.2 The Information Content of a System

Despite the limitations ofH(x), we can still useH(x) to measure the information
content of representations of physical systems, understanding that we are able
to account for only the statistical structure of the representation. We begin with
a very simple example: consider a system comprised of N particles that initially
all travel in the same direction, but that over time have increasingly random,
divergent motions. We could represent the direction of motion of each particle
relative to some fixed axis using an angle ✓. If we fix the level of detail of our
representation of this system by breaking ✓ into groups of A = [0, ⇡

2

), B = [⇡
2

,⇡),
C = [⇡, 3⇡

2

), and D = [ 3⇡
2

, 2⇡), then we could represent the direction of motion
of each particle in the system at a given moment in time as a character from
⌃ = {A,B,C,D} (see Figure 1 below). Note that this is clearly not a complete
and accurate representation of the particles, since we have, for example, ignored
the magnitude of the velocity of each particle. Nonetheless, we can represent
the direction of motion of all of the particles at a given moment in time as a
string of characters drawn from ⌃ of length N . For example, if at time t the
direction of motion of each particle is ✓ = 0, then we could represent the motions
of the particles at t as the string x = (A · · ·A), where the length of x, denoted
|x|, is equal to N . As such, the distribution of motion is initially entirely
concentrated in group A, and the resultant distribution of characters within
x is {1, 0, 0, 0}. The information entropy of {1, 0, 0, 0} is �

P
4

i=1

p
i

log(p
i

) = 0
bits,4 and therefore, the minimum average number of bits per character required

3For example, if N = 2, then x = aabbcc.
4As is typical when calculating H(x), we assume that 0 log(0) = 0.
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to encode this representation of the particles at t is 0 bits. Over time, the
particles will have increasingly divergent motions, and as such, the distribution
of characters within x will approach the uniform distribution, which is in this
case { 1

4

, 1

4

, 1

4

, 1

4

}, which has an information entropy of log(4) = 2 bits. Thus,
the information entropy of this representation of the particles will increase over
time.

✓ ! A
0

⇡
2

⇡

3⇡
2

Figure 1: A mapping of angles to ⌃ = {A,B,C,D}.

We could argue that, as a result, the information content of the system it-
self increases over time, but this argument is imprecise, since this particular
measure of information content is a function of the chosen representation, even
though the behavior of the system can impact the information content of the
representation. For example, if we made use of a finer gradation of the angle ✓
above, increasing the number of groups, we would increase the number of char-
acters in our alphabet, thereby increasing the maximum information content
of the representation, without changing the system in any way. However, this
does not imply that representations are always arbitrary. For example, if some
property of a system can take on only n discrete values, then a representation
of the system that restricts the value of this property to one of these n val-
ues is not arbitrary. The point is that as a practical matter, our selection of
certain properties will almost certainly be incomplete, and measured at some
arbitrary level of precision, which will result in an arbitrary amount of infor-
mation. Thus, as a practical matter, we probably cannot answer the question
of how much information is required to completely and accurately represent a
physical system. We can, however, make certain assumptions that would allow
us to construct a complete and accurate representation of a system, and then
measure the information content of that representation.

Assumption 1.1. There is a finite set of n measurable properties � such that
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(1) for any measurable property P 62 �, the value of P can be derived from the
values of the properties P

i

2 �, and (2) there is no P
i

2 � such that the value
of P

i

can be derived from the other n� 1 properties in �� P
i

.

We call each of the properties P
i

2 � a basis property. Note that we are
not suggesting that all properties are a linear combination of the basis properties
within �. Rather, as discussed in Sections 1.3 and 2 below, we assume that all
other measurable properties can be derived from � using computable functions.
For example, if mass and velocity are included in �, then Assumption 1.1 implies
that momentum would not be included in �, since momentum can be derived
from mass and velocity using a computable function.5

Assumption 1.2. For any closed system,6 each P
i

2 � can take on only a
finite number of possible values.

For example, assume that a closed system S contains a finite number of N
elements.7 Assumption 1.1 implies that there is a single set of basis properties �
from which all other measurable properties of any given element can be derived.
As such, in this case, S consists of a finite number of elements, each with a finite
number of measurable basis properties, and Assumption 1.2 implies that each
such basis property can take on only a finite number of possible values.

Assumption 1.3. For any system, all measurable properties of the system, as
of a given moment in time, can be derived from the values of the basis properties
of the elements of the system, as of that moment in time.

Together, Assumptions 1.1 and 1.3 allow us to construct a complete and
accurate representation of a system at a given moment in time. Specifically, if
we were able to measure the basis properties of every element of S at time t,
then we could construct a representation of the state of S as a set of N strings
S(t) = {s

1

, . . . , s
N

}, with each string representing an element of S, where each
string s

i

= (v
1

, . . . , v
n

) consists of n values, with v
j

representing the value of
the j-th basis property of the i-th element of S at time t. Because S(t) contains
the values of the basis properties of every element of S at time t, Assumption
1.3 implies that we can derive the value of any property of S at time t from
the representation S(t) itself. For example, Assumption 1.3 implies that there
is some computable function f that can calculate the momentum ⇢ of S at time
t when given S(t) as input. Expressed symbolically, ⇢ = f(S(t)).8 Thus, S(t)
contains all of the information necessary to calculate any measurable property of
S at time t, and therefore, we can take the view that S(t) constitutes a complete

5We will discuss computable functions in greater detail in Sections 1.3 and 2 below, but for
now, a computable function can be defined informally as any function that can be implemented
using an algorithm.

6We view a system as closed if it does not interact with any other systems or exogenous
forces, and is bounded within some definite volume.

7We deliberately use the generic term “element”, which we will clarify in Section 2 below.
8We assume that all particles and systems have definite locations, and definite values for

all of their measurable properties. As such, our model, as presented herein, is necessarily
incomplete, since it does not address systems governed by the laws of quantum mechanics.
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and accurate representation of the state of S at time t. Note that Assumption
1.3 does not imply that we can determine all future properties of S given the
values of the basis properties of its elements at time t, but rather, that the value
of any property of S that exists at time t can be derived from the values of the
basis properties of its elements as of time t.9 Of course, we are not suggesting
that we can construct such a representation as a practical matter, but rather,
we will use the concept of S(t) as a theoretical tool to analyze the information
content of systems generally, and ultimately, construct a model of time-dilation.

Recall that Assumption 1.2 implies that each basis property of S can take on
only a finite number of possible values. If we assume that the n basis properties
are independent, and that basis property P

i

can take on k
i

possible values, then
the basis properties of each element of S can have any one of K = k

1

· · · k
n

possible combinations of values. If we distinguish between the N elements of S,
and assume that the basis properties of each element are independent from those
of the other elements, then there are KN possible combinations of values for the
basis properties of every element of S. Since the values of the basis properties of
the elements of S determine all measurable properties of S, it follows that any
definition of the overall state of S will reference either the basis properties of the
elements of S, or measurements derived from the basis properties of the elements
of S. As such, any definition of the overall state of S will ultimately reference
a particular combination of values for the basis properties of the elements of
S. For example, Assumption 1.3 implies that the temperature of a system is
determined by the values of the basis properties of its elements. Therefore, the
maximum number of states of S is equal to the number of unique combinations
of values for the basis properties of the elements of S, regardless of our choice
of the definition of the overall state of S.10 We can assign each such state a
number from 1 to KN , and by S

i

we denote a representation of the i-th state
of S. That is, S(t) denotes a representation of the state of S at time t, whereas
S
i

denotes a representation of the i-th possible state of S in some arbitrary
ordering of the states of S. Thus, for any given moment in time t, there exists
an S

i

such that S(t) = S
i

. By |S| = KN we denote the number of possible
states of S.

Now imagine that we measure the value of every basis property of every
element of S over some long period of time, generating M samples of the state
of S, and that for each sample we store the number assigned to the particular
state of S we observe. For example, if we observe S

j

, then we would add the
number j to our string. Thus, in this case, ⌃ = {1, . . . , |S|} is the alphabet, and
the resultant string is a string of numbers x = (n

1

· · ·n
M

), representing the M
states of S observed over time. Further, assume that we find that the distribu-
tion of the states of S over that interval of time is ' = {p

1

, . . . , p|S|}, where p
i

is the number of times S
i

is observed divided by the number of samples M . We
could then encode x as a binary string, and the minimum average number of

9We will discuss calculating future states of systems in Section 1.4 below.
10We will revisit this topic in the context of computable functions on the basis properties

of a system in Section 2 below.
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bits required to identify a single state of S would be H(x) = �
P|S|

i=1

p
i

log(p
i

).
Note that we are not encoding the values of the basis properties of the elements
within S(t), but we are instead representing each observed state of S with a
number, and encoding the resultant string of numbers. That is, each possible
combination of values for the basis properties of the elements of S corresponds
to a particular unique overall state of S, which, when observed, we represent
with a number. In contrast, in Section 1.4 below, we will use the Kolmogorov
complexity to measure the information contained in an encoding of S(t) itself.
If the distribution ' is stable over time, then we write H(S) to denote the infor-
mation entropy of x, which we call the representational entropy of S. Thus,
H(S) is the average number of bits per state necessary to identify the particular
states of S that are observed over time. If ' is the uniform distribution, then
we have,

H(S) = log(|S|). (2)

Thus, the representational entropy of a system that is equally likely to be in
any one of its possible states is equal to the logarithm of the number of possible
states. We note that equation (2) is similar in form to the thermodynamic
entropy of a system k

B

ln(⌦), where k
B

is the Boltzmann constant, and ⌦ is
the number of microstates the system can occupy given its macrostate. This is
certainly not a novel observation, and the literature on the connections between
information theory and thermodynamic entropy is extensive. (See [3] and [16]).
In fact, the similarity between the two equations was noted by Shannon himself
in [20]. However, the goal of our model is to achieve time-dilation, and thus, a
review of this topic is beyond the scope of this paper. Finally, note that if ' is
stable, then we can interpret p

i

as the probability that S(t) = S
i

for any given
t, and therefore, we can view H(S) as the expected number of bits necessary to
identify a single state of S.

We can also view S as a medium in which we can store information. The
number of bits that can be stored in S is also equal to log(|S|), regardless of the
distribution ', which we call the information capacity of S. Under this view,
we do not observe S and record its state, but rather, we “write” the current
state of S by fixing the value of every basis property of every element of S, and
use that state to represent a number or character. As such, when we “read” the
current state of S, measuring the value of every basis property of every element
of S, we can view each possible current state S

i

as representing some number
or character, including, for example, the number i. As such, S can represent
any number from 1 to |S|, and thus, the information contained in the current
state of S is equivalent to the information contained in a binary string of length
log(|S|).11 For example, whether the system is a single switch that can be in any
one of 16 states, or a set of 4 switches that can be in any one of 2 states, in either
case, measuring the current state of the system can be viewed as equivalent to
reading log(16) = 4 bits of information. Thus, each state of S can be viewed as

11Note that a binary string of length log(|S|) has |S| states, and as such, can code for all
numbers from 1 to |S|.
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containing log(|S|) bits of information, which we call the information content

of S.
Note that the representational entropy of a system is a measure of how much

information is necessary to identify the states of a system that are observed over
time, which, although driven by the behavior of the system, is ultimately a mea-
sure of an amount of information that will be stored outside of the system itself.
In contrast, the information capacity and information content of a system are
measures of the amount of information physically contained within the system.
Though the information capacity and the information content are always equal,
conceptually, it is worthwhile to distinguish between the two, since the infor-
mation capacity tells us how much information a system can store as a general
matter, whereas the information content tells us how much information is ob-
served when we measure the basis properties of every element of a given state
of the system.

Finally, note that if a system is closed, then no exogenous information has
been “written” into the system. Nonetheless, if we were to “read” the current
state of a closed system, we would read log(|S|) bits of information. The in-
formation read in that case does not represent some exogenous symbol, but is
instead the information that describes the basis properties of the system. Thus,
the amount of information observed when we measure the basis properties of
every element of a given state of the system is log(|S|) bits.

1.3 The Kolmogorov Complexity

Consider again a string of the form x = aNbNcN . As noted above, x has
an obvious structure, yet H(x) = log(3), which is the maximum information
entropy for a string drawn from an alphabet with 3 characters. Thus, the
information entropy is not a measure of randomness, since it can be maximized
given strings that are clearly not random in any sense of the word. Assume that
N = 108, and that as such, at least |x|H(x) = 3⇥108 log(3) bits are required to
encode x using a statistical encoding. Because x has such an obvious structure,
we can write and store a short program that generates x, which will probably
require fewer bits than encoding and storing each character of x. Note that
for any given programming language, there will be some shortest program that
generates x, even if we can’t prove as a practical matter that a given program
is the shortest such program.

This is the intuition underlying the Kolmogorov complexity of a binary
string x, denoted K(x), which is, informally, the length of the shortest program,
measured in bits, that generates x as output. More formally, given a Universal
Turing Machine U (a “UTM”) and a binary string x, K(x) is the length of
the shortest binary string y for which U(y) = x [12].12 Note that K(x) does
not consider the number of operations necessary to compute U(y), but only the

12Note that some applications of K(x) depend upon whether the UTM is a “prefix machine”,
which is a UTM whose inputs form a prefix-code, and thus, do not require special delimiters
to indicate the end of a string. For simplicity, all UTMs referenced in this paper are not prefix
machines, and thus, an integer n can be specified as the input to a UTM using log(n) bits.
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length of y, the binary string that generates x. Thus, K(x) is not a measure of
overall e�ciency, since a program could be short, but nonetheless require an un-
necessary number of operations. Instead, K(x) is a measure of the information
content of x, since at most K(x) bits are necessary to generate x on a UTM.

We will not discuss the theory of computability in any depth, but it is
necessary that we briefly mention the Church-Turing Thesis, which, stated in-
formally, asserts that any computation that can be performed by a device, or
human being, using some mechanical process, can also be performed by a UTM
[22] [21].13 In short, Turing’s formulation of the thesis asserts that every me-
chanical method of computation can be simulated by a UTM. Historically, every
method of computation that has ever been proposed has been proven to be ei-
ther equivalent to a UTM, or a more limited method that can be simulated by
a UTM. As such, the Church-Turing Thesis is not a mathematical theorem, but
is instead a hypothesis that has turned out to be true as an empirical matter.
The most important consequence of the thesis for purposes of this paper, is that
any mathematical function that can be expressed as an algorithm is assumed
to be a computable function, which is a function that can be caculated by a
UTM. However, it can be shown that there are non-computable functions,
which are functions that cannot be caculated by a UTM, arguably the most fa-
mous of which was defined by Turing himself, in what is known as the “Halting
Problem” [21].14 Unfortunately, K(x) is a non-computable function [23], which
means that there is no program that can, as a general matter, take a binary
string x as input, and calculate K(x). However, K(x) is nonetheless a powerful
theoretical measure of information content.

For example, consider the string x = (aaabbaaabbbb)N . The distribution of
characters in this string is uniform, and as such, H(x) = log(2) is maximized.
However, we could of course write a short program that generates this string
for a given N . Because such a program can be written in some programming
language, it is therefore computable, and can be simulated by U(y) = x, for
some y. Therefore, K(x)  |y|. While this statement may initially seem trivial,
it implies that K(x) takes into account any opportunities for compression that
can be exploited by computation, unlike H(x), which is a function of only
the statistical structure of x. Further, we could write a generalized program
that takes N as input, and generates the appropriate x as output. Because
such a program is computable, we can simulate it on U using some procedure
f , and we write U(f,N) to denote U running f with N as input. As such,
K(x)  |f | + log(N). Similarly, we can write a program that takes a string x
as input, and generates that same string x as output, and as such, we can do

13In [22], Turing stated that, “A function is said to be e↵ectively calculable if its values can
be found by some purely mechanical process.” He then went on to specificy in mathematical
terms, exactly what constitutes a purely mechanical process, which lead to the definition of a
UTM. Thus, he asserted an equivelence between the set of functions that can be calculated by
some purely mechanical process, and the set of functions that can be calculated by a UTM.

14Stated informally, in [21], Turing asked whether or not there was a program that could de-
cide, as a general matter, whether another program would, when given a particular input, halt
or run forever. He showed that assuming that such a program exists leads to a contradiction,
implying that no such program exists.
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the same on U with some procedure I, such that U(I, x) = x. It follows that
K(x)  |x| + C, where C = |I|. Note that C will not depend upon our choice
of x, and thus, K(x) is always bounded by the length of x plus a constant.
If K(x) = |x| + C, then there is no program that can compress x into some
shorter string, and therefore, x is arguably devoid of any patterns. As such, we
can take the view that if K(x) = |x| + C, then x is a random string. Thus,
K(x) could be used to distinguish between a string that has structure, but also
happens to have a uniform distribution of characters, and a truly random string
with no structure. As such, K(x) is a measure of both information content,
and randomness. Finally, it can be shown that for any two UTMs, U1 and U2,
|K(x)

U1

�K(x)
U2

|  C, for some constant C that does not depend upon x [23].
Because all forms of computation are presumed to be equivalent to a UTM, and
K(x) does not depend upon our choice of UTM beyond a constant, K(x) can
be viewed as a universal, objective measure of both information content and
randomness.

1.4 The Representational Complexity of a System

Assumption 1.4. There is a computable function R, such that when given the
current state of the basis properties of a closed system, R generates the next
state of the basis properties of that system.

As such, R is a computable function that is applied to a representation of
the current state of a system, thereby generating a representation of the next
state of the system. Thus, we assume that time is e↵ectively discrete, and by t

0

we denote the minimum increment of time, which we call a click.15 Specifically,
we assume that the application of R to a representation of the current state
of a system S(t) will generate a set of representations of states {S

j1 , . . . , Sj

q

}
corresponding to all possible next states of S. Note that in this case, we are
performing mathematical operations on a representation of the current state of
a system S(t), and asserting that the result R(S(t)) will include an objective
representation of the actual, physical next state of S. That is, first we measure
the value of every basis property of every element of S at time t, and then
represent that current state as S(t). Then we apply R, which is a computable
mathematical function, to S(t), which will generate a set of representations
{S

j1 , . . . , Sj

q

}. Assumption 1.4 implies that if we physically measure the value
of the basis properties of every element of the next state of S, we would find
that this next state is represented by some S

j

a

2 R(S(t)). Thus, S(t) is a
representation of the state of S at time t that is the result of actually physically
measuring the value of every basis property of every element of S, whereas
R(S(t)) is a set of representations that is the result of mathematical operations
performed on S(t). In short, S(t) is the product of observation, and R(S(t)) is

15As such, we assume that the time it takes for a system to progress from one state to
the next is necessarily discrete, whereas time itself can still be viewed as continuous. Thus,
we assume that systems change states upon clicks, but we can nonetheless conceive of time
between clicks.
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the product of computation, and Assumption 1.4 implies that we always find
that S(t+ t

0

) 2 R(S(t)). That is, the set of states generated by R(S(t)) always
includes a correct representation of the next state of S. Note that in all cases,
|R(S(t))|  |S|, which we assume to be finite. This does not imply that all
states generated by R(S(t)) are equally likely, but rather, that R will generate
all of them given S(t).16

If S is deterministic, then R(S(t)) = {S
j

} contains exactly one next state of
S. Assume that S is deterministic. It follows that, given any initial state S(t),
we can generate all future states of S through successive applications of R. For
example, R(S(t)) = S(t+ t

0

) is the next state of S, and R(R(S(t))) = S(t+2t
0

)
is the state after that, and so on. Let R(S(t))m denote m successive applications
of R to S(t). For example, R(S(t))2 = R(R(S(t))) = S(t + 2t

0

). In general, if

�t = t
f

� t, then R(S(t))
�t

t0 = S(t
f

).17 That is, we can view R as being applied
every click, and thus, S(t

f

) is the result of �t

t0
successive applications of R to

S(t).
Since S(t) is a finite set of strings {s

1

, . . . , s
N

}, we can encode S(t) as a
binary string x. Since x is a binary string, at most K(x) bits are necessary to
generate x on a UTM. In short, we can encode S(t) as a binary string x, and
then evaluate K(x), and thus, we can adapt K(x), which is typically defined
using binary strings, to S(t). We will apply K(x) to S(t) only to establish
upper bounds on K(x) that hold regardless of our choice of encoding, and as
such, our choice of encoding is arbitrary for this purpose. We write S(t)

x

to
denote the binary encoding of S(t), and S

i

x

to denote the binary encoding of S
i

.
We call K(S(t)

x

) the representational complexity of S(t), which, as noted
above, will depend upon our choice of encoding, since our choice of encoding
will determine S(t)

x

.
Since we assume that R is a computable function, there is some f

x

that can
simulate R on U , such that if R(S

i

) = S
j

, then U(f
x

, S
i

x

) = S
j

x

. Further, we as-
sume that f

x

can be applied some specified number of times by including an en-
coding of an integer as a supplemental input that indicates the number of times
f
x

is to be applied. Expressed symbolically, U(f
x

, S
i

x

,m
x

) will generate an en-
coding of R(S

i

)m. Therefore, if t
f

= t+�t, then S(t
f

)
x

= U(f
x

, S(t)
x

, (�t

t0
)
x

).
Note that f

x

will depend upon on our choice of encoding. As such, we assume
that our choice of encoding is fixed, and therefore, |f

x

| is a constant. Similarly,
given any initial state S(t), K(S(t)

x

) can be viewed as a constant as well. As
such, let C = |f

x

|+K(S(t)
x

). It follows that if S is deterministic, then,

K(S(t
f

)
x

)  C + log(
�t

t
0

). (3)

Note that unlike the information content of a system, the representational
complexity of a system is not a measure of how much information can be physi-
cally stored within the system. It is instead a measure of how much information

16These probabilities are irrelevant to our analysis in this section, and thus, we ignore them.
17Note that because we have assumed that the time between states is always t0, it follows

that �t

t0
is always an integer.
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is necessary to generate an encoding of a particular state of the system on a
UTM. In more practical terms, we can think about the representational com-
plexity of S(t) as a measure of the amount of information necessary to store a
compressed representation of the state of S at time t, which would consider all
possible methods of compressing that representation. We have simply expressed
an upper bound that makes use of Assumption 1.4, which implies that we can
generate a representation of any state of any system by applying a single com-
putable function R to a representation of an initial state of that system. Further,
note that our choice of encoding will impact only C, which is a constant. Also
note that equation (3) does not imply that the representational complexity of a
system will necessarily increase over time, but rather, equation (3) is an upper
bound on the representational complexity of a system that happens to increase
as a function of time. That is, there could be some other upper bound that has
eluded us that does not increase as a function time. Whether or not K(S(t)

x

)
actually increases as a function of time depends upon R and S. That is, if the
repeated application of R somehow organizes the elements of S over time, then
the representational complexity of S would actually decrease over time. For
example, a system of objects subject to a gravitational field could initially have
random motions that, over time, become dominated by the force of the gravi-
tational field, and therefore grow more structured over time, perhaps forming
similar, stable orbits that would lend themselves to compression. If however,
the repeated application of R causes a system to become increasingly random-
ized over time, then equation (3) places a limit on the amount of information
necessary to generate an encoding of any given state of that system. Thus,
even if a system appears to be complex, if the repeated application of a rule
generated the system, then the system can nonetheless be generated by a UTM
using an encoding of some initial state, and an encoding of the rule.18 However,
as noted above, K(x) does not consider the number of computations necessary
to generate x, and as such, a system with simple initial conditions and simple
rules could nonetheless require a large number of computations to generate.

Since R can generate any future state S(t
f

) given S(t), there is some pro-
cedure g

x

that can generate not only S(t
f

)
x

, but a string of encoded states
beginning with S(t)

x

and ending with S(t
f

)
x

, which we denote by S(t, t
f

)
x

=

(S(t)
x

· · ·S(t
f

)
x

). The number of encoded states in that string is M = t

f

�t

t0
+1,

and as such, if we let C = |g
x

|+K(S(t)
x

), then the average number of bits per
state necessary to generate the encoded string of states S(t, t

f

)
x

is given by,

1

M
K(S(t, t

f

)
x

)  1

M
(C + log(

�t

t
0

)). (4)

Note that equation (4) approaches 0 bits as M approaches infinity. Thus, if
a system is deterministic, then the average number of bits per state necessary
to generate a string of M encoded states approaches 0 bits as M approaches

18For example, cellular automata can generate what appear to be very complex patterns,
though they are in fact generated by the repeated application of simple rules to simple initial
conditions.
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infinity. In contrast, the representational entropy of S is fixed, and is always
equal to H(S), regardless of the number of states sampled.19 This is consistent
with the fact that H(S) takes into account only the distribution of states of
S over time, whereas if S is deterministic, then all future states of S can be
generated by the repeated application of a rule to an initial state. Since S(t, t

f

)
represents the states of S over some interval of time, we can view K(S(t, t

f

)
x

)
as a measure of the amount of information necessary to generate a model of the
states of S over that interval of time.

Now assume that S is non-deterministic, and thus, R(S(t)) could contain
more than one state for any given t. We can still generate all possible future
states of S(t) through successive applications of R, but this will require applying
R to multiple intermediate states, which will generate multiple final states. If
we want to evaluate K(S(t

f

)
x

) for a particular final state, we will need to
distinguish between each such final state. We can do so by supplementing f

x

in a away that causes f
x

to not only generate all possible final states, but also
assign each such final state a number, and output only the particular final state
we identify by number as an input to this supplemented version of f

x

. Call
this supplemented procedure h

x

. Note that in this case, we are not using R to
predict the final state S(t

f

), since by definition we are identifying the particular
final state we are interested in as an input to h

x

. We are instead using R to
compress a representation of that particular final state. Therefore, if we provide
U with h

x

, S(t)
x

, an encoding of �t

t0
, and an encoding of the number assigned

to the particular final state S(t
f

) we are interested in, then U could generate
just that particular final state as output. Expressed symbolically, S(t

f

)
x

=
U(h

x

, S(t)
x

, (�t

t0
)
x

,m
x

), where m
x

is an encoding of the number assigned to
the particular final state we are interested in. Because m  |S|, we can treat
the length of this input as a constant bounded by log(|S|). As such, let C =
|h

x

|+K(S(t)
x

) + log(|S|). It follows that if S is non-deterministic, then,

K(S(t
f

))  C + log(
�t

t
0

). (5)

Thus, the upper bound on equation (5) also grows as a function of the
logarithm of the amount of time that has elapsed since the initial state. However,
the constant C will depend upon |S|, which is not the case for equation (3).

Finally, we can also consider the average number of bits per state necessary
to generate a string of encoded states that begin with some initial state S(t)

x

and end with some final state S(t
f

)
x

for a non-deterministic system. Because
|R(S(t))|  |S| for all t, it follows that the number of strings of length M that
begin with S(t) is less than or equal to |S|M�1. That is, the number of possible
strings is maximized if each of the M�1 applications of R results in |S| possible
states. Thus, if we wish to generate a particular string of length M beginning
with S(t)

x

, and not all such strings, then we can assign each such string a
number m from 1 to |S|M�1. We denote any such string as S(t, t

f

,m)
x

, where

19We are assuming that the distribution of states is stable, and that a su�cient number of
observations have been made in order to determine the distribution.
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m  |S|M�1 is the number assigned to the particular string we are interested in.
Because R can generate any future state of S, there is some procedure d

x

that
generates not only a particular final state state S(t

f

)
x

, but a particular string of
states beginning with S(t)

x

and ending with the particular final state S(t
f

)
x

we
are interested in. Thus, if we provide U with d

x

, S(t)
x

, an encoding of �t

t0
, and

an encoding of m, then U could generate just that particular string as output.
Expressed symbolically, S(t, t

f

,m)
x

= U(d
x

, S(t)
x

, (�t

t0
)
x

,m
x

), where m
x

is an
encoding of the number assigned to the particular string we are interested in.
In this case, the value of m is unbounded, and will depend upon M , and thus,
we cannot treat the length of the encoding of m as a constant. As such, let
C = |d

x

| + K(S(t)
x

). Therefore, if S is non-deterministic, then the average
number of bits per state necessary to generate the encoded string of states
S(t, t

f

,m)
x

is given by,

1

M
K(S(t, t

f

,m)
x

)  1

M
(C + log(

�t

t
0

) + (M � 1) log(|S|)). (6)

Note that equation (6) approaches log(|S|) as M approaches infinity, which
is also the information content of S. As a result, in practical terms, since
t
0

is presumably extremely small, M will be extremely large,20 and thus, the
average amount of information per state necessary to model the behavior of a
non-deterministic system is bounded by log(|S|) from above.

2 Energy and Information

We assume that energy is always quantized, and by E
0

we denote the minimum
possible energy for any particle. We will discuss the value of E

0

in Section
3.5 below. Further, we assume that each such quantum of energy is an actual
physical quantity that can change states over time. This is not to suggest that
energy has mass, but rather, that energy is a physical substance, with quantity
that can be measured, which we assume to be an integer multiple of E

0

. For
example, photon pair production demonstrates that the kinetic energy of a
photon can be converted into the mass energy of an electron and positron [5].
Similarly, electron-positron annihilation demonstrates that the mass energy of
an electron and positron can be converted into the kinetic energy of a photon
[7]. Moreover, that total energy is conserved in these interactions [5] [4], and
not mass or velocity, suggests that energy is a physical substance, as opposed
to a secondary property due to mass or velocity. Finally, the photon itself is
further evidence for this view of energy as a physical substance. That is, since
the velocity of a photon is constant regardless of its energy, the energy of a
photon cannot be a consequence of its velocity. Since the photon appears to
be massless, the energy of a photon cannot be a consequence of its mass. Yet
a photon is nonetheless capable of collisions, as is demonstrated by Compton
scattering [8]. As such, the photon must have some physical substance, even

20For example, if we assume that t0 is on the order of the Planck time, then M would
increase by approximately 1044 states per second.
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though it appears to be massless. To reconcile all of these observations, we
view the energy of a photon as the primary substance of the photon, and not
a consequence of its other properties. Thus, we view energy itself as a primary
physical substance that can give rise to either mass or velocity, depending upon
its state. In short, we view energy as a quantized physical substance that can
change states over time.

Assumption 2.1. Each quantum of energy is always in one of some finite
number of K states, where K is constant for all quanta of energy.21

Additionally, we assume that each quantum of energy is always in one of two
categories of states: a mass state, or a kinetic state. This is not to say that
K = 2, but rather, that each of theK possible states can be categorized as either
a mass state or a kinetic state. Further, we assume that a quantum of energy
in a mass state contributes to the mass energy of a system, and a quantum
of energy in a kinetic state contributes to the kinetic energy of a system. For
example, we assume that the photon consists entirely of quanta in a kinetic
state, which we will discuss in greater detail in Sections 3.3, 3.5, and 5.2 below.

Further, we assume that the basis properties of a system are coded for in
the energy of the system. Thus, we assume that the quanta of energy within a
system constitute the elements of the system, and that as such, all measurable
properties of the system follow from the information contained within those
quanta of energy. Specifically, we assume that the basis properties of a quantum
of energy consist solely of its state and its position. It follows that if we could
measure the state and position of each quantum of energy within a system, then
we could derive all other measurable properties of the system. Note that we are
not suggesting that we can, as a practical matter, actually determine the state
and position of each quantum of energy within a system. Nor are we suggesting
that we can, as a practical matter, calculate all of the measurable properties
of a system given the state and position of each quantum of energy within the
system. Rather, we are assuming that the energy of a system contains all of
the information necessary to determine all of the measurable properties of the
system, and thus, if the means existed to obtain that information, and we knew
which functions to apply to that information, then we could determine any
measurable property of the system.

Thus, we assume that the collective states and positions of the quanta of
energy within a system completely characterize the measurable properties of the
system. For example, assume that a system S with a total energy of E

T

consists
of N = E

T

E0
quanta of energy, and let X

i

be a vector representing the position
of the i-th quantum. Using the notation developed in the sections above, S(t)
is therefore a set of N vectors {(n

1

, X
1

), . . . , (n
N

, X
N

)}, with each n
i

 K
representing the state of the i-th quantum of energy within the system at time
t, and X

i

representing its position at time t. Thus, we view � as consisting of
two properties: the state of a quantum, and its position. As such, given the state

21Note that Assumption 2.1 accounts for only the K intrinsic states that a quantum can
occupy, and not its position.
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and position of every quanta of energy within a system, we can derive all other
measurable properties of the system. While this characterization of � might
seem minimalist, recall that we defined � as a set of basis properties from which
all other measurable properties of a system can be derived using computable
functions. It follows that we can view S(t)

x

as the input to a UTM running
some procedure f that calculates the particular property we are interested in.
For example, there will be some function f

⇢

that can calculate the momentum
of a system given the basis properties of its elements. Expressed symbolically,
U(f

⇢

, S(t)
x

) will calculate the momentum of S at time t.22

As a result, there is a tacit equivalence between the act of measuring a
particular property of a system, and executing the computable function that
calculates that property. If we view the act of measuring a particular property
of a system as a purely mechanical process, then the Church-Turing Thesis
suggests that the actions taken in order to e↵ectuate that measurement could
be viewed as an algorithm. If we consider the nature of measurement, which
requires following certain specified procedures for interacting with a physical
object that ultimately result in a numerical output, then the characterization of
measurement as a type of algorithm seems reasonable. Further, if we consider
the nature of computation, which requires following certain specified procedures
for manipulating a physical medium that ultimately result in a numeral output,
then the characterization of computation as a type of measurement also seems
reasonable. Thus, the Church-Turing Thesis o↵ers a reasonable explanation as
to why measurement can be simulated by computation, since both computation
and measurement can be viewed as mechanical processes. Moreover, since the
set of computable functions is infinite, a system can have an infinite number
of measurable properties, even though the information content of the system is
finite.23

Thus, any measurement of the overall state of S will be given by some
function f , for which U(f, S

i

x

) gives the state of S as defined by the measure
f for the particular values of the basis properties given by S

i

. For any f , each
S
i

will correspond to some value U(f, S
i

x

), which might not be unique to S
i

.
That is, it could be the case that U(f, S

i

x

) = U(f, S
j

x

) for some S
i

, S
j

.24 As
such, the number of states of S will be maximized if U(f, S

i

x

) is unique for each
S
i

. Thus, the number of states of S, under any definition of the state of S,
will be limited to the number of unique combinations of states and positions of

22Technically, U(f
⇢

, S(t)
x

) will generate an encoding of the numerical value of the momen-
tum.

23We are not suggesting that there are in fact an infinite number of useful measurable
properties, but rather, illustrating the point that even using a finite representation of a system,
an infinite number of measurable properties can nonetheless be generated. We are, however,
suggesting an equivalence between the set of computable functions on the basis properties of
a system, and the set of measurable properties of the system. Thus, we are suggesting the
possibility that for every computable function on the basis properties of a system, there is
some physical measurement of the system itself that will always yield the same values as that
computable function.

24For example, multiple microstates of a system can produce the same overall temperature
for the system.
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the quanta within S. It follows that the number of states a system can occupy
will be maximized if the state and position of a quantum are independent, and
the state and position of each quantum are independent from those of all other
quanta.25 Let X denote the total number of positions that a quantum of energy
can occupy within S.

Assumption 2.2. Given a system S that consists of N = E

T

E0
quanta of energy,

the maximum number of states of S is given by,

|S|  KNXN . (7)

Thus, the number of states a system can occupy will increase as a function
of its total energy, and X, which is presumably a function of its volume. The
greater the number of states a system can occupy, the greater the information
capacity and information content of the system. Therefore, the greater the to-
tal energy of a system, the greater the information capacity and information
content of the system. Moreover, unlike the representational complexity of a
system, and the representational entropy of a system, the information capacity
and information content of a system do not change as a result of compressible
patterns in the system, or its statistical structure, but are instead simply a func-
tion of the number of states of the system. Similarly, the physical properties
of a system cannot be “compressed” even if there are representational patterns
to the values of the properties of the system. For example, if a system consists
of identical elements, then we could represent and encode a single element, and
store a program that iteratively generates a specified number of copies of that
encoding, as opposed to representing and encoding each element. However, as
a physical matter, we cannot “compress” the elements of that system simply
because they are identical, or generate an arbitrary number of identical ele-
ments given all of the properties of a single element. Similarly, if a system has
a particularly high probability state, we cannot reduce the physical substance
of the system in that state, the way we can reduce the length of a statistical
encoding of that state. Thus, as a general matter, the notion of compression
seems inapplicable to any measure of the amount of information physically con-
tained within a system. Therefore, if we want to establish a physical notion of
information, then the information content and information capacity of a system
seem to be the appropriate measures. Because these two measures are equal, for
simplicity, we reference only the information content of a system as the measure
of the amount of information physically contained within the system.

Assumption 2.3. The information content of a closed system S with a total
energy of E

T

is given by,

log(|S|) = E
T

E
0

(log(K) + log(X)). (8)

25We present no theory as to the rules governing the interactions between quanta, other
than the very limited assumptions set forth in Section 3 below. As such, for simplicity, we
assume that any number of quanta can occupy the same position.
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Note that we can view equation (8) as the actual, physical information con-
tent of a closed system, since it is the maximum amount of information that
can be physically stored (as a theoretical matter) within the system.26 Fur-
ther, note that for a closed system, X is presumably constant, and thus, the
maximum number of states the system can occupy will be constant. Therefore,
the information content of a closed system is a conserved quantity. Moreover,
because each quantum of energy can be in any one of K states, each quantum
of energy itself store can log(K) bits of information, independent of its position.
Thus, we can calculate the amount of energy required to store a given number
of bits I using the following:

E = E
0

I

log(K)
. (9)

Because E
0

and log(K) are both constants, it follows that energy can be
viewed as proportional to information. Similarly, we can calculate the number
of bits that can be stored in a given amount of energy using the following:

I = log(K)
E

E
0

. (10)

Finally, if we observe a given number of bits I by repeatedly measuring the
basis properties of a system S upon each click over time, then we can express
the amount of time that has elapsed as t = t

0

I

log(|S|) .

3 Time-Dilation

In this section, we present a model of matter as a combinatorial object. We
begin with a model for how quanta of energy change states over time, thereby
causing systems to change states over time, and show that this process can serve
as an explanation for elementary particle decay, the constant velocity of light,
and time-dilation itself. This requires making certain assumptions about the
structure of elementary particles, that, while presented in a technical manner,
amount to little more than assuming that, in the absence of an interaction with
another particle, the mass energy and kinetic energy of an elementary particle
are constant, and that the kinetic energy of an elementary particle is distributed
evenly within its mass.

3.1 Elementary Particles

We assume that the collective states of the mass quanta within an elementary
particle generate the particle itself, and can be thought of as collectively “cod-
ing” for the particular particle that is generated. For example, assuming m

e

26Since X will presumably be a function of the volume of the system, and log(K) is a

constant, we can also express equation (8) as log(|S|) ⇡ E

T

E0
(r+log(sV )). Thus, if the amount

of information observed per measurement of S is fixed, then the number of measurements
necessary to observe all of the information contained within S will increase as a function of
the energy of S, and its volume.
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is the mass of an electron, we would view an electron as being generated by

N = m

e

c

2

E0
mass quanta, in some particular set of collective states, that together

code for the properties of an electron. As a result, we represent the mass quanta
within an elementary particle as a complete graph, where each mass quantum is
represented as a vertex, with each mass quantum vertex connected to all other
mass quanta vertices. Note that we are not suggesting that the quanta are nec-
essarily “bonded” together in some fashion, but rather, we use discrete graphs
because they are a convenient representational schema for the concepts we will
make use of throughout the remainder of this paper. Further, we assume that
the state of each quantum of kinetic energy within an elementary particle is
fixed, and codes for a particular amount of displacement in a particular direc-
tion of motion, that, in the absence of an interaction with some other force or
particle, never changes. As a result, we assume that direction of motion is quan-
tized. Since direction of motion appears to be continuous, K must be extremely
large.27 Finally, we assume that each kinetic quantum can cause only one mass
quantum to change position upon any given click, and thus, we represent each
kinetic quantum as an “additional” vertex that is adjacent to exactly one mass
quantum vertex. Thus, we assume that the mass quanta within an elementary
particle can change positions independently of each other. However, we show
in Section 3.3 below that the relative positions of the mass quanta within an
elementary particle are approximately constant over time.

vk

vm

Figure 2: A network of quanta with four clusters.

We call each connected graph of quanta a network, and the set of all kinetic
quanta adjacent to a given mass quantum, together with that mass quantum,
a cluster. In Figure 2, v

k

is a kinetic quantum, and v
m

is a mass quantum.
Together, v

k

and v
m

constitute a cluster. Thus, each network represents a
single elementary particle,28 and each cluster within a network will contain
exactly one mass quantum vertex, and any number (including zero) of kinetic
quanta vertices. The particular particle that is generated by the network will be

27This also implies an absolute frame of reference from which we can determine direction
of motion, which we will address in Section 5 below.

28We are not suggesting the existence of particles outside of the Standard Model of physics,
but there is nothing within this paper that would prohibit the existence of such particles.
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determined by the collective states of the mass quanta within the network, and
the kinetic energy of the resultant particle will be determined by the number
of kinetic quanta within the network. Further, we assume that upon each click,
exactly one quantum of energy within each cluster will become active, which
means that either the active quantum will change states, or its cluster will
change position, depending upon whether the active quantum is in a mass state
or a kinetic state, respectively.

Assumption 3.1. Upon each click, exactly one quantum of energy contained
within each cluster will become active, and the probability that a given quantum
of energy within a cluster will become active is equal for all quanta within the
cluster.

Thus, upon each click, we assume that exactly one quantum of energy within
each cluster will become active, and the action coded for by the active quantum
will determine the next state of the cluster. As such, we can think of R as
being applied to the particle upon each click, generating the next state of each
cluster within the particle, which will cause a given cluster to either change
position, or cause the mass quantum within the cluster to change states. Stated
informally, each mass quantum within an elementary particle can be thought of
as having a single “vote” on what actions take place within the particle upon
each click, but these actions generally a↵ect each cluster individually, and do
not impact the particle as a whole. However, in Section 3.2 below, we discuss
elementary particle decay, which we assume to be the result of mass quanta
changing states over time, and thereby, eventually coding for another particle,
or set of particles. Because there is only one quantum of mass energy within
each cluster, the greater the kinetic energy within a cluster, the less likely it is
that the mass quantum within the cluster will become active upon any given
click.

Assumption 3.2. If the mass quantum contained within a cluster becomes
active upon a given click, then that mass quantum will change from its current
mass state to its next mass state, and no other quanta within the cluster will
change state or position.

Note that Assumption 3.2 assumes that the mass energy within an elemen-
tary particle will spontaneously change states. Thus, even in the absence of an
interaction with another particle, a quantum of energy that is in a mass state
will transition through mass states over time, but will not transition to a kinetic
state.

Assumption 3.3. If a quantum of kinetic energy becomes active upon a given
click, then the entire cluster of which the quantum is a part will change position,
traveling the distance coded for by the active quantum, in the direction coded for
by the active quantum, and no other quanta of energy within the cluster will
change states.

Thus, an active quantum of kinetic energy will cause its entire cluster to
travel the distance coded for by the quantum, in the direction coded for by the
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quantum, but will not cause any quanta within the cluster to change states. We
define the position of a cluster as the position of its mass quantum, and assume
that the relative positions of all quanta within a cluster are constant over time.
Since mass quanta always remain in a mass state, and kinetic quanta never
change states, in the absence of an interaction with another particle, both the
mass energy and kinetic energy of an elementary particle will remain constant.

Assumption 3.4. Given an elementary particle with a kinetic energy of E
K

and mass energy of E
M

, the time-average of the number of kinetic quanta at-
tached to each cluster within the particle is equal for all clusters, and is given
by,

q
µ

=
E

K

E0

E

M

E0

=
E

K

E
M

. (11)

Thus, we assume that the kinetic quanta within an elementary particle will
move from one cluster to another over time, and that as a result, the time-
average of the kinetic energy of each cluster within the particle will be equal,
and given by q

µ

E
0

. In short, we assume that the kinetic quanta within an
elementary particle are equally distributed among its mass quanta over time.
Note that the distribution of kinetic quanta among the clusters over time has
no e↵ect on the total energy of the particle, which remains constant.

3.2 Elementary Particle Decay

In Section 3.1 above, we noted that since the probability that any quantum
within a given cluster becomes active is equal for all quanta within the clus-
ter, it follows that the greater the kinetic energy within a cluster, the lower
the probability that the single mass quantum within the cluster will become
active and thereby change states. Specifically, Assumption 3.4 implies that the
expected probability that the mass quantum within a given cluster will become
active and thereby change states upon any given click is p = 1

q

µ

+1

= E

M

E

T

. We

can find the probability that k mass quanta will become active upon a given
click by assuming that the clusters become active independently of each other,
which results in a binomial distribution where the number of trials equals the
number of clusters, which is also the number of mass quanta, and each active
mass quantum is treated as a “success” event.

Assumption 3.5. The probability that k mass quanta change states upon any
given click within an elementary particle with a total of N

M

mass quanta is
given by,

p
k

=

✓
N

M

k

◆
pk(1� p)NM

�k. (12)

Thus, the expected number of active mass quanta upon any given click is
pN

M

. If we assume that the particle is stationary, with no kinetic energy, then
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p = 1, and as such, every quantum of mass energy within the particle will
change states upon each click. Assume that the expected lifetime of the particle
is t

µ

seconds when the particle is stationary. We can express this expected
lifetime as a number of clicks given by k

µ

= t

µ

t0
. Since the particle is stationary,

upon each click, every mass quantum within the particle will change states, and
thus, the total number of state changes after k

µ

clicks is simply k
µ

N
M

. We
view the particle’s decay as the result of the mass quanta within the particle
changing states over time, thereby eventually coding for a di↵erent particle, or
set of particles. As such, we view k

µ

N
M

as the expected total number of state
changes that will cause the particle to spontaneously decay.

We view the conservation of total energy during this process as the result of
the nature of energy itself, which we view as a physical substance that cannot
be destroyed, but instead, changes states over time. In contrast, we view the
conservation of other properties, such as mass, momentum, and charge, as the
result of the physical transitions codified by R. That is, given the present state
of some set of quanta of energy, only certain future states are accessible from that
present state, namely those that can be generated by successive application of
R to the present state. Thus, given any elementary particle, the set of particles
that it can decay into will be a function of the total energy of the particle, and
R. Similarly, the expected lifetime of the particle will also be a function of
R. For example, if the next state of each mass quantum within an elementary
particle is always the current state, then the particle will be perfectly stable.
Similarly, if the mass quanta are stuck in a “loop” of states that all code for the
same particle, then the particle will be perfectly stable in that case as well.

s1

s2

s3

s4

Figure 3: Sequences of collective states.

As a general matter, we can create any expected lifetime by simply assuming
that at some point, the collective states of the mass quanta within the particle
will eventually code for another particle, and adjust the length of that sequence
to the desired lifetime of the particle. More realistically, if we allow for n possible
sequences of collective states, each of which leads to a collective state that codes
for another particle, or set of particles, then the expected lifetime of the particle
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is the expected value of the amount of time until decay across all such sequences
of collective states. For example, in Figure 3, each non-terminal node represents
a collective set of states that all code for the same particle, and each terminal
node represents a collective set of states that causes the particle to decay into
some other particle, or set of particles. As such, the number of clicks until
decay along each sequence of states terminating at s

2

is 3 clicks. Assuming
the branching probability is 1

2

at each node, the total probability of arriving at
any s

i

is 1

4

,29 and thus, the expected lifetime of the particle is 5

2

clicks. As a
general matter, if k

i

is the number of clicks until decay along sequence i, and
p
i

is the probability of sequence i, then the expected lifetime of the particle is
t
µ

= t
0

P
n

i=1

p
i

k
i

.
Now assume that a particle with an expected lifetime of t

µ

seconds when
stationary has some velocity, and thus, some kinetic energy. In that case, p < 1,
and as such, the total expected number of state changes after k clicks is kpN

M

<
kN

M

. Thus, the number of clicks required to achieve any given expected number
of state changes will increase as a function of the kinetic energy of the particle.
Specifically, the number of clicks required to achieve an expected number of state
changes equal to k

µ

N
M

will increase. Assuming kpN
M

= k
µ

N
M

, it follows that
k = k

µ

E

T

E

M

, which is the number of clicks required to achieve an expected number
of state changes equal to k

µ

N
M

. Since k
µ

N
M

is the expected number of state
changes that will cause the particle to spontaneously decay, it follows that k
is in this case the number of clicks that we expect the particle to survive. Let
� = E

T

E

M

. Multiplying by t
0

, we can find the expected lifetime of the particle
generally, which is given by,

t = t
µ

�. (13)

If we assume that � = 1q
1� v

2

c

2

, then equation (13) is consistent in form with

the special theory of relativity. However, the reason for this result is due to
the presence of kinetic energy within the particle. Further, t

µ

is a measure
of objective time, which we will discuss in greater detail in Sections 3.4 and
5.1 below. Thus, over time, the particle will mature through its states at an
objectively slower rate, simply because it is less likely that its mass quanta will
become active upon any given click, resulting in a longer expected lifetime.30

3.3 Kinetic Energy and Velocity

Because each quantum of kinetic energy within an elementary particle causes the
cluster of which it is a part to travel a particular distance in a particular direction
when active, we can think of each kinetic quantum within an elementary particle

29Note that there are two sequences of collective states that terminate at each of s2 and s3,
each of which has a probability of 1

8 .
30Due to the complexity of composite particles, we do not present an analogous model that

is specific to the spontaneous decay of composite particles. However, we do present a general
model of time-dilation in Section 3.4 below, which would apply to all systems, including
composite particles.
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as a velocity vector v
i

, such that kv
i

k, which denotes the norm of the vector,
gives the distance traveled by the cluster when that quantum is active. However,
we do not assume that all kinetic quanta within a particle code for the same
amount of displacement or direction of motion. Thus, both the displacement
per click and direction of motion of a cluster can change upon any given click. If
p
0

is the initial position of a cluster, and the cluster changes position m times,
then we can express the final position of the cluster as,

p
f

= p
0

+ v
i1 + . . .+ v

i

m

.

That is, because each kinetic quantum corresponds to a velocity vector, to
find the final position of the cluster, we can simply add the velocity vectors
that correspond to the kinetic quanta that were active over the interval of time
under consideration to the initial position of the cluster. Note that the expected
probability that a cluster will change position upon a given click is 1� p = E

K

E

T

.
As such, we can view m as an expectation value, where if k is the number of
clicks that have elapsed, then m = (1 � p)k = E

K

E

T

k. Let N
K

= E

K

E0
be the

number of kinetic quanta within an elementary particle, and let v
T

=
P

N

K

i=1

v
i

,
which is the sum over all of the velocity vectors corresponding to the kinetic
quanta within the entire particle.

Assumption 3.6. For any given cluster within an elementary particle, the
frequency of each v

i

in the sum p
0

+v
i1+. . .+v

i

m

approaches 1

N

K

as k increases.

That is, because we assume that kinetic quanta move from one cluster to
another over time, we assume that, as a result, the frequency of each v

i

in the
sum p

0

+ v
i1 + . . . + v

i

m

approaches 1

N

K

as k increases, and thus, the number

of instances of each v
i

approaches m

N

K

.31 Therefore, over any interval of time,
for each cluster, p

f

⇡ p
0

+ m

N

K

v
T

. Further, let p
0

i

and p
0

j

, and p
f

i

and p
f

j

,
be the initial and final positions of two clusters, respectively. It follows that,
kp

f

i

� p
f

j

k ⇡ kp
0

i

� p
0

j

k, and thus, the relative positions of the clusters are
approximately constant over time. In short, we assume that all of the kinetic
quanta within an elementary particle circulate among the clusters, causing the
overall motion of the individual clusters to be nearly identical over time.

Because each quantum of kinetic energy can code for di↵erent directions of
motion, the actual total displacement of a given cluster could exceed the straight
line distance between its initial and final positions. However, we assume that
the displacement per click, and the distances between the clusters, are both
so small, that the overall motion is perceived as a single particle traversing

31For example, if all of the kinetic quanta within an elementary particle circulate among
the mass quanta within the particle as a single group, in a “loop” around the mass quanta,
then each kinetic quantum will be attached to each mass quantum exactly once over each pass
around the loop. That is, the kinetic quanta repeatedly traverse a Hamiltonian circuit around
the complete graph formed by the mass quanta. In that case, each kinetic quantum will be
equally likely to become active within any given cluster, and thus, the frequency with which
each kinetic quantum is active within a given cluster will be equal for all kinetic quanta over
time, and equal within all clusters over time. Because t0 is presumably extremely small, we
assume that this frequency is almost exactly 1

N

K

for all intervals of time.

24



a straight line. Specifically, we assume that the observed displacement of a
particle after k clicks is m

N

K

kv
T

k, and thus, the observed velocity of the particle
is given by,

v =
m

N

K

kv
T

k
kt

0

=
kv

T

kE
0

E
T

t
0

. (14)

Let µ = kv
T

k
N

K

, which can be thought of as the e↵ective displacement per

kinetic quantum.32 As such, we can express equation (14) as,

v =
E

K

µ

E
T

t
0

. (15)

Note that none of the analysis above places any restrictions on the value of

µ, and thus, we can always assume that E

K

µ

E

T

t0
= c

q
1� (EM

E

T

)2, which implies

that µ = ct
0

r
E

2
T

�E

2
M

E

2
K

.33 In that sense, equation (15) is consistent with the

special theory of relativity. However, because our analysis places no restrictions
on the value of µ, equation (15) does not imply a maximum velocity, which is
not consistent with the special theory of relativity. Specifically, equation (15)
does not imply that velocity is always bounded by c. This would allow, for
example, a particle with mass to travel at a velocity of c, which is consistent
with experimental evidence that suggests that neutrinos have a non-zero mass
[9], and a velocity of c [2]. Thus, while we assume that � = 1q

1� v

2

c

2

throughout

this paper in order to demonstrate consistency between our model and the
special theory of relativity, equation (15), and the neutrino itself, suggest the
possibility that there is a more general formulation of the value given by � = E

T

E

M

that does not restrict the velocity of a particle to a value that is bounded by c.
Further, note that for any given µ, Equation (15) is maximized if E

T

= E
K

.
That is, equation (15) is maximized when the particle consists solely of kinetic
quanta. Further, if a given particle consists solely of kinetic quanta, and all
such quanta are identical, then each quantum will code for the same amount of
displacement in the same direction. As such, in that case, kv

T

k = N
K

kv
i

k, and
thus, µ = kv

i

k will be constant, regardless of the total energy of the particle.
Thus, if a particle consists solely of identical kinetic quanta, then the particle
will have a constant velocity of µ

t0
, regardless of its total energy.

As such, we assume that every quantum of energy within a photon is in a
kinetic state, and that for any given photon, all quanta within the photon are
identical. Further, we assume that all quanta within all photons code for the
same amount of displacement. However, unlike elementary particles with mass,

32Note that if E
K

= 0, then µ is undefined. However, in that case, the particle is by
definition stationary, and thus, we assume that µ is 0.

33That said, because we have not proposed a value for t0, we cannot, as a practical matter
solve for µ. Nonetheless, the point remains, that as a theoretical matter, there are no restric-
tions on the value of µ that would prevent us from solving for its value. Further, note that
equation (15) is an example of a computable function on the basis properties of an elementary
particle.
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we assume that the photon consists of a single cluster, where the “central”
quantum of that cluster is in a kinetic state, not a mass state.34 Note that
because we assume that a photon is comprised of identical kinetic quanta, it
follows that E

K

E

T

= 1, and that µ is constant regardless of the photon’s energy.
Further, because all quanta within all photons code for a single displacement,
the value of µ is uniform for all photons. As such, all photons will have a velocity
of µ

t0
, which we assume to be c, and a mass of 0, regardless of whether the source

that ejected the photon is moving or stationary, and regardless of the energy of
the photon.

Finally, note that because we allow for di↵erent kinetic quanta to code for
di↵erent displacements per click, two particles could have the same kinetic en-
ergy and mass energy, yet have di↵erent values for µ, and therefore, di↵erent
velocities, even if all kinetic quanta within both particles code for the same
direction of motion. Thus, equation (15) implies that we cannot determine the
kinetic energy of a particle by measuring its mass and velocity alone, without
making additional assumptions about the value of µ. Similarly, we cannot de-
termine the velocity of a particle based upon its kinetic energy and mass energy
alone. As such, equation (15) would allow for particles that, like the photon,
have constant velocities regardless of their energy.

3.4 Moving Clocks and Absolute Time

Consider a stationary clock. Even though the clock is stationary, because it is
a clock, it will have some internal machinations that allow it to keep time, and
thus, some small amount of kinetic energy. When the clock is stationary, all of
the energy contained within the clock codes for the clock itself, which we call
“clock quanta”. That is, the mass energy of the clock generates the substance
of the clock, and the small amount of kinetic energy within the clock generates
the machinations of the clock that cause it to keep time. However, if the clock
has some overall velocity, then the kinetic energy associated with that velocity
will code for the overall velocity of the clock, and not its mass or its internal
machinations. In order to analyze the energy of a moving clock, we will first
need to expand Assumption 3.4, which is limited to elementary particles, to all
closed systems generally.

Assumption 3.7. Given a closed system with a total mass energy of E
M

, the
time-average of the number of kinetic quanta that code for the overall velocity
of the system that are attached to each cluster within the system is equal for all
clusters, and is given by Q

µ

= E

K

E

M

, where E
K

is the total kinetic energy of the
system that codes for its overall velocity.

Assumption 3.7 is a generalization of Assumption 3.4, and implies that, over
time, the kinetic quanta that code for the overall velocity of a system are evenly
distributed among the mass quanta within the system. As such, Assumption 3.7

34We will discuss the structure of the photon, and the properties of light in greater detail
in Sections 3.5 and 5.2 below.

26



would not apply, for example, to the kinetic energy that codes for the internal
machinations of a stationary clock, since that energy does not code for some
overall velocity, and therefore, would not be evenly distributed among the mass
of the clock, but would instead, generally be concentrated in the parts of the
clock that cause it to keep time. In contrast, Assumption 3.7 would apply to
the kinetic energy that codes for the overall velocity of a moving clock. Further,
the amount of time required to achieve this uniform distribution will of course
depend upon the system. For example, the distribution of kinetic energy that
codes for the overall velocity of a solid object should generally be uniform among
the mass of the object, since the rate of collisions between the particles within
the object is likely going to be high, causing any uneven distributions of that
kinetic energy to be transitory. In contrast, a gas trapped in a volume that
is accelerated in a particular direction could require a significant amount of
time before the kinetic energy that codes for the resultant overall velocity of
the volume is evenly distributed among the particles within the gas. Note that
Assumption 3.7 does not imply that the total kinetic energy of each particle
within the gas will be equal, or that the motions of the particles within the
gas will be identical, but rather, that the average number of kinetic quanta
that code for the overall velocity of the volume attached to a given cluster will
eventually be equal for all clusters within the volume. Thus, the particles within
the gas will still have idiosyncratic motions, just like a moving clock will still
have internal machinations, but Assumption 3.7 implies that the particles within
the gas will eventually all share in the kinetic energy that codes for the overall
velocity of the volume as a whole, in an amount that is, on average over time,
in proportion to their respective masses.

In the case of a moving clock, we want to know, upon any given click,
how many active quanta actually code for the clock itself, as opposed to its
overall velocity. Thus, we are not interested in the expected number of active
mass quanta per click, but rather, the expected number of active clock quanta
per click. We can calculate this by first calculating the probability that any
given clock quantum is active within a given cluster, and from that probability,
calculate the probability that any given number of clock quanta are active within
the entire clock, and finally, find the expected value of that distribution. As
such, we view any active clock quantum within a cluster as a “success” event
for purposes of our probability distribution. Note that the number of trials
is equal to the number of clusters N

M

= E

M

E0
within the system, just as it is

in the case of an elementary particle. Further, we assume that the clusters are
independent of each other, in that the particular quantum that is active within a
given cluster is not in any way a function of which quanta are active in any other
clusters, and thus, the resultant distribution is again a binomial distribution.

Because the clock has some overall velocity, the expected energy of each
cluster within the clock will consist of one quantum of mass energy, some very
small fractional number of kinetic quanta that code for the machinations of the
clock, which we denote by e, and the cluster’s share of kinetic quanta that code
for the overall velocity of the clock, which we denote by Q

µ

. Since an active mass
quantum or an active kinetic clock quantum within a cluster would constitute a
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success event, the exact expected probability of success is 1+e

1+e+Q

µ

. The expected

value of e is the number of kinetic clock quanta divided by the number of mass
quanta, which is also the ratio of the kinetic energy divided by the mass energy
of the clock when stationary. It follows that 1+e

1+e+Q

µ

= E

M

+E

C

E

T

, where E
C

is

the kinetic energy of the clock when stationary. However, we assume that E
C

is so small when compared to E
M

, that the actual distribution is approximated
by a distribution with a probability of success given by p = E

M

E

T

, and that as
a result, the expected number of active clock quanta per click is approximately
pN

M

.35

When the clock is stationary, upon each click, all active quanta are clock
quanta, and thus, the total number of active clock quanta after k clicks is simply
kN

M

. We assume that for su�ciently large k, for every kN
M

of active clock
quanta, there is a single value ⌧ such that the time reported by the clock is
incremented by approximately kN

M

⌧ . That is, each active clock quantum can
be thought of as causing the time reported by the clock to increase by ⌧ .36 If
the clock is accurate, then when it’s stationary, after k clicks, the time reported
by the clock should increase by kt

0

. Thus, kt
0

= kN
M

⌧ , which implies that
N

M

⌧ = t
0

. When the clock is moving, the expected number of active clock
quanta after k clicks is kpN

M

. Therefore, the expected total change in time
reported by the clock after k clicks is t = kE

M

E

T

N
M

⌧ = kt0
�

.

We assume that t̄ = kt
0

is measured by a zero energy clock, which we
define as a clock that consists of only clock quanta, and thus, no kinetic energy
beyond that which is necessary to allow the clock to keep time.37 As a theoretical
matter, a single mass quantum in isolation would constitute a zero energy clock,
since its state would change once per click. Thus, we assume that all active
quanta become active simultaneously everywhere, and therefore, we treat the
number of clicks that have elapsed as an objective measure of time. It follows
that,

t =
t̄

�
. (16)

Note that equation (16) calculates time-dilation relative to t̄, which we as-

35Disregarding the value of E
C

would be reasonable for any system with internal machina-
tions that have a kinetic energy that is several orders of magnitude smaller than the system’s
mass energy, which is likely to be the case for any reasonable construction of a clock. For

example, even in the case of a clock driven by a pendulum, the value of E

C

E

M

will likely be

proportional to v

2

c

2 , where v is the velocity of the pendulum.
36As a practical matter, each clock quantum will not contribute equally to the clock’s time

keeping processes. For example, the mass quanta of an ordinary clock presumably code for
stable matter, and thus, their changing states presumably do not contribute to the clock’s time
keeping processes. Thus, we are tacitly assuming that after a su�ciently large number of k
clicks have elapsed, the average increment in time per active clock quantum always converges

to a single value ⌧ ⇡ �1+�2+···+�
k

kN

M

, where �
i

is the increment in time reported by the

clock upon the i-th click. Because t0 is presumably extremely small, we assume that the total
change in time reported by the clock can always be expressed as kN

M

⌧ = �1+�2+ · · ·+�
k

.
37We will revisit this topic in greater detail in the context of inertial frames in Section 5.1

below.
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sume to be a measure of absolute time, as measured by a zero energy clock,
and thus, while equivalent in form, equation (16) is not entirely consistent with
the special theory of relativity. Further, note that equation (16) is the mechan-
ical result of the presence of additional kinetic energy that codes for the overall
velocity of the clock. Moreover, while we have framed this discussion in terms
of a moving clock, the same reasoning applies to any system with some overall
velocity. That is, a system with some overall velocity will take more objective
time to progress through the internal changes that would have occurred in an
identical stationary system. Thus, all moving systems will undergo time-dilation
in accordance with equation (16) due to the presence of kinetic energy within
the system that codes for the overall motion of the system. For example, the
biological processes of a living organism with some overall velocity would there-
fore progress slower, since the quanta that code for its biological processes will
be active less often due to the presence of the kinetic quanta that code for its
overall velocity.

Finally, note that it is ultimately the number of kinetic quanta that code
for the overall velocity of a system that causes the system to experience time-
dilation, not its velocity, which is, in our model, a consequence of that kinetic
energy in the first instance. For example, even if two particles have the same
mass energy and kinetic energy, the particles can nonetheless have di↵erent
velocities if they have di↵erent values for µ. However, because both particles
have the same mass energy and kinetic energy, the value given by � = E

T

E

M

is the same for both particles. Thus, both particles will experience the same
amount of time-dilation, despite traveling at di↵erent velocities. Therefore, as
a general matter, we cannot determine � based upon the velocity of a system
alone, without making additional assumptions about the value of µ.

3.5 The Doppler E↵ect

Because we do not need to assume that the measured velocity of light is constant
in all inertial frames in order to achieve time-dilation, we do not make that
assumption.38 As a result, the classical Doppler equations, which distinguish
between the motions of a light source and a detector, would apply to our model,
as adjusted to account for time-dilation, which we discuss in the paragraphs
below. But rather than present the classical explanation for the Doppler e↵ect,
which is in no way inconsistent with our model, we present an explanation that
is unique to our model of energy.

Specifically, because we view photons as consisting solely of kinetic quanta,
we can view a light source as ejecting kinetic quanta. As such, over any interval
of time, we can consider the average distance between quanta ejected by a
stationary, monochromatic light source µ

s

= 1

N

P
N

i=1

l
i

, where each l
i

is the
distance between a given quantum and the quantum that is closest to it in the
direction the light is traveling, and N is the number of such pairs of quanta

38We present an analysis of the velocity of light as measured within a moving inertial frame
in Section 5.2 below.
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traveling between the source and the detector at a given moment in time. We
assume that µ

s

is approximately constant over time. Thus, at any point along
the detector in Figure 4, the expected time between quanta is t

s

= µ

s

c

. As
such, when the source and the detector are both stationary, we can express
the expected total amount of energy incident upon any single point along the
detector over an interval of time t as E

s

= E
0

t

t

s

.

Source

Detector

li

lj

Figure 4: A light source ejecting quanta towards a detector.

As the velocity of the source changes, the average distance between each
such pair of quanta will also change, just as the distance between each wavefront
will change when we view the light source as generating a wave.39 Thus, the
amount of energy that is incident upon a given point along the detector over any
interval of time will vary with the velocity of the source, increasing when the
source moves towards the detector, and decreasing when the source moves away
from the detector. Specifically, if the distance between two quanta is l

i

when
the source is stationary, then when the source has a velocity of v towards the
detector, the distance between the two quanta will be l

i

�vt
s

. Thus, the expected
distance between any two quanta will be µ

v

= 1

N

P
N

i=1

(l
i

� vt
s

) = µ
s

� vt
s

.
As such, the expected time between quanta at any point along the detector is
t
v

= µ

s

�vt

s

c

. Thus, the amount of energy incident upon any point along the
detector over an interval of t seconds is E

v

= E
0

t

t

v

= E
s

c

c�v

.
Note that if the source is moving away from the detector, then the same

analysis would apply, but v would in that case be negative. Further, if the
source is moving at an angle of ✓ relative to the direction of its light, then
v = cos(✓)v0, where v0 is the velocity of the source.40 Thus, as a source moves in
the direction of its light, the ejected quanta become more concentrated, whereas
when a source moves away from the direction of its light, the ejected quanta
become more di↵use. If we assume that E

v

and E
s

are partitioned among an
equal number of M photons, then E

v

= Mhf
v

, and E
s

= Mhf
s

, for some
frequencies f

v

and f
s

. Under this view, the frequency of the light incident upon
the detector is determined by the rate at which energy is incident upon a single
point along the detector. In contrast, we view the luminosity of the light as

39For the moment, we will ignore any red-shift due to time-dilation, which we will address
in the paragraphs below.

40That is, a given quantum is always “paired” with another quantum that lies on the same
line connecting the source to the detector for purposes of calculating each l

i

. As such, if the
source is moving perpendicular to the direction of its light, that motion will not impact the
average distance between the quanta.
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determined by the rate at which energy is incident upon the entire surface of
the detector.41 Since E

v

= E
s

c

c�v

, it follows that,

f
v

= f
s

c

c� v
. (17)

Now consider the case of a stationary source, and a detector moving towards
that source. Since we do not assume that the velocity of light is constant in every
inertial frame, it follows that an analogous e↵ect would occur when the detector
moves towards or away from a stationary source, causing the number of quanta
incident at any point along the detector over any interval of time to increase
as the detector moves towards the source, and decrease as the detector moves
away from the source. However, the actual average distance between quanta is
unchanged, since the source is stationary. Instead, the average amount of time
between quanta at any point along the detector will vary with the velocity of
the detector. Specifically, the expected time between quanta when the detector
is moving towards a stationary source is t

v

= µ

s

c+v

. In this case, it follows that,

f
v

= f
s

c+ v

c
. (18)

Note that if the detector is moving away from the source, then the same
analysis would apply, but v would in that case be negative. Further, if the
detector is moving at an angle of ✓ relative to the direction of the light, then
v = cos(✓)v0, where v0 is the velocity of the detector. Moreover, note that in all
cases, we simply change the time at which the quanta from the source arrive at
the detector, and thus, total energy is conserved. That is, the quanta ejected by
a moving source will be more concentrated than that of a stationary source if
the source is traveling in the direction of its light, and more di↵use if the source
is traveling away from the direction of its light. Similarly, a detector that is
moving towards a stationary source will experience a more concentrated field of
quanta, whereas a detector that is moving away from a stationary source will
experience a more di↵use field of quanta, though in this case the actual distance
between quanta is unchanged. Thus, in all cases, total energy is conserved,
since the number of quanta ejected by the source over any interval of time is
not a↵ected by the motion of the source or the detector, except for the e↵ects
of time-dilation, which we now address in the paragraphs below.

We can account for the red-shift associated with time-dilation, while still
conserving total energy, by assuming that the rate at which energy is ejected
or absorbed by a system is a↵ected by time-dilation in the same way that all
internal processes of a moving system a↵ected by the kinetic energy of the
system experience time-dilation. Specifically, assume that a stationary source
ejects quanta at a rate of E

s

= t̄NE
0

Joules every t̄ seconds of absolute time, for
some N . We assume that when the source has some overall velocity, it will eject
quanta at a rate of E

v

= ¯

t

�

NE
0

= 1

�

E
s

every t̄ seconds. That is, it will take
longer for the source to eject the same amount of energy as a consequence of
time-dilation. If we assume that this energy is again in the form of M photons,

41Thus, a more luminous source will leave fewer “dark spots” on the surface of the detector.
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then Mhf
v

= 1

�

Mhf
s

, where f
s

is the frequency of the source when stationary.

Thus, f
v

= 1

�

f
s

, causing a red-shift.
We assume that the same arguments in the paragraph above apply to a

moving detector. Specifically, while the energy incident upon the surface of the
detector is of course not a↵ected by time-dilation’s e↵ects on the detector, we
assume that the rate at which energy is exchanged by the atoms within the
detector is a↵ected by time-dilation, in the same way that the atoms within a
source of light eject energy at a slower rate due to time-dilation. That is, we
assume that time-dilation causes the atoms within the detector to exchange the
energy of the photons incident upon the detector at a lower rate of energy per
unit of time, just like a moving source will eject less energy per unit of time due
to time-dilation. Thus, the atoms within a moving detector will exchange less
energy per unit of time, ultimately resulting in a lower detected frequency of
1

�

f
s

.

If we assume that � = 1q
1� v

2

c

2

, where v is the velocity of the source towards

the detector, then combining the Doppler e↵ect with the red-shift due to time-
dilation yields the following equation for the frequency of light measured by a
stationary detector:

f = f
s

c

c� v

r
1� v2

c2
. (19)

In the case of a stationary source, and a detector moving with a velocity of
v towards the source, we have the following equation:

f = f
s

c+ v

c

r
1� v2

c2
. (20)

Note that equation (19) is consistent in form with the special theory of
relativity. However, equation (20) is not, since we have distinguished between
the motions of the detector and the source. Applying the special theory of
relativity, we would not distinguish between the motion of the detector and the
motion of the source, but would instead only calculate their relative velocity.
As such, we would treat the case of a detector moving towards a stationary
source with a velocity of v in the same manner that we would treat the case
of a source moving towards a stationary detector with a velocity of v. Thus,
we can compare the energy per photon as predicted in that case by our model,
with that predicted by the special theory of relativity, by taking the di↵erence
between equations (19) and (20), and multiplying by Planck’s constant h:

� =
1

�
hf

s

✓
c

c� v
� c+ v

c

◆
.

As such, � will be very small for even substantial values of v and f
s

. In
order to test the validity of equation (20), a detector could simply be accelerated
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towards a stationary source, with the resultant detected frequencies measured
and compared to the frequencies predicted by equations (19) and (20).42

Now assume that each quantum of energy ejected by a stationary, monochro-
matic source generates a wavefront. It follows that µ

s

is the expected distance
between the wavefronts generated by the source. Thus, µ

s

= �, where � is
the wavelength of the light generated by the source. That is, we can think of
µ
s

as the average wavelength of the light generated by a source. Therefore,
M hc

�

= E
0

t

t

s

= E
0

ct

�

, for some interval of time t. It follows that Mh = E
0

t.
Now assume that M = 1, and that as a result, h = E

0

t
p

, for some interval of
time t

p

. As such, the total amount of energy incident upon a single point along
the detector over an interval of t

p

seconds is E
0

t

p

t

s

. Note that this is also the

energy of a single photon generated by the source, which is given by hc

�

= hf .

Because hf = E
0

t

p

t

s

, it follows that f = 1

t

s

, which is also the number of quanta
ejected by the source that will be incident upon a single point in space over an
interval of 1 second. As such, we can interpret the frequency of a light source
f as the number of quanta ejected by the source that will be incident upon a
single point in space over an interval of 1 second. Further, we can interpret
Planck’s equation hf as the total amount of energy incident upon a single point
in space over an interval of t

p

seconds.

1 2 3 ftp

�

Figure 5: A photon as a discrete series of wavefronts.

Under this view, a photon consists of a discrete series of wavefronts, gener-
ated by a discrete series of quanta, that are incident upon a single point in space
over an interval of t

p

seconds, as set forth in Figure 5. It follows that the number
of wavefronts and the number of quanta within a single photon is simply ft

p

.
Note that this does not explain single photon interference, since a single photon
would, for example, still traverse a single path.43 However, under this view, a
group of photons would consist of multiple, discrete sets of wavefronts, which
could interfere with each other like a classical wave.44 Thus, our model could
explain how light can be viewed as a wave, while nonetheless always producing
energy in multiples of hf . As such, upon each click, exactly one quantum within

42Note that experiments such as [15] involving a rotating Mössbauer detector would not
constitute tests of the validity of equation (20), since the detector is not moving towards the
source in these experiments, but is instead rotating around the source.

43We are of course not suggesting that photons necessarily traverse a single path, but
rather, suggesting that our model is necessarily incomplete, and that perhaps another model
like Quantum Mechanics could explain single photon interference in conjunction with the
model of time-dilation that we present herein.

44We discuss wave interference in Section 3.8 below.
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a photon will become active, which will cause each quantum, and therefore each
wavefront, within the entire photon to change positions. The amount of dis-
placement and direction of motion will be determined by the displacement and
direction coded for by the active quantum, which will be the same for all quanta
within the photon. Because the notion of a cluster makes use of discrete graphs,
it does not matter for this purpose that the photon is a “horizontal” particle, or
that the quanta are separated by what could be substantial distances. However,
because we allow for the possibility of a single quantum in isolation to be ejected
by an atom, we assume that the first quantum within a photon is the “central”
quantum of the photon. For example, in Figure 5, the quantum labeled ft

p

would be the central quantum of the photon.
Note that because E

0

= h

t

p

, it follows that if � > ct
p

, then hc

�

< E
0

. As such,

because we assume that E
0

is the minimum energy of any particle, it follows
that we would view quanta separated by a distance of greater than ct

p

meters as
discrete particles, as opposed to a single photon. Thus, as a theoretical matter,
we can view a single quantum of kinetic energy in isolation as a photon with
an infinite wavelength, since there is no “next” quantum in that case. That
is, t

s

= 1, and as such, E
0

t

p

t

s

= 0. This is consistent with Planck’s equation,
which would give an energy of 0 for a photon with a wavelength of � = 1.
Nonetheless, the energy of that single quantum is simply E

0

. While it might
seem odd that a single quantum in isolation, which has a definite non-zero energy
of E

0

, would produce a zero energy when viewed as a photon, it is consistent
with our interpretation of a photon as an amount of energy incident at a single
point over a period of t

p

seconds. Thus, if the distance between the quanta
ejected by the source is greater than ct

p

, then the number of quanta that are
incident upon a single point every t

p

seconds will be less than 1. If there is
no “next” quantum, then the number of quanta incident upon a single point
per t

p

seconds is 0, which is distinguishable, for example, from a source that
ejects 1 quanta every t

p

seconds, which would have a wavelength of exactly ct
p

,
and an energy of exactly E

0

. If this model of the photon is correct, and t
p

is
not an immeasurably small interval of time, then t

p

could serve as a measure
of absolute time. Finally, this implies that Planck’s constant h is equal to the
product of the minimum energy E

0

, multiplied by the amount of time it takes
for the energy of a single photon to be incident upon a single point in space, t

p

.

3.6 Matter as a Wave

As noted in Section 3.1 above, if m is the mass of a stationary elementary
particle, then the number of quanta within the particle is given by E

E0
= t

p

mc

2

h

.
In the case of a photon, the number of quanta is given by t

p

f . If we assume
that the particle is a “horizontal” particle with a length of t

p

c, then we can

view f
c

= mc

2

h

, which has units of 1

seconds

, as the “frequency” of the particle.
Note that f

c

= c

�

c

, where �
c

= h

mc

is the Compton wavelength of the particle.
Thus, we can view �

c

as the actual distance between mass quanta within the
particle. Under this view, a stationary elementary particle would consist of
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a discrete series of standing wavefronts, each separated by a length of �
c

. If
the particle has some velocity, then we assume that the kinetic quanta in that
case would not generate wavefronts, but would instead be “attached” to the
mass quanta within the particle, driving its motion. Thus, the wavelength of
a particle with mass does not change as a result of a change in its kinetic
energy. As noted above, this view of an elementary particle as a discrete series
of wavefronts would not explain single particle interference. Thus, our model
is not in any way a substitute for quantum mechanics. Rather, our model
allows all elementary particles to be described in terms of a discrete series of
wavefronts. Interestingly, it also shows that the Compton wavelength is not
necessarily a product of quantum mechanics, but can viewed as the wavelength
of a quasi-classical particle that consists of a discrete series of wavefronts.

Now imagine that the particle is traveling with a velocity of v. It follows
that the rate per second at which the mass quanta within the particle will
be incident upon a single point in space is given by f

v

= 1

t

v

= v

�

c

, where t
v

is the time between mass quanta, and �
c

is the Compton wavelength of the
particle, which we view as the actual distance between the mass quanta within
the particle. Note that f

v

= mcv

h

, which is also c

�

v

, where �
v

= h

mv

is the
de Broglie wavelength of the particle. It follows that the amount of energy
contained within the mass quanta that will be incident upon a single point in
space over a period of t

p

seconds is given by E = E
0

t
p

f
v

= mcv. If we assume
that v = c, it follows that E = mc2, and f

v

= f
c

. Thus, we can interpret
Einstein’s equation E = mc2 as the amount of energy contained within the
mass quanta that will be incident upon a single point in space over a period
of t

p

seconds, assuming the particle has a velocity of c.45 This is the same
amount of energy that would be incident upon a single point in space if all mass
quanta within the particle transitioned from a mass state to a kinetic state, and
formed a single photon. In that case, the wavelength of the resultant photon
would equal the Compton wavelength of the particle, since both particles would
contain the same number of quanta, and both particles would be horizontal
particles with a length of ct

p

. Note that this also follows from assuming that
hc

�

= mc2.
Finally, note that the classical momentum of the particle is given by ⇢ =

f
v

h

c

= mv. Generalizing upon this observation, it follows that the momentum
of a photon is given by f h

c

= h

�

, which is in fact the momentum of a photon.
Thus, the classical momentum of a particle is proportional to an amount of
energy contained within the particle that is incident upon a single point in
space over an interval of t

p

seconds. In contrast, the special theory of relativity
would express the momentum of a particle as �mv. Note that each cluster within
the particle has an energy of E

0

(1 + E

K

E

M

). That is, each cluster consists of one
quantum of mass energy, and the cluster’s share of the total kinetic energy of
the particle. If we assume that the kinetic quanta within each cluster occupy
the same point in space occupied by the central mass quantum, then the total

45Though presented as a hypothetical, as noted in Section 3.3 above, it is possible in our
model for a particle with mass to have a velocity of c.
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energy incident upon a single point in space over a period of t
p

seconds is given
by E = E

0

t
p

f
v

(1 + E

K

E

M

) = �mcv. As such, the momentum of an elementary
particle, as expressed in the special theory of relativity, is proportional to the
total amount of energy within the particle that is incident upon a single point in
space over an interval of t

p

seconds. Because � = 1 for a photon,46 it follows that
the momentum of a photon is the same in either case. This notion of momentum,
as proportional to an amount of energy incident upon a single point in space over
a period of t

p

seconds, implies that an elementary particle must have a finite
wavelength in order for the particle to have momentum or mass. However, we
can still define the momentum and mass of a single quantum in isolation, by
viewing a single quantum in isolation as a particle itself, even though a single
quantum, as a technical matter, has an infinite wavelength. The momentum of
a single quantum in a mass state is zero, simply because a single quantum in a
mass state has a velocity of zero, and will therefore never be incident upon any
point in space other than its position. In contrast, the momentum of a single
quantum in a kinetic state is given by h

ct

p

, which is proportional to the total

amount of energy that will be incident upon any point in space along its path.
The mass of a single quantum in a mass state is given by h

t

p

c

2 , which follows

from the equation E = mc2. We assume that the mass of a single quantum
in a kinetic state is zero. Finally, note that assuming that v = c implies that
E = �mc2.

3.7 The Photoelectric E↵ect

Our description of the structure of a photon in Section 3.5 above is consistent
with the photoelectric e↵ect, since the number of photons ejected by a source
will of course not impact the amount of energy contained within the individ-
ual photons ejected by the source. However, since we view the photon as a
horizontal particle, we would interpret the threshold frequency of a material
as the minimum rate at which energy must be incident upon a single point on
the surface of the material in order to cause electrons to be ejected from the
material. As such, it is the frequency of a source, and not its luminosity, that
will determine whether or not electrons are ejected by a material when light
from the source is incident upon the surface of the material. Thus, if light from
a source with a frequency greater than or equal to the threshold frequency of
a material is incident upon the material, then electrons will be ejected by the
material.47

46Although the equation E

T

E

M

is undefined for a photon, there are no internal processes or

machinations within a photon, other than the movement of the photon itself, which occurs
uniformly upon each click. Moreover, we assume that the quanta within a photon are all
arranged horizontally, and thus, exactly one quantum is incident upon a given point in space
along its path at all times.

47Though we clearly have not presented any meaningful analysis of the dynamics of electrons
within a material subject to incident light, we note that it is not necessarily the case that
the threshold frequency of a material would be impacted by time-dilation, at least within
our model, since only those interactions that are a↵ected by the presence of kinetic energy
would be a↵ected by time-dilation. Though due to distinct processes in the nucleus of an
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3.8 Wave Interference With Quantized Energy

Because we assume that energy is quantized, we cannot allow for wave inter-
ference to reduce the energy of a wavefront to below E

0

, or cause a transfer
of energy that is not an integer multiple of E

0

. Instead, we assume that wave
interference reduces the probability that the quanta generating two interfering
waves will interact with a given system or particle, but does not change the
energy contained in each wavefront, which we assume to be E

0

. For example,
consider a series of wavefronts that pass through a point in space, and assume
that if a particle were present at that point in space, then the probability of an
interaction between a single quantum generating a wavefront and the particle
is p

1

. That is, if a particle is stationary at a point in space though which the
wave passes, then each time a wavefront crosses that point, the probability of
an interaction between any such wavefront and the particle is p

1

. Now assume
that there is a second wave that also passes through that same point, and that
in the absence of the first wave, the probability of an interaction between any
given wavefront in the second wave and the particle would be p

2

.

p1

p2

Figure 6: Two waves interfering at a point.

If the two waves perfectly destructively interfere, then we assume that the
probability that either wave will interact with a particle at the point of interfer-

atom, the resonance absorption frequency of a Mössbauer absorber, which, as demonstrated
by experiments such as [15], is known to be a↵ected by time-dilation. That the resonance
absorption frequency of an atom is impacted by time-dilation suggests that time-dilation can
a↵ect the rate at which the internal processes of an atom occur, in turn a↵ecting the amount
of energy that is required to achieve certain results. In the case of a Mössbauer absorber, the
amount of energy required to achieve resonance absorption is decreased due to time-dilation.
Though we are unable to find any direct experimental tests of whether the photoelectric e↵ect
is impacted by time-dilation, there is evidence that the amount of time between the incidence
of light upon an atom and the ejection of electrons from the atom is dependent upon the
orbital energies of the ejected electrons [19].
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ence is zero. Similarly, if the two waves perfectly constructively interfere, then
we assume that the probability that the first wave will interact with a particle
at the point of interference is p

1

, and the probability that the second wave will
interact with a particle at the point of interference is p

2

. That is, if the two
waves perfectly constructively interfere, then we assume that the probabilities
of interaction remain unchanged at the point of interference. If the two waves
partially interfere with each other, then we assume that the probabilities of
interaction will be reduced, but greater than zero. In each case, any such in-
teraction will involve an integer number of quanta, and the transference of an
amount of energy that is an integer multiple of E

0

, though the expected energy
involved in each such interaction could of course be any real number.

4 Time-Dilation Due to Gravity

4.1 Gravitational Quanta

Consider a single quantum in true isolation that is in a mass state. It follows
that a completely empty vacuum extends in every direction from the point in
space occupied by the mass quantum. We assume that upon each click, the
mass quantum emits a single quantum of energy in each direction of motion,48

each of which we call a gravitational quantum.

ct0
m

Figure 7: The gravitational field of a single mass quantum.

We assume that each such quantum travels in a fixed direction of motion,
and at a fixed velocity of c, neither of which changes over time, in the absence of
an interaction with another system or particle.49 Further, we assume that the

48Recall that we assumed that direction of motion is quantized. However, we assume that
K is so large that direction of motion can be treated as e↵ectively continuous.

49We assume that gravitational quanta are emitted upon each click in order to allow for the
possibility that a gravitational quantum passes through a given point in space upon each click.
We assume that gravitational quanta travel at a velocity of c given experimental evidence that
the speed of gravity is approximately c [1].
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gravitational quanta emitted by the mass quantum “power” the gravitational
field generated by the single mass quantum, by interacting with other systems
and particles. Along any line emanating from the single mass quantum, we can
view the gravitational quanta emitted by the mass quantum as generating a
series of wavefronts, each separated by a distance of ct

0

.

m1 m2`

Figure 8: The gravitational field of two mass quanta.

Now consider a system S comprised of two otherwise isolated quanta of en-
ergy, both in a mass state, separated by a distance of `.50 Because each quantum
is in a mass state, we assume that each quantum will emit gravitational quanta
upon each click. Because the two streams of gravitational wavefronts emitted
by S are separated by some distance `, they will interfere with each other, both
constructively and destructively, at di↵erent points in space, depending upon `,
thereby altering the probabilities of an interaction occurring at di↵erent points.
Further, we assume that, upon any given click, the gravitational quanta emitted
by S can interact with the individual clusters within a particle. If an interac-
tion occurs between a given gravitational quantum and a given cluster, then we
assume that no quanta within the cluster will be active upon that click. That
is, the interaction between the gravitational field and the cluster occurs upon a
given click in lieu of any quanta within the cluster becoming active. Therefore,
if a particle interacts with a gravitational field, it will experience time-dilation.

Now consider a point in space that is at a distance of r from the center of
mass of a system S with a mass of M . Let p

G

(r) denote the probability of an
interaction between the gravitational field emitted by S and a cluster that is
within a particle located at that point.51 This probability will account for any
interference that might occur between the gravitational wavefronts emitted by
S at that point in space. Assume for simplicity that the particle in question has
no kinetic energy. In this case, a given mass quantum within the particle will

50For simplicity, we assume that their positions are fixed, and thus, ignore any gravitational
force of attraction between the two quanta.

51For simplicity, we treat the particle as a point particle, and as such, treat all clusters
within the particle as located at a single point in space.
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M

r

pG(r)

Figure 9: The gravitational field of a system with a mass of M .

be active so long as it does not interact with the gravitational field. It follows
that the probability that the mass quantum within a given cluster within the
particle is active upon any given click is simply 1 � p

G

(r). If we again view
the mass quanta of the particle as the “clock” of the particle, it follows that
if t̄ is the amount of absolute time that has elapsed, then the amount of time
that has elapsed as measured by the particle is t = ¯

t

1�p

G

(r)

.52 If we assume

that 1 � p
G

(r) =
q
1� 2GM

rc

2 , where G is the gravitational constant, then our

model will be consistent with the general theory of relativity’s prediction for
the amount of time-dilation that will occur within the particle. That is, we can

view p
G

(r) = 1�
q
1� 2GM

rc

2 as the probability of an interaction upon any given

click between the gravitational field and a cluster within a particle that is at
a distance of r from the mass generating the field, that takes into account all
interference between the gravitational wavefronts.53

Though we assume gravitational quanta are emitted upon each click by each
of the mass quanta within a system, we allow for interference between the in-
dividual gravitational wavefronts, which, as noted above, will ultimately deter-
mine the probability of an interaction between the resultant gravitational field
and a particle at a particular point in space. Thus, regardless of the actual
number of gravitational quanta that cross a given point in space per second,
the expected number of interactions per second between a gravitational field
and a particle at a particular point in space is given by p

G

(r)

t0
. As such, we can

interpret f
G

= p

G

(r)

t0
as the frequency of the gravitational field at a distance

52Because we have assumed the particle is stationary, with no kinetic energy, this would
again imply a binomial distribution, where the probability of “success” is 1 � p

G

(r), which
in turn implies that the total expected number of active mass quanta after k clicks is k(1 �
p
G

(r))N
M

, where N
M

is the number of mass quanta within the particle. If we assume that

k(1� p
G

)N
M

= k̄N
M

, then k = k̄

1�p

G

(r) . Multiplying by t0, we obtain the equation above.
53For simplicity, we are assuming that the system generates a gravitational field that is

identical at all points at a distance of r from its center of mass. This may not always be the
case, and will instead depend upon the distribution of mass quanta within the system, which,
as a practical matter, will depend upon the distribution of its mass.
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of r from its center of mass, since it is by definition the expected number of
interactions per second between the gravitational field and a particle that is at
a distance of r from its center of mass. We can, therefore, also consider the
wavelength of the gravitational field at a point in space, given by �

G

= ct0
p

G

(r)

.

4.2 Potential Energy and the Conservation of Energy

Obviously, the emission of an e↵ectively unlimited number of quanta from a
single quantum does not conserve energy. However, fields by their very nature
do not conserve energy, in the sense that systems can accelerate “for free” if they
interact with a field. We can argue that the concept of potential energy allows
for the conservation of total energy, even in the presence of fields that cause
acceleration, but this begs the question of where the potential energy came from
in the first instance. For example, two particles with mass that have no kinetic
energy will accumulate kinetic energy if they are brought into proximity with
each other due to gravitational attraction. These interactions cause the particles
to have kinetic energy that did not exist beforehand. As such, the bottom line
is that fields, such as gravitational fields, can act as net contributors of energy
to the systems with which they interact. As a consequence, fields, by their very
nature, do not conserve energy, but are instead a free source of energy for the
systems and particles with which they interact.

Moreover, throughout this paper, we have disregarded the potential energy
of systems and particles. This is because the potential energy of a system, in
our model, plays no role in time-dilation, as we do not view potential energy
as an amount of energy that is physically contained within a system. This
view follows from the fact that mass energy generates a gravitational field that
can be measured, and kinetic energy generates motion that can be measured,
whereas the potential energy of a system generates no measurable e↵ects at all.
As such, we view the potential energy of a system or particle as an amount of
energy that potentially could be contained in the system at some future time,
assuming some future state of a↵airs. For example, a book on a shelf near the
surface of the Earth is generally presumed to have potential energy due to the
gravitational field of the Earth. Instead, we view the book as being constantly
bombarded by gravitational quanta that have a certain probability of interacting
with the book. This is distinct from the potential energy of the book, which we
view as an amount of kinetic energy the book would have if it were to fall from
the shelf. That is, the realization of potential energy requires the realization of
some future state of a system that is di↵erent from its present state. This is
in contrast to the kinetic energy and mass energy of a system, which is always
measurably manifested in the present state of the system. Thus, by its nature,
potential energy is not an amount of energy that is contained within the present
state of a system. Returning to our example, if the book falls o↵ the shelf, then
we would argue that the book accumulates kinetic energy during its fall through
its interactions with the gravitational quanta emitted by the Earth, as opposed
to assuming that some quantity of potential energy that was always present in
the book is converted into kinetic energy.
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Similarly, if we were to instead throw the book upwards into the air, even-
tually it will reach a point where its velocity is zero, before falling back to the
ground. We view the gradual reduction in the book’s upward velocity as a re-
sult of the gravitational quanta interacting with the book, stripping the book
of kinetic energy, and absorbing that kinetic energy, until the book completely
stops moving, at which point the book begins to absorb gravitational quanta,
causing it to fall. As a general matter, when a system loses kinetic energy
in a gravitational field, we assume that the kinetic energy lost by the system
becomes “attached” to the gravitational quanta within the field. In contrast,
when a system gains kinetic energy in a gravitational field, we assume that the
gravitational quanta become “attached” to the system. This is consistent with
the fact that photons are “blue-shifted” as they fall into gravitational fields, and
“red-shifted” as they escape gravitational fields.54

4.2.1 Rotational Kinetic Energy and Time-Dilation

We note that a rotating system traveling at a velocity of v should experience
more time-dilation than an otherwise identical system traveling at a velocity of
v in a straight line, since the rotational motion of the former system implies the
repeated occurrence of interactions that change the direction of motion of the
system, which we assume to cause additional time-dilation.

5 Inertial Frames and the Velocity of Light

5.1 Inertial Frames

We assume that a single quantum of mass energy in isolation would not just
appear to be stationary, but rather, would in fact be stationary, since it has no
kinetic energy with which it can move. As such, we can define a truly stationary
coordinate system by reference to a set of orthogonal vectors whose distances
from a single mass quantum are fixed. We call any such coordinate system
an absolute coordinate system. The absolute distance between any two
points, measured in meters, can then be determined by reference to any absolute
coordinate system, and thus, we assume that the absolute distance between any
two points is equal in all absolute coordinate systems. We define the change
in absolute time as the number of clicks that have elapsed multiplied by t

0

,
which we assume to be equal to the change in time reported by any zero energy
clock over that same number of clicks. We define absolute displacement as

54Though we have not presented a fulsome theory of gravity, there is nothing in our model
that would require the curvature of space in order to have photons travel along a curved path.
That is, there is nothing in our model that prevents the energy of a photon from being a↵ected
by forces such as gravity. Moreover, the simple phenomena of reflection and dispersion unam-
biguously demonstrate that the path of a light wave can be a↵ected through interactions. It
would therefore be perfectly consistent with our model to assume that a light wave repeatedly
interacts with a gravitational field, thereby giving the wave the overall appearance of a curved
path, when that path is actually the result of a discrete set of interactions that incrementally
alter the path of the wave, much like a series of extremely small mirrors.
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the absolute distance between the initial and final positions of a system over
some interval of absolute time. We define absolute velocity as the ratio of the
absolute displacement of a system over a given interval of absolute time divided
by the length of the interval of time.

We define a zero energy inertial frame as any set of systems whose
positions are constant in an absolute coordinate system. In general, we define an
inertial frame as any set of systems whose absolute distances from each other
are constant. We define the velocity of an inertial frame as the absolute
velocity of any system within the inertial frame, which will be equal for all
such systems. Thus, we can define a coordinate system by reference to a set
of orthogonal vectors whose absolute distances from any system within a given
inertial frame are constant. We call any such coordinate system an inertial

coordinate system. We assume that the distance between any two points
in a given inertial coordinate system is equal to the absolute distance between
those two points. Thus, we reject the notion of length contraction implied by
the special theory of relativity. However, we do not assume that measurements
of displacement are constant in all inertial frames. Rather, in general, we define
displacement as the distance, measured in meters, between the initial and
final positions of a system in some inertial coordinate system over some interval
of time, which we define as the change in time reported by a clock within
the applicable inertial frame. Finally, we define velocity as the ratio of the
displacement of a system over a given interval of time divided by the length of
the interval of time.

Consider a simple example of a bus traveling with a constant absolute ve-
locity of v meters per second. All seated passengers on the bus are part of
the same inertial frame that includes the bus itself, and all other objects that
are traveling at the same absolute velocity as the bus, which, therefore, appear
stationary relative to the bus. However, if a passenger runs from one end of the
bus to the other, that passenger is not part of the inertial frame of the bus for
so long as the passenger is running, and is instead an object whose velocity can
be measured from within the inertial frame of the bus. Assume that the bus is
12 meters long, that the bus is traveling forwards, and that the passenger runs
from the rear of the bus to the front of the bus in 5 seconds of absolute time.
Because we assume measurements of distance are uniform in all inertial frames,
the length of the bus is uniform in both the inertial frame of the bus and any
zero energy inertial frame. However, the displacement of the running passenger
is not uniform in all inertial frames. Specifically, the displacement of the run-
ning passenger as measured from the inertial frame of the bus is 12 meters. In
contrast, the absolute displacement of the running passenger is 5v + 12 meters.
Similarly, the amount of time that has elapsed is also not uniform across all
inertial frames. Specifically, the absolute change in time is t̄ = 5 seconds, but a
clock on the bus will report a change in time of t = 5

�

seconds. Thus, the abso-

lute velocity of the passenger is 5v+12

5

meters per second, whereas the velocity
of the passenger as measured from within the inertial frame of the bus is � 12

5

meters per second.
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Now assume that the passenger runs from the front of the bus to the back of
the bus in 5 seconds. The absolute velocity of the passenger is therefore 5v�12

5

meters per second, whereas the velocity of the passenger as measured in the
inertial frame of the bus is again given by � 12

5

. We assume that the reason
the absolute velocity of the passenger is less than v while running is because
the kinetic energy of the passenger decreases as the passenger runs from the
front of the bus to the back of the bus. Because we assume that total energy
is conserved, we assume that the kinetic energy lost by the passenger is gained
by the bus. However, because the bus has a very large mass compared to the
passenger, the impact of this additional kinetic energy on the velocity of the
bus is negligible.

5.2 Measuring the Velocity of Light

In some sense, the measurements made in the inertial frame of the bus are simply
incorrect, since they are based upon limited information. That said, historically,
it has generally been assumed to be impossible for an observer to determine their
absolute velocity. This assumption is not specific to the special theory of rela-
tivity, and in fact dates back to at least as early as 1632, when Galileo asserted
that all motion is relative [11]. However, because of our model of energy, all
motion is by definition absolute, since it is always driven by the prescence of
some definite number of kinetic quanta, even though measurements of displace-
ment and time are not uniform across all inertial frames. Because our model
implies a constant, and universal absolute velocity of light, but nonetheless al-
lows for time-dilation and non-uniform measurements of displacement within
inertial frames, we argue below that it is possible for an observer to determine
their absolute velocity by measuring the velocity of light using a clock within
the observer’s inertial frame. Thus, our model implies that the measured ve-
locity of light is not uniform in every inertial frame, though our model implies
that the absolute velocity of light is always exactly c. This initially appears
contrary to over a century’s worth of experimental evidence demonstrating that
the measured velocity of light is always extremely close to the exact value of
c [10]. However, even though high precision measurements of the velocity of
light on the surface of the Earth show little deviation from the exact value of
c, these results simply imply that the measured deviations are small enough
to disregard in the absence of a deliberate e↵ort to search for the predictable,
minute deviations we discuss below.

As discussed above, our model of the photon necessarily implies that the
absolute velocity of a photon is constant regardless of the velocity of its source.
Thus, a photon will always have an absolute velocity of c, regardless of the
velocity of its source. However, we also assume that the direction of motion of
a photon is independent of the velocity of its source.

Assumption 5.1. If a source ejects photons at an angle of ✓ relative to some
absolute coordinate system when stationary, then that source will eject photons
at an angle of ✓ relative to that same absolute coordinate system when moving
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in any direction at any velocity.

As such, we assume that a source will always eject photons at the same
angles, regardless of the velocity of the source.55 Thus, a photon does not
participate in the velocity of its source in any manner whatsoever, but is instead
ejected at a constant velocity and in a direction that does not depend upon the
direction of the motion of its source. For example, assume that an observer is
part of an inertial frame with a velocity of v. Further, assume that the observer
has an apparatus that consists of a clock, a light source, a mirror, and a detector
located within the source, as set forth in Figure 10. Thus, the apparatus can
measure the two-way velocity of light in that inertial frame. Further, assume
that the distance from the source to the mirror is L, and thus, the round-trip
displacement of a photon through the apparatus as measured within the inertial
frame is 2L. As noted above, we assume that the distance between the source
and the mirror is uniform in all inertial frames, whereas the displacement of the
photon over a round-trip, and the amount of time it takes for the photon to
complete a round-trip, are not uniform in all inertial frames.

L

Source / Detector

Mirror

v
y

v
x

v
z

Figure 10: A light source with a detector.

Thus, the velocity of light as measured in a given inertial frame is not uniform
across all inertial frames. Specifically, assume that the velocity of the inertial
frame is v = ||(v

x

, v
y

, v
z

)||, where v
x

is the velocity of the inertial frame in
the direction parallel to the line that connects the surface of the source to the
surface of the mirror. It follows that the absolute displacement of the photon
as it travels from the source to the mirror is L+ t̄

1

v
x

, where t̄
1

is the absolute
time it takes for the photon to travel from the source to the mirror. That is,
Assumption 4.1 implies that the velocity of the inertial frame in the y and z
directions simply changes the location that the photon is incident upon the
mirror and the detector, and does not alter the absolute displacement of the
photon. Since the absolute velocity of light is c, it follows that the absolute
displacement of the photon is also given by ct̄

1

= L+ t̄
1

v
x

, and thus t̄
1

= L

c�v

x

.
Similarly, the absolute displacement of the photon over the return path from
the mirror back to the source is L� v

x

t̄
2

, and thus, t̄
2

= L

c+v

x

. Thus, the total

55We are assuming that the orientation of the source does not change as a result of its
velocity. Further, note that we are of course not suggesting that aberration will not occur,
though we do not address aberration in this article. Rather, we are assuming that the angle
at which a photon is ejected is completely independent of the motion of its source.

45



absolute time and absolute displacement over a round-trip are, respectively,
given by,

t̄ = L(
1

c� v
x

+
1

c+ v
x

), (21)

and,

d̄ = 2L+ Lv
x

(
1

c� v
x

� 1

c+ v
x

). (22)

As such, the absolute velocity over the round-trip is simply c. In contrast,
the round-trip displacement as measured within the inertial frame is 2L, and
the total change in time as measured within the inertial frame is t = ¯

t

�

. Note
that � is a function of the kinetic energy of the apparatus, which, as discussed
in Section 3.4 above, cannot be determined by reference to the absolute velocity
of the apparatus alone, without making additional assumptions about the value
of µ. In contrast, the absolute displacement d̄ is a function of only the absolute
velocity of the apparatus in the x direction. Thus, the velocity of light, as
measured within in the inertial frame using the apparatus set forth in Figure
10, is given by,

c
v

= �(c� v2
x

c
). (23)

Now assume that we rotate the apparatus. It follows that v
x

, which is a
measure of absolute velocity, will increase or decrease, and thus, our model
implies that the velocity of light is not necessarily independent of the direction
in which it is measured. However, note that equation (23) is specific to two-way
measurements of the velocity of light using an apparatus of the type set forth
in Figure 10, and thus, our model could imply di↵erent predicted variations
from the exact value of c using other methods of measuring the velocity of
light.56 Experiments have shown that it is possible for a moving clock to run
slower than a clock that is stationary relative to the surface of the Earth (see
[13]), and thus, the absolute velocity of the Earth cannot be 0.57 However, it
could be the case that the absolute velocity of the Earth is substantially less
than its orbital velocity around the Sun. For example, if we assume that we
can reliably measure displacements of one nanometer (10�9m),58 and we assume
that L = 1 meter, then in order for the di↵erence in displacement given by d̄�2L
to be ignored or undetected, it follows that v

x

must be less than approximately
6703.56 meters per second. While substantially less than the orbital velocity of
the Earth, which is roughly 30, 000 meters per second, it is approximately 14.57

56See [10] for examples of other methods of measuring the velocity of light.
57If that were the case, then any clock on the surface of the Earth would constitute a zero

energy clock
58For example, an interferometer could be used to measure displacements on this scale.

However, there could be other methods that are even better suited for measuring minute
deviations from the exact value of c (see [10] generally). We have chosen an apparatus of the
type in Figure 10 for purposes of illustration because of its simplicity.
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times greater than the rotational velocity of the Earth, which is approximately
460 meters per second.

Now assume that we repeatedly rotate the apparatus, measuring the value
of c

v

in each such orientation. Because the kinetic energy of the apparatus will
not depend upon its orientation, it follows that � will be constant in any given
inertial frame, regardless of the orientation of the apparatus. Further, if we find
some orientation for which our measurement of c

v

is minimized, then equation
(23) implies that we have in that case pointed the apparatus in a direction that
maximizes v

x

, which must be the actual direction of motion of the inertial frame.
If we assume that � = 1q

1� v̄

2

c

2

, where v̄ is the absolute velocity of the inertial

frame, then in that case v
x

= v̄.59 In short, we can rotate the apparatus, and
eventually find some orientation which minimizes c

v

, our measured velocity of
light, and because v̄ does not depend upon the orientation of the apparatus, in
that case, equation (23) implies that v

x

= v̄. Thus, we can in that case solve
for the absolute velocity of our inertial frame, which will be,

v̄ =
p
c2 � c2

v

. (24)

Further, recall that time as measured within any inertial frame is given by
t = ¯

t

�

. Since we can measure v̄ by maximizing v
x

, and thereby derive �, then
for any change in time t measured within an inertial frame, we can solve for the
absolute change in time t̄ = t�.60

6 A Discrete Model of an Infinite Universe

In this section, we examine the consequences of assuming that time, and the
amount of energy in the universe, are infinite. We do so by applying concepts
from set theory and graph theory to physical systems.

6.1 Infinite Sets

The concept of infinity was poorly understood until the work of German math-
ematician Georg Cantor, who provided a rigorous, mathematical concept of
infinity. The core insight of his work was to define scale by reference to ab-
stract mathematical functions, rather than make use of a physically intuitive
concept of scale determined by measurement or counting. Consider two sets,
A = {a

1

, . . . , a
n

} and B = {b
1

, . . . , b
m

}. We define the cardinality of the set
A as the number of elements within the set, denoted |A| = n. Now assume that
there is a function f , such that for all a

i

2 A, there exists exactly one b
i

such
that f(a

i

) = b
i

, and for all a
i

, a
k

2 A, f(a
i

) 6= f(a
k

). As such, every element

59For simplicity, we are ignoring any time-dilation due to gravity.
60The results presented thus far in this paper, if true, would clearly have significant con-

sequences for other areas of physics, particularly theories of electrostatic charge and electro-
magnetism. We concede that a proper treatment of these topics would require a significant
undertaking, and thus, we view these topics as beyond the scope of this paper.
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of A is associated with exactly one unique element of B, and therefore, it must
be the case that |A|  |B|. Now assume that there is a function g such that
for all b

i

2 B, there exists exactly one a
i

such that g(b
i

) = a
i

, and for all b
i

, b
k

,
g(b

i

) 6= g(b
k

). It follows that |B|  |A|, and therefore, |A| = |B|. The functions
f and g together constitute a one-to-one correspondence between the sets
A and B. Thus, in general, given any two sets A and B, if there is a one-to-one
correspondence between A and B, then |A| = |B|.

Note that the existence of f and g together imply that A and B contain
the same number of elements, regardless of the number of elements in A and
B. Using this insight, Cantor demonstrated that the cardinalities of infinite
sets could be compared using functions of this type. For example, consider
the set of natural numbers N, and a finite subset of the natural numbers A =
{1, 2, . . . ,m} ⇢ N. We can construct a function f that maps each element of A
to a unique element of N by simply assuming that f(a) = a, for all a 2 A. As
such, whatever the cardinality of N might be, it must be the case that |A|  |N|.
Similarly, we can show that there is no analogous function from N to A. Let
C be a subset of N such that |C| = m + 1. As such, |A| < |C|. Since C is a
subset of N, it follows that |C|  |N|. Thus, |A| < |N|, and therefore, there is
no function that maps each element of N to a unique element of A.

We define a set A as countable if there is a one-to-one correspondence
between A and N. The intuition for the label “countable” comes from the fact
that the elements of any countable set can be enumerated, since, by definition,
there is a mapping from that set to the natural numbers {1, 2, 3, . . .}. For
example, let A = {2, 4, 6, . . .} be the set of all even numbers, let f be the
function f(n) = n

2

, and let g be the function g(n) = 2n. As such, f maps each
element of A to a unique element of N. Similarly, g maps each element of N
to a unique element of A. As such, together, f and g constitute a one-to-one
correspondence between A and N. Therefore, it must be the case that |A| = |N|.
Note that A ⇢ N, yet at the same time, they are “the same size”, and thus, A
is a countable set. Similar arguments apply to all infinite subsets of the natural
numbers, all of which are countable. In his seminal work [6], Cantor began his
paper by showing that the algebraic real numbers61 are also countable. Thus,
we might be tempted to say that there is one “size” of infinite set, given by |N|,
and that all infinite sets are countable. However, Cantor showed that there is no
one-to-one correspondence between the real numbers and the natural numbers,
and thus, not all infinite sets have the same cardinality. The method of proof
Cantor presented in [6] is known as “diagonalization”, which we now summarize.

Let R denote the set of all real numbers, and let A be the set of all real
numbers in the interval (0, 1). Note that every r 2 A can be expressed as a
decimal number of the form r = 0.x

1

x
2

x
3

x
4

· · · , where each x
i

is an integer
from 0 to 9. If we assume that A is countable, then we can assign each r 2 A
an integer i 2 N. Let x

i,j

denote the j-th digit of r
i

2 A. For example, x
1,2

is
the second digit of r

1

. As such, we can arrange the elements of A as follows:

61The algebraic real numbers are the set of all real number solutions to polynomial equations
of the form a

n

xn + a
n�1xn�1 + . . .+ a0, where each a

i

is an integer.
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r
1

= 0.x
1,1

x
1,2

x
1,3

x
1,4

· · ·
r
2

= 0.x
2,1

x
2,2

x
2,3

x
2,4

· · ·
r
3

= 0.x
3,1

x
3,2

x
3,3

x
3,4

· · ·
r
4

= 0.x
4,1

x
4,2

x
4,3

x
4,4

· · ·
. .
. .
. .

We define r̂ = 0.x
1

x
2

x
3

· · · as any real number in the interval (0, 1) for
which x

i

6= x
i,i

for all i 2 N. That is, r̂ can be any real number between 0 and
1 so long as the i-th digit of r̂ is not equal to the digit that appears along the
diagonal in the enumeration of A above. For example, for any given r̂, the 3rd
digit of r̂ cannot be equal to x

3,3

above. Note that our definition of r̂ precludes
any given r̂ from being included in the enumeration of A above. For example,
assume that r

j

= r̂. The j-th digit of r
j

is x
j,j

, and thus, the j-th digit of r̂ is
x
j,j

, which contradicts our assumption that x
j

6= x
j,j

. Because this would be
the case regardless of our chosen enumeration, it follows that it is not possible
for any r̂ to appear in any enumeration of the elements of A. However, every r̂
is a real number of the form 0.x

1

x
2

x
3

x
4

. . ., and thus, every r̂ is a real number
in the interval (0, 1). This leads to a contradiction, since A consists of all real
numbers in the interval (0, 1). It follows that it is not possible to enumerate
all real numbers in the interval (0, 1), which implies that there is no function
mapping each element of A to a unique element of N. Therefore, |N| < |A|.
Since A ⇢ R, it follows that |N| < |R|. Note that it can be shown that |A| = |R|
[6].

Cantor’s work was initially poorly received, perhaps in part because it leads
to such remarkable and counterintuitive conclusions. Nonetheless, his work con-
stituted the first rigorous treatment of the peculiar properties of the real num-
bers, and paved the way for others to eventually axiomatize all of mathematics.
Cantor’s work also played a critical role in defining the boundaries of mathe-
matical logic and computer theory, with deep connections to both Kurt Godel’s
incompleteness theorem, and Turing’s concept of a non-computable function.
For example, every finite binary string corresponds to a unique integer, and
every integer corresponds to a unique finite binary string. As such, the set of
all finite binary strings is countable. Thus, the set of all finite inputs to a UTM
is countable. In contrast, the reals are uncountable, and as such, there must
be real numbers that cannot be calculated by a UTM.62 As a general matter,
Cantor’s work on infinite sets was the starting point for entire disciplines that
ultimately cut through to the very nature of mathematics, computation, and
knowledge itself. For purposes of this paper, we aim to give physical meaning
to Cantor’s work, by showing below that Cantor’s concepts of infinity can be
used to model both time, and the amount of energy in an infinite universe.

62These numbers are are known as “non-computable numbers”.
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6.2 Counting the Number of States of the Universe

We can define the energy of the universe as a whole as the set of all quanta of
energy. While this may seem too curt a definition for such a sweeping concept, so
long as we accept that there is no energy outside of the universe, this definition
is a practical one, since it includes the energy of every system within the entire
universe. We call the set of all such quanta U .63 Because we assume that
energy is conserved, it must be the case that |U | is constant over time.64 That
is, because energy is conserved, the quanta of energy within the universe at a
given moment in time will always be present in the universe, though they may
of course change states and positions over time. By S

U

(t), we denote a set
containing the state and position of every quanta of energy within U at time t.
As such, the information contained in S

U

(t) completely characterizes the state
of the entire universe at time t.

We assume that there are only a finite number of possible next states for a
quantum of energy given its present state. Because each quantum of energy can
occupy only a finite number of intrinsic states, this is equivalent to assuming
that the set of next possible positions for any given quantum is always finite.
This does not imply that the position of a quantum is bounded over time, but
rather, that upon any given click, the number of possible next positions for any
given quantum is finite. Assume that |U | = N , for some finite N , and let n

i

denote the number of possible next states that the i-th quantum can occupy at
time t. That is, N is the number of quanta of energy within the entire universe,
and n

i

is the number of states that the i-th quantum can occupy at time t+ t
0

.
Because |U | is finite, there is some integer n such that n � n

i

for all i. Thus,
|R(S

U

(t))|  nN , and as such, in this case, the set of all possible next states for
the entire universe is always finite.65 Note that this is the maximum number
of possible next states of S

U

at time t, and as such, if the state and position of
each quantum are not independent of those of other quanta, which could very
well be the case, then the number of possible next states of S

U

will be less than
nN . Further, note that this does not imply that |R(S

U

(t))| is constant for all t,
but rather, that upon any given click, there are only a finite number of possible
next states for the universe.

For a closed system, |S| is constant. However, because space is presumably
unbounded, it follows that the universe is not a closed system in terms of its
volume. Thus, it is reasonable to assume that |S

U

| is not constant, but will
instead depend upon the interval of time under consideration. For example,
imagine a single quantum of kinetic energy that travels indefinitely along an
undisturbed, rectilinear path. Upon each click, that quantum will occupy a new

63Note that U has nothing to do with the concept of a universal set.
64We are considering only the energy contained within systems, and not any energy con-

tained within fields.
65Although U is presumably not a closed system in terms of its volume, it is a closed system

in terms of its energy, and thus, its information. That is, since U contains all of the energy
in the entire universe, there is no additional information that we could provide R that would
change the set of next states generated by R when applied to U , since by definition, no such
additional information exists.
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position, and therefore, a new state. As such, while the number of possible
positions the quantum can occupy over any finite number of clicks is finite,
there is no maximum number of positions that the quantum can occupy over
all periods of time, since its position is unbounded. Thus, there is no maximum
number of states that quantum can occupy over all periods of time. Because
|R(S

U

(t))| is finite for all t, |S
U

| is necessarily finite over any finite period of time.
However, because the position of every quantum in the universe is theoretically
unbounded over time, it is reasonable to assume that |S

U

| is similarly unbounded
over time.

Now assume that |U | = |N|. Under this assumption, the universe contains
a countably infinite number of quanta, and thus, an infinite amount of energy.
Note that in this case, it is possible that R(S

U

(t)) is not computable, since there
might not be any finite input to a UTM that generates R(S

U

(t)).66 Nonethe-
less, just like we used K(x), which is not computable, to derive meaningful
results, we can use R(S

U

(t)) to derive meaningful results, even if R(S
U

(t)) is
not computable. Because U is a countable set, we can still assign each quan-
tum within U an integer i. As such, we can still let n

i

denote the number of
states that the i-th quantum can occupy at time t + t

0

, which will again be
finite. Since all quanta are always in some state, each n

i

� 1. As such, we
can represent the state of the i-th quantum at a given moment in time with an
integer 1  x

i

 n
i

. Thus, we can represent each possible next state of S
U

as
an infinite sequence of integers x

1

, x
2

, . . ., where x
i

represents the state of the
i-th quantum at time t + t

0

. If we assume that each n
i

= 1, then each x
i

can
take on only one value, meaning only one such sequence is possible. Thus, if
each n

i

= 1, then |R(S
U

(t))| = 1, and thus, there is exactly one possible state
of the universe at time t + t

0

. Under this assumption, the universe would be
deterministic at time t.

Now assume that for some finite subset A ⇢ N, n
i

> 1 for all i 2 A, and for
all i /2 A, n

i

= 1. We can arrange the sequence x
1

, x
2

, . . . so that the first |A|
numbers represent the state of the |A| quanta for which n

i

> 1. The remaining
x
i

would be fixed, since they can take on only a single value. Thus, the maximum
number of possible sequences is given by

Q|A|
i=1

n
i

, which is finite. Therefore, if
upon a given click, only a finite number of quanta are non-deterministic, then
|R(S

U

(t))| is finite.
Now assume that n

i

> 1 for all i 2 N. Because each n
i

is at least 2, we can set
each x

i

to 1 for all i, which would represent a possible state of S
U

given by the
sequence 1, 1, 1, . . ., and then iteratively generate other unique states beginning
with 2, 1, 1, . . ., followed by 1, 2, 1, . . ., and so on. There are countably many
such unique states, and thus, the maximum value of |R(S

U

(t))| is not finite.
Assume that the maximum value of |R(S

U

(t)| is countable, and that as such,
we can enumerate all possible states of S

U

at t+ t
0

as follows:

66While it is possible for a UTM to generate an infinite string, a UTM cannot generate
all infinite strings. Thus, it is possible that there is no encoding of R(S

U

(t)) that can be
generated by a UTM.
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S
1

= x
1,1

x
1,2

x
1,3

x
1,4

· · ·
S
2

= x
2,1

x
2,2

x
2,3

x
2,4

· · ·
S
3

= x
3,1

x
3,2

x
3,3

x
3,4

· · ·
S
4

= x
4,1

x
4,2

x
4,3

x
4,4

· · ·
. .
. .
. .

In the enumeration above, x
i,j

represents the state of the j-th quantum in

the i-th possible state of S
U

. We define Ŝ = x
1

, x
2

, . . . as any sequence for which
x
i

6= x
i,i

for all i in the sequence above. Because each x
i

in Ŝ is a possible state

of the i-th quantum, each Ŝ represents a possible state of S
U

, assuming that the
state and position of a given quantum are independent from those of all other
quanta. Thus, the maximum number of possible next states of S

U

at time t
is uncountable. As noted above, this is the maximum number of possible next
states of S

U

, and thus, the actual number of possible next states of S
U

could
be countable, and could even be finite.

6.3 Sequences of States of the Universe

In Section 6.2 above, we showed that the number of possible next states of the
universe could be finite, countably infinite, or uncountably infinite, depending
upon our assumptions. In this section, we will analyze the probabilities of
arbitrarily long sequences of states of the universe in each of these three cases.

6.3.1 The Set of Possible Next States is Finite

We begin by assuming that |R(S
U

(t))| is finite for some t. As such, at time t,
there are only a finite number of possible next states for the entire universe.
Thus, the application of R to S

U

(t) will generate some finite set of possible
states of S

U

(t + t
0

). As discussed in Section 1.4 above, by application of R to
each such next state, we can generate the set of all possible sequences of states
that begin at S

U

(t) and end at some S
U

(t + 2t
0

). In general, by {t, t
f

}
S

U

we
denote the set of all possible sequences of states of S beginning at time t and
ending at t

f

. That is, each element s 2 {t, t
f

}
S

U

is a sequence of states of
S
U

that begin with S(t) and end with some S(t
f

). For example, in Figure 11,
{t, t+ 2t

0

}
S

U

consists of 3 sequences of states.
We can represent every possible sequence of states in {t, t

f

}
S

U

as a graph,
a simple example of which is given in Figure 11. That is, we begin with a
vertex that represents the state of S

U

at time t, and then apply R to that
state. This will generate a set of next of next possible states of S

U

, and we
represent each such possible next state in R(S

U

(t)) with a unique vertex. We
then apply R to each state in R(S

U

(t)), and represent each resultant possible
state with a unique vertex. This process is carried out over the entire interval
[t, t

f

], which will produce a graph of the type in Figure 11. We call this graph
the state graph of S

U

over [t, t
f

], which we denote by G{t, t
f

}
S

U

. If the vertex
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t t+ t0 t+ t2t0

p1

p2

p3

p4

p5

Figure 11: Possible sequences of states of S
U

over two clicks.

that represents some state S
i

is adjacent to the vertex that represents S
j

, then
we label the edge that connects them with the probability of that transition.
That is, the label of every edge in the state graph represents the probability of
the transition from one state to the next state represented by that edge. Note
that each such probability represents the conditional probability of transitioning
from one state to the next, assuming that the system is in the prior state. Thus,
the probability assigned to a particular edge does not give us the probability of
being in a particular state, but rather, give us the probability that the universe
will transition into some next state assuming the universe is in some prior state.
Thus, every possible sequence of states of the universe corresponds to some
path, and each such path has a probability that is equal to the product of
the probabilities of the edges along that path. For example, in Figure 11, the
probability of the uppermost path is p

1

p
2

. That is, assuming the universe is
in the state represented by the vertex listed at time t, the probability that the
universe will transition through the states represented by the uppermost path
is p

1

p
2

.
Assume that |{t, t

f

}
S

U

| is finite. That is, the set of all possible sequences of
states over the interval of time [t, t

f

] is finite. It follows that, for any given se-
quence, at each state in the sequence, there are only a finite number of possible
next states. Assuming otherwise implies that there is some state S along some
sequence s for which there are an infinite number of possible next states. Since
each such possible next state is part of a distinct sequence of states, this implies
that the set of all possible sequences of S

U

over [t, t
f

] is infinite, which contra-
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dicts our assumption that |{t, t
f

}
S

U

| is finite. As such, regardless of the sequence
chosen, there will always be a finite number of possible next states for any given
state along any such path. Thus, assuming |{t, t

f

}
S

U

| is finite implies that the
set of possible next states of any state in the state graph G{t, t

f

}
S

U

is also
finite. Moreover, because |{t, t

f

}
S

U

| is finite, and each sequence s 2 {t, t
f

}
S

U

contains a finite number of t

f

�t

t0
states, the state graph G{t, t

f

}
S

U

will contain
a finite number of vertices. Since all edges must emanate from some vertex,
it follows that any given vertex in G{t, t

f

}
S

U

will be connected to some finite
number of other vertices. It follows that the in-degree of each vertex, which is
the number of edges pointing into a given vertex, and the out-degree of each
vertex, which is the number of edges emanating from a given vertex, is finite for
all vertices in G{t, t

f

}
S

U

.67 Thus, assuming |{t, t
f

}
S

U

| is finite implies that the
in-degree and out-degree of every vertex in G{t, t

f

}
S

U

is also finite.
We assume that an event that actually occurs cannot have a probability of

zero. Thus, if a particular sequence of states of the universe actually occurs,
then we assume that the probability of that sequence cannot be zero. Because
the universe exists, there is some sequence of states that describes its progression
over every period of time up to the present moment. For example, if t is the
present, then the probability of the sequence of states that connects the state
of the universe at some prior time to the present state at time t is equal to
the product of the probabilities of the edges along the corresponding path to
the present state. For example, in Figure 12, we present a sequence of states
that leads to the present state of the universe S

U

(t). Because multiplication
is commutative, we can calculate the probability of this sequence “backwards”,
beginning with the probability of the edge that connects the current state of
S
U

to its prior state, and so on. Thus, the probability of the sequence that
connects S

j

to the present state is
Q

5

i=1

p
i

. This will be true of any sequence
commencing at some prior state of the universe.

tt� t0t� 2t0t� 3t0t� 4t0t� 5t0

SU (t)p1p2p3p4p5Sj

Figure 12: A possible sequence of states leading to S(t).

If the history of the universe is infinite, then we assume that the sequence of
states that led to the current state of the universe is some countably infinite path.
Thus, the probability of that sequence is equal to the product of the probabilities
of the edges along that infinite path. If there are an infinite number of edges
with a probability of less than 1, then the probability of the path is 0. Since
we are assuming that this path connects the present state of the universe to all
of its prior states, it cannot be the case that the probability of this path is 0,
since all states along this path actually, physically occurred. This implies that

67Note that any pair of vertices are connected by at most one edge.
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either the history of the universe is finite, or that the history of the universe is
non-deterministic at only a finite number of points in time throughout its entire
infinite history.

t⇤ � t0 t⇤t⇤ � 2t0

Figure 13: A non-deterministic sequence commences at time t⇤.

The claim that the history of the universe is finite does not fit well with the
model presented herein, since time is simply the product of quanta changing
states. As such, to assume that time had a beginning is to assume that in
some prior state of the universe, quanta did not change states. Alternatively,
we could assume that the path connecting the prior states of the universe to
the present state consists of only a finite number of non-deterministic points in
time. For example, it could be the case that prior to some moment in the finite
past, the universe was deterministic, and thus, the probability of each edge in the
corresponding path of states prior to that moment had a probability of 1. Under
this assumption, the present state of the universe is the product of an infinite
period of time during which the universe was deterministic, after which there
was a finite period of time during which the universe was non-deterministic,
ultimately leading up to the present moment (see Figure 13).

6.3.2 The Set of Possible Next States is Countably Infinite

Now assume that |R(S
U

(t))| is countably infinite for some t. It follows that
there are a countable number of possible next states of S

U

. Thus, for any t
f

,
it follows that |{t, t

f

}
S

U

| cannot be finite, since there are at least a countable
number of distinct sequences that commence at S

U

(t). Thus, the out-degree of
the vertex representing S

U

(t) inG{t, t
f

}
S

U

will be countably infinite, since S
U

(t)
can transition into any one of a countable number of next states. Now assume
that the out-degree of every vertex in G{t, t

f

}
S

U

is countably infinite. Thus,
any possible state of S

U

over [t, t
f

] can transition into any one of a countable
number of possible next states. We can represent G{t, t

f

}
S

U

as set forth in
Figure 14.
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t t+ t0 t+ t2t0

Figure 14: A state graph whose vertices all have a countably infinite out-degree.

Because the vertex representing S(t) has a countable out-degree, we can
enumerate each possible state of S(t+ t

0

), and assign each such state a unique
integer n 2 N. The same would be true of any vertex in G{t, t

f

}
S

U

, since each

has a countably infinite out-degree. Let k = t

f

�t

t0
be the number of clicks that

elapse over [t, t
f

]. It follows that every possible sequence of k integers n
1

, . . . , n
k

corresponds to a unique sequence of states of S
U

, and therefore, a unique path
in G{t, t

f

}
S

U

. Note that each n
i

is unbounded, and can take on any finite value
in N. Thus, the number of such sequences cannot be finite. Note that each
n
i

can be expressed as some base 10 numeral. If we concatenate the numerical
expressions of each number in the sequence n

1

, . . . , n
k

, the result will also be the
numerical expression of some integer. For example, if k = 2, and our sequence
is (10, 25), then concatenating these two numbers yields another integer 1025.
Thus, every possible sequence corresponds to some unique integer. Because each
such sequence corresponds to some unique positive integer, they can be ordered,
and thus, there is a first such sequence, a second, and so on. Thus, the set of
all such sequences can be enumerated, and it is therefore a countable set.

Because each vertex has a countably infinite out-degree, our ability to as-
sign probabilities to the edges emanating from each vertex will be restricted,
assuming we make use of standard probabilities. For example, it cannot be the
case that all possible states of S

U

(t + t
0

) have an equal probability of occur-
ring, because there is no uniform distribution on N using standard probabilities.
Nonetheless, we can still assign probabilities to each edge in G{t, t

f

}
S

U

, and as
before, the probability of any sequence of states over [t, t

f

] is the probability of
the corresponding path in G{t, t

f

}
S

U

. Thus, over any infinite path, if there are
an infinite number of edges with a probability of less than 1, then the probabil-
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ity of the path is 0. This again implies that either the history of the universe
is finite, or that the history of the universe is non-deterministic at only a finite
number of points in time throughout its entire infinite history.

6.3.3 The Set of Possible Next States is Uncountably Infinite

Now assume that |R(S
U

(t))| is uncountably infinite for some t. It follows that
there are an uncountable number of possible next states of S

U

. Thus, for any t
f

,
it follows that |{t, t

f

}
S

U

| cannot be finite, since there are at least an uncountable
number of distinct sequences that commence at S

U

(t). Because |R(S
U

(t))| is
uncountable, we cannot enumerate the vertices of G{t, t

f

}
S

U

. However, we can
still meaningfully describe the out-degree of the vertex representing S

U

(t) in
G{t, t

f

}
S

U

, by viewing the edges emanating from that vertex as a mapping
from that vertex to some uncountable set, such as the set of all real numbers in
(0, 1). As noted above, the set of all real numbers in (0, 1) is uncountable. Thus,
we can think of the vertex representing S

U

(t) in G{t, t
f

}
S

U

as being mapped to
each real number in (0, 1). As such, for every real number in (0, 1), there is some
possible state S(t+ t

0

). Though we cannot iteratively apply R the way we can
to a finite or countable set of states, we can nonetheless define R(S(t+ t

0

)) for
all such possible states. If we assume that each such application again yields an
uncountable set of possible next states, and assume that k = t

f

�t

t0
is the number

of clicks that elapse, then we can represent each possible sequence of states as
a sequence of k real numbers r

1

, r
2

, . . . , r
k

, where each r
i

2 (0, 1). Because each
r
i

can take on any value in (0, 1), the set of all such sequences cannot be finite.
Because k is finite, it can be shown that the cardinality of the set of all such
sequences is equal to |R|.68

S(t)

(0, 1) (0, 1)

t t+ t0 t+ 2t0 t+ kt0

(0, 1)

Figure 15: A representation of G{t, t
f

}
S

U

.

Because each vertex in G{t, t
f

}
S

U

has an uncountably infinite out-degree,
our ability to assign probabilities to the edges emanating from each vertex will
again be restricted, assuming we make use of standard probabilities. For exam-
ple, it cannot be the case that all possible states of S

U

(t + t
0

) have an equal

68In general, it can be shown that |Rn| = |R| for all finite n.
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probability of occurring, because there is no uniform distribution on R using
standard probabilities. Nonetheless, we can still assign probabilities to each
edge in G{t, t

f

}
S

U

, and as before, the probability of any sequence of states over
[t, t

f

] is the probability of the corresponding path in G{t, t
f

}
S

U

. Thus, over any
infinite path, if there are an infinite number of edges with a probability of less
than 1, then the probability of that path is again 0. Therefore, either the history
of the universe is finite, or the history of the universe is non-deterministic at
only a finite number of points in time throughout its entire infinite history.

6.4 Infinite Energy Systems

If the universe contains a countably infinite number of quanta, then it would
be possible for other systems within the universe to contain an infinite number
of quanta as well, since, as noted above, any countable set can be subdivided
into countable subsets. For example, the set of all natural numbers can be
subdivided into the set of even numbers and the set of odd numbers, both of
which are countably infinite sets. As such, if |U | is countable, then |U | can be
subdivided into countable subsets. Therefore, if |U | is countable, then it would
be possible for a system to contain a countably infinite number of quanta, and
thus, an infinite amount of energy. Assume that a system S contains a countably
infinite number of quanta, and assume that there is some drain on the energy
of S that extracts quanta at some rate per click. If the rate per click at which
energy is extracted from S is finite, then the cardinality of the set of all quanta
within S will be unchanged over any finite interval of time.69 Any such system
would be capable of providing an unlimited amount of energy over any finite
period of time. Therefore, if a system transitions from an infinite amount of
energy to a finite amount of energy, this transition must be discontinuous in
nature.

Imagine a source that contributes quanta at some rate per click to some
system S that initially contains some finite number of quanta. If the rate per
click at which energy is contributed to S by the source is finite, then it is
impossible for the source to contribute an infinite number of quanta to S in any
finite amount of time. This is true regardless of the rate at which the source
contributes energy to S, and regardless of the amount of time that has elapsed.
Thus, if the rate at which energy is contributed by the source to S is finite, and
the number of clicks that have elapsed is finite, then there is always some next
click for which the energy of S is greater than it was upon the previous click,
but nonetheless finite. Therefore, if a system transitions from a finite amount
of energy to an infinite amount of energy, this transition must be discontinuous
in nature.

Now assume that S consists of a countably infinite number of kinetic quanta,
and a finite number of mass quanta. Because this kinetic energy must be con-
tained within the clusters of S, and there are only a finite number of clusters

69For example, if we remove the first n integers from N, the remaining set will still be
countably infinite. If we continue to iteratively remove a finite number of integers, each
resulting set will still be countably infinite.
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within S, it follows that there is at least one cluster within S that consists of
a single mass quantum, and a countably infinite number of kinetic quanta. In
Section 3, we assumed that the probability that any given quantum within a
cluster is active upon a given click is equal for all quanta within the cluster. In
the case of S, this assumption fails using standard real number probabilities,
since if we assign any single real number probability to each quantum becoming
active, then the sum of those probabilities will be infinite, and therefore, greater
than 1. We can, however, generalize upon the notion of a uniform distribution
if we allow for an infinite amount of time to elapse. That is, we can assume that
over any infinite sequence of active quanta, the number of times each quantum
appears in the sequence is equal for all quanta. Specifically, because the set
of quanta within the cluster is countable, we can assign each such quantum a
number i 2 N. Assume that t is the first moment in time we consider, and that a
countably infinite number of clicks follow. As such, each moment in time t+ jt

0

will be associated with exactly one active quantum, and therefore, one integer
i, as set forth in Figure 16. Thus, we can describe the sequence of active quanta
over time as a map from time to the integers. Note that it is not necessarily
the case that all i are associated with exactly one moment in time. That is, a
given quantum could be active more than once over that infinite sequence.

t t+ t0 t+ 2t0 t+ 3t0 t+ 4t0 t+ 5t0

i1 i2 i3 i4 i5i0

Figure 16: A mapping from time to the set of integers.

As a result, it is perhaps more meaningful to represent this mapping as
a graph, where each moment in time is mapped to a vertex that is labeled
with some integer i, and the in-degree of a vertex in the range of the mapping
represents the number of times the quantum represented by that vertex is active
over the infinite sequence. In Figure 17, each vertex in the range of the mapping
has an in-degree of one, and thus, each quantum appears exactly once in the
infinite sequence of active quanta. As noted above, we cannot assign a real
number probability to each quantum in this sequence, but if we generalize upon
the concept of a uniform distribution to include any infinite sequence of events
in which each possible event occurs an equal number of times, then the mapping
represented in Figure 17 would constitute a uniform distribution. Moreover, this
definition allows the in-degree of each vertex to take on any value, so long as all
such vertices have an equal in-degree. As such, there are an infinite number of
“uniform distributions” of this type.

Note that the sequence of integers generated by such a mapping might not
be random, in the sense that the Kolmogorov complexity of any resultant finite
sequence could be low relative to the length of that sequence. For example, a
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t t+ t0 t+ 2t0 t+ 3t0 t+ 4t0 t+ 5t0

1 2 3 4 5 6

t+ 6t0

7Quantum

Figure 17: A mapping from time to the set of active quanta.

mapping that simply lists the integers in numerical order would certainly not be
random. As a general matter, the sequences generated by these mappings are
not the product of a random variable, since they are in fact fixed, and therefore,
deterministic mappings from time to the natural numbers. However, in the case
where the in-degree of each vertex in the range is one, we can generate any
infinite permutation of the natural numbers using such a mapping. In contrast,
a UTM cannot generate all permutations of the natural numbers, but rather, can
generate only those permutations of the natural numbers that are computable.
Moreover, since the in-degree of the vertices in the range in such a mapping is
unbounded, we can also generate any finite sequence of natural numbers using
such a mapping. For example, assume a random variable produces the sequence
of integers s = n

1

, n
2

, n
3

, . . . , n
k

. Each integer within s will appear at most
k times within s. As such, we can generate s using a mapping where the in-
degree of each vertex in the range is k, by mapping the first k clicks to the
integers that appear in the sequence s, in the same order in which they appear
in s. This would be true for any sequence, regardless of k. Thus, any finite
sequence of events generated by a random variable would be indistinguishable
from a finite sequence of events generated by a deterministic mapping of this
type. Therefore, we can generate finite sequences of arbitrarily high Kolmogorov
complexity using mappings of this type. However, a mapping of this type is not
restricted by the standard axioms of probability, which would preclude a uniform
distribution on an infinite set. Thus, by making use of these mappings, we can
conceive of uniform distributions on infinite sets, and describe the emergence of
random phenomena over finite periods of time.

We are of course not suggesting that all apparently random phenomena are
actually the product of a deterministic mapping of this type. Rather, we are
arguing that mappings of this type allow us to generalize the notion of a uniform
distribution to allow for uniform distributions on infinite sets, which would be
impossible to do using standard probabilities. Moreover, they allow for appar-
ently random phenomena to persist over an infinite period of time. For example,
assume that the current state of a system S(t) is the product of an infinite num-
ber of non-deterministic events. As discussed above, the probability of S(t) is
therefore zero, which contradicts the assertion that S(t) actually occurred. In
contrast, if we assume that S(t) is the product of an infinite number of deter-
ministic events, then the probability of S(t) occurring is one. If the sequence of
states of S are determined using a mapping of the type described above, then
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that sequence of states could nonetheless be random, despite being determinis-
tic. However, because a mapping of the type described above could generate a
non-computable sequence of states of S, we cannot in this case assume that R
is computable. Thus, if we want the ability to describe any possible sequence
of events over a countably infinite period of time, then we cannot assume that
R is computable. As a practical matter, if it is actually the case that R is non-
computable, then the laws of physics would be non-computable, which would
imply that they cannot be calculated by using any known mechanical process.
This would not, however, preclude the existence of computable approximations
to the “true”, non-computable laws of physics.

t t+ t0 t+ 2t0 t+ 3t0 t+ 4t0 t+ 5t0

2 3 5

t+ 6t0

7Quantum

Map Number 2 3

11 13 17

4 5 7 8 9

Figure 18: A mapping from time to the set of prime numbers.

Because there are an infinite number of clicks in any such sequence, we can
also construct a mapping in which each vertex in the range has a countably in-
finite in-degree. Constructing such a mapping requires subdividing the natural
numbers into a countable number of countable subsets. This can be accom-
plished by subdividing the natural numbers into sets of powers of the prime
numbers. For example, the first set would be the set of all integers of the form
2n, the next, the set of all integers of the form 3n, and so on. All such sets have
empty intersections due to the nature of prime numbers, and thus, each consti-
tutes a unique countable subset of the natural numbers. As set forth in Figure
18, we would label each quantum with a unique prime number. We would then
map each moment in time to a “map number”, which is a unique power of some
base prime number, with the map numbers listed in ascending order over time.
Each map number would then map to the quantum labeled with its base prime
number. For example, time t would map to 2, which would in turn map to the
quantum labeled 2. Time t+ 6t

0

would map to 9, which would in turn map to
quantum 3. Since there are a countably infinite number of powers of each prime
number, using this approach, all quanta in the range would appear a countably
infinite number of times, and therefore, each quantum would be active an equal
number of times over a countably infinite period of time.

6.5 Time-Dilation in Infinite Energy Systems

The amount of time-dilation experienced by a system with a countably infinite
number of quanta will depend upon our assumptions regarding the sequences
of active quanta within each cluster. For simplicity, assume that all clusters
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within a system S consist of a single mass quantum, and a countable number
of kinetic quanta. Further, assume that S has a finite mass, and thus, a finite
number of clusters. If we assume that all quanta within each cluster are active
exactly once over an infinite number of clicks, then every mass quantum within
the system will be active exactly once over that infinite number of clicks. This
can be described by a mapping of the type set forth in Figure 17. As such,
each quantum within each cluster is associated with exactly one moment in
time. If we again assume that time-dilation can be approximated by the rate
at which the mass quanta within the system are active, it follows that after
some finite period of time, all mass quanta within the system will have been
active once, after which, “time will stop”, since the mass quanta will not become
active again. Note that the number of clicks required for all mass quanta within
the system to become active once is unbounded, because we cannot say which
moment in time each mass quantum within the system is associated with, but
rather, that it must be associated with some moment in time. Further, note that
the number of clicks between any two mass quanta within the system becoming
active is also unbounded, meaning that each cluster could “age” at its own rate.
In general, similar reasoning would apply if we assume that each quantum within
each cluster is active k 2 N times over an infinite number of clicks, since there
has to be a “last” moment in time with which each mass quantum is associated.

If instead we assume that the quanta within the cluster become active in
accordance with the distribution set forth in Figure 18, then the mass quantum
within a given cluster can be thought of as being assigned some finite prime
number q. Note that we are of course not arguing that every moment in time is
actually associated with some map number. Rather, we are assuming that the
sequence of active quanta generated by each cluster can be described by making
use of a mapping of this type. Thus, at some point, over some finite period of
time, we assume that the cluster will behave as if there is some map number
associated with a given click that is a power of q, at which time, the mass
quantum within the cluster will become active. Note that because each mass
quantum could be assigned a di↵erent prime number, each cluster could again
“age” at its own rate. This implies that even if a system has an infinite amount
of kinetic energy, time as measured within that system does not necessarily
“stop”, but could instead proceed at an arbitrarily slow pace, since q could be
any prime number. Moreover, because the di↵erence qn�qn�1 = qn(1� 1

q

) grows
exponentially with n, it follows that the amount of objective time between clicks
upon which the mass quanta are active will grow exponentially with objective
time. Therefore, the amount of time-dilation experienced by an infinite energy
system could increase as a function of objective time.

Finally, note that in all cases, a system with an infinite number of kinetic
quanta would nonetheless have a finite velocity, since each kinetic quantum
codes for a finite displacement per click.
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Mass, Energy, and Momentum 
 
What follows is an informal continuation of the work presented in, “A Computational Model of               

Time-Dilation” [1], in which we presented a theory of time-dilation rooted in information theory              
1

and computer theory, with equations for time-dilation that are identical in form to those given by                

the special and general theories of relativity. In this note, we present a novel explanation for                

Einstein’s celebrated equation relating mass and energy,  mc .E =  
2

 

 

Planck’s Equation 

 

We assume that the energy of a photon with a wavelength of is given by Planck’s equation,λ  

 

 hc/λ,E =  (Eq. 1) 

where h is Planck’s constant.  

 

In the model presented in [1], we describe photons as “horizontal particles” that consist of a                

discrete series of wavefronts (see Sections 3.5 and 3.6 of [1]). That is, though we view light as                  

comprised of discrete particles (i.e., photons), we do not treat the energy of an individual photon                

as being concentrated at a single point in space. Rather, we assume that the energy of a photon is                   

spread about a length into discrete, equally sized “quanta” of energy, each separated by a               

distance of . We assume that each such quantum has an energy of E
0, which we assume to be  λ                  

the minimum energy. That is, we assume that the energy of any system or particle is always an                  

integer multiple of  E 
0 (see Section 3 of [1] generally).  

 

This view gives the frequency of a photon literal physical meaning, since it is the rate at         c/λf =           

which the energy within a single photon will traverse any given point in space along its path.                 

Similarly, if a single photon were to strike another particle, the frequency of the photon is the                 

rate at which the individual quanta of energy within the photon will strike the particle. As a result                  

of its length, there is some window of time over which the energy of a single photon traverses a                   

point in space. That is, because the energy of a photon is not concentrated at a single point, but is                    

instead spread over a length, in discrete “chunks” of energy, it will take some small amount of                 

time for all of the energy within the photon to traverse a given point in space along its path.                   

Because all photons have a velocity of c in a vacuum, the amount of time it takes for the energy                    

of any photon to traverse a single point in space (in a vacuum) will be the same for all photons.                    

We call the amount of time it takes for the energy of a photon to traverse a given point in space                     

along its path t
p. In Section 3.5 of [1], we showed That is, Planck’s constant h is            E t .h =  

0 p  
      

equal to the product of the minimum energy, and the amount of time it takes for the total energy                   

of a photon to traverse a single point in space. 

 

The Momentum of a Photon 

 

We assume that the momentum of a photon with a wavelength of  is given by,λ  

 

1
 Available at www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation. 



 h/λ.ρ =  (Eq. 2) 

 

Because a photon has a velocity of c, and it takes t
p

seconds for the total energy of a photon to                     

traverse a single point in space, it follows that all photons have a length of ct
p. As a result, if it                     

were possible to somehow reduce the velocity of a given photon, the amount of energy contained                

within the photon that traverses a single point in space over an interval of t
p

seconds would be                  

reduced. That is, because we have slowed the photon down, the frequency with which the quanta                

contained within the photon traverse a given point in space will be reduced, thereby reducing the                

total energy that traverses a given point in space over any interval of time. Specifically, if the                 

photon has a velocity of , then the amount of energy that will traverse a given point in      cv <               

space over an interval of t 
p seconds is given by, 

 

 hc/λ) v/c v.E
v 

= ( = ρ (Eq. 3)  
2

 

Note that if then That is, if the photon has a velocity of c, then the portion of    c,v =     .E
T

= E v               

the photon’s energy that traverses any given point in space over an interval of t
p seconds is              
 

  

simply the total energy of the photon. 

 

In the model presented in [1], we assume that each quantum of energy within a photon is not                  

only equally spaced from all other quanta within the photon, and equally sized, but also perfectly                

identical in all respects. As a result, it follows that each quantum of energy within a photon                 

carries the exact same amount of momentum. That is, the total momentum of a photon is divided                 

equally among the quanta of energy contained within the photon. It follows that if we were able                 

to somehow slow down a given photon, then the amount of momentum contained within the               

photon that would traverse a given point in space over an interval of t
p

seconds would be                 

reduced. That is, if we were to somehow slow down a photon, then the amount of momentum it                  

would be able to give up at a given point in space over an interval of t
p

seconds would be                    

reduced. Specifically, the total momentum of a photon with a velocity of v across a given point                 

of space over an interval of t 
p seconds is given by, 

 

  ρ v/c E / c.ρ v =  =  
v 

(Eq. 4) 

 

That is, the momentum of a photon is equal to the amount of energy contained within the photon                  

that traverses a given point in space over an interval of t
p

seconds, divided by c. If the velocity of                    

the photon is c, then the entire photon will traverse the point in t
p

seconds, in which case the                   

momentum is given by the total energy of the photon divided by c, which is simply the total                  

momentum of the photon. 

 

The Mass of an Elementary Particle 

 

2
 Note that this is the same equation that we use to explain the force on a charge moving charge through a magnetic 

field. See, “Momentum, Magnetism, and Continuous Waves”, available at 

https://www.researchgate.net/project/Information-Theory-16/update/5ba6006ecfe4a76455f52449. 



In the model of physics presented in [1], we assumed that, just like the photon, all elementary                 

particles are horizontal particles with a length of ct
p. Specifically, we assumed, in the case of an                 

elementary particle with mass, that the mass of the elementary particle consists of equally sized,               

equally spaced, quanta of energy, each with an energy of E
0. That is, by analogy to our model of                   

the photon, we assumed that a massive elementary particle is similarly structured as a discrete set                

of identical quanta of energy, equally spaced along a length of ct
p. This means that massive                

particles also have well-defined, physically meaningful wavelengths in our model. That is, the             

wavelength of a massive elementary particle is simply the distance between each quantum of              

mass energy within the particle. Since each quantum of mass energy has an energy of E
0, it                 

follows that if E is the total mass energy of the particle, then N = E / E
0

is the number of mass                       

energy quanta within the particle, and therefore, the wavelength of the particle is simply, 

 

ct
p / N = hc / E. λ =  (Eq. 5) 

 

However, unlike the energy of a photon, which we assume to “code” for motion in physical                

space, we assume that each quantum of energy within a stationary massive particle codes for a                

change in “state”, eventually causing certain elementary particles to decay, which serves as the              

basis for our model of time-dilation. In short, kinetic energy causes a particle to move through                

physical space, whereas mass energy causes a particle to transition through states, which             

eventually causes certain particles to decay, and ultimately, generates time-dilation (see Section            

3 of [1], and “On the Value of Gamma ” [2] ).  
3

 

Further, we assume that the kinetic energy of a massive particle is no different than the energy                 

found within a photon, in that it is quantized into discrete quanta of energy, each with an energy                  

of E
0, that codes for motion through physical space. Finally, we assume that this kinetic energy is                 

“attached” to the mass energy of the particle, and evenly distributed among that mass energy, so                

that each quantum of mass energy has an equal amount of kinetic energy attached to it (see                 

Section 3 of [1] generally). As a result, the wavelength of a massive particle is determined solely                 

by its mass, not its velocity, since the mass energy of the particle determines the spacing of the                  

energy within the particle, which is consistent with Equation (5) above. 

 

In summary, we assume that photons consist entirely of kinetic energy, whereas a truly              

stationary, massive particle consists solely of mass energy. This implies that photons have the              

maximum possible velocity through physical space, but are perfectly stable, whereas massive            

particles with no kinetic energy are perfectly stationary, but maximally unstable. As a result, our               

model assumes that a photon consists of a single, homogenous type of energy (i.e., kinetic               

energy), whereas a massive elementary particle with a non-zero velocity consists of both mass              

energy, and kinetic energy, though as noted above, the wavelength of a massive particle is               

determined solely by is mass. 

 

The Momenta of a Massive Elementary Particle 

 

3
 Available at https://www.researchgate.net/project/Information-Theory-16/update/5bcb66e0cfe4a76455fc2fda. 



Returning to our observation above that the momentum of a photon is proportional to the total                

energy within the photon that traverses a point in space over an interval of t
p seconds, we can              
 

   

generalize upon this to define momentum generally as a measure of an amount of energy that                

traverses a point in space over t
p seconds. Because a massive particle has two types of energy, it      
 

           

follows that a massive particle will therefore have three types of momenta: one that is               

proportional to the amount of mass energy that traverses a point in space over an interval of t
p

                 
 

seconds; another that is proportional to the amount of kinetic energy that traverses a point in                

space over an interval of t
p seconds; and yet another that is proportional to the total amount of     
 

            

energy that traverses a point in space over an interval of t 
p seconds. 

 

The rate at which the energy of a massive elementary particle traverses a point in space will of                  

course depend upon its velocity. As the velocity of the particle increases, the amount of energy                

that traverses any given point in space over an interval of t
p seconds will increase. As the velocity           
 

      

of the particle increases, the kinetic energy of the particle will also increase, meaning that both                

the rate and total amount of energy that will traverse a point in space will increase as a function                   

of the velocity of the particle. If, however, we consider only the rate at which the mass energy of                   

the particle traverses a point in space, then only the rate at which energy traverses a point in                  

space will increase as a function of its velocity, since the mass of the particle is presumably                 

fixed.  

 

Unlike the special theory of relativity, it is possible in our model for a massive particle to have a                   

velocity of c (see Section 3.3 of [1], as well as [2] generally). So, if a massive particle has a                    

velocity of c, then the entire particle will traverse any given point in space over an interval of t
p

                  
 

seconds, just like in the case of a photon. As a result, the total mass energy of the particle will                    

traverse any given point in space over an interval of t
p seconds. Further, note that Equation (4)          
 

      

implies that if we knew the momentum of a particle that is attributable solely to its mass energy,                  

then we could solve for the mass-energy of the particle, simply by multiplying that momentum               

by c. 

 

We assume that the mass-momentum of an elementary particle is given by, 

 

 (v) mv,ρ m =  (Eq. 6) 

 

where m is the mass of the particle, and v is the velocity of the particle. This is of course the                     

classical momentum of a particle, which we are assuming to be proportional to the total amount                

of mass energy that traverses a given point in space over an interval of t
p seconds. As noted              
 

   

above, if the particle has a velocity of c, then the entire particle will traverse any given point over                   

an interval of t
p seconds, causing the entire mass energy of the particle to traverse that point. It   
 

              

follows that the mass-energy of an elementary particle is given by, 

 

  ρ (c) c mc .E m =  m =  
2

(Eq. 7) 

 

We showed in [1] that our model necessarily implies that (see Section 3 of [1]           E
T

= E γ m      

generally, as well as [2] generally). As a result, the momentum due to the total energy of a                  



massive particle traversing a point in space, which we call the total-momentum of the particle,               

must be given by the following: 

 

 (v) γρ (v) γmv.ρ
T

=  m =  (Eq. 8) 

 

It follows that the momentum due to the kinetic energy of a massive particle traversing a point in 

space, which we call the kinetic-momentum  of the particle, must be given by the following: 

 

 (v) ρ (v) ρ (v) ρ
K

=  
T

−  m = γ ) mv.( − 1 (Eq. 9)  

 

Finally, returning to Equation (5), it follows that the wavelength of a massive elementary particle 

is given by the Compton Wavelength: 

 

.  /mcλ = h  (Eq. 10)  
4

4
 See [2] for an interpretation of the de Broglie wavelength of an elementary particle. 



On the Value of Gamma 

 
What follows is an informal continuation of the work presented in, “A Computational Model of               
Time-Dilation” [1], in which we presented a theory of time-dilation rooted in information theory              1

and computer theory, with equations for time-dilation that are identical in form to those given by                
the special and general theories of relativity. In this note, we present an explanation for the                
specific value of gamma, 
 

 1/ ,  γ =  √1 v /c −  2 2  
 (Eq. 1) 

 
thereby completing the model of time-dilation presented in [1]. 
 

The Existence of a State-Space 
 
In [1], we presented a model of time-dilation in which elementary particles change “states” over time,                
thereby eventually decaying into other particles, or sets of particles. That is, an elementary particle               
transitions through states over time, and eventually, this causes certain elementary particles to reach a               
state where they no longer have the same properties, and thereby decay (see Section 3.2 of [1]). Though                  
not necessary in order to generate time-dilation, we can think of the transitions undergone by an                
elementary particle in terms of that particle traversing a space. That is, as an elementary particle                
transitions through states over time, we can view these transitions as the result of that elementary particle                 
actually physically traversing some space that is outside of ordinary three-dimensional space, which we              
call the state-space. In short, when an elementary particle changes position in the state-space, its physical                2

characterics in three-space change, eventually causing certain particles to decay. 
 
The Total Velocity of an Elementary Particle 
 
Because we view the state-space as an actual space in which particles change position over time, the rate                  
at which a particle changes position in the state-space as a function of time can be viewed as a velocity.                    
Because time-dilation causes elementary particles to decay at a slower rate, it follows that the greater the                 
velocity of a particle is in physical three-space, the lower the velocity of the particle must be in the                   
state-space, since it takes more time for that particle to decay, implying that the rate at which an                  
elementary particle traverses the state-space must decrease as a function of its velocity in three-space.               
Specifically, we assume that the total velocity of an elementary particle is constant, and is given by, 
 

||(vs , ve)|| = c, (Eq. 2) 
 
where vs is the velocity of the particle in the state-space, ve is the velocity of the particle in three-space,                    
and c is the velocity of light in a vacuum. That is, the total velocity of an elementary particle is the norm                      

1 Available at www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation. 
2 See, “Magnetism, Momentum, and Continuous Waves” generally for a discussion on the notion of a state-space,                 
which is available at www.researchgate.net/project/Information-Theory-16/update/5ba6006ecfe4a76455f52449.  



of the vector formed by its component velocities, which includes a velocity in ordinary three-space (ve),                
and a velocity in the state-space (vs ). 
 
Because time-dilation exists, there must be a relationship between these two velocities that causes vs to                
decrease as a function of ve. That is, because time-dilation exists, it must be the case that the velocity of                    
an elementary particle through the state-space decreases as its velocity through physical space increases,              
thereby causing it to transition through its states at a slower rate, ultimately generating time-dilation. We                
assume that the mathematical relationship between these two velocities is in fact the relationship set out in                 
Equation (2), which requires the norm of the vector formed by these two velocities as components to be a                   
constant, equal to the velocity of light in a vacuum. 
 
The Value of Gamma 
 
In the model of time-dilation presented in [1], time-dilation is due to the rate at which an elementary                  
particle, or larger physical system, progresses through its states. This means that the faster a particle                
progresses through its states, the more time it will experience over any given interval of objective time.                 3

In short, the model of time-dilation we presented in [1] implies that a particle, or larger physical system,                  
will objectively “age” at a faster rate, as a function of objective time, if it progresses through its states at a                     
faster rate, as a function of objective time. The physical explanation we gave for this phenomenon in [1]                  
is rooted in the model of energy we presented in [1], which assumes that energy quite literally contains                  
information, thereby determining the behavior of elementary particles, and larger systems. Specifically,            
we assumed that kinetic energy “codes” for motion, causing particles to traverse physical space, and mass                
energy “codes” for a change in state, causing the particle to change states, and eventually, to decay, in                  
some cases. Time is then ultimately measured by how fast an elementary particle within a given frame of                  
reference transitions through its states, with absolute time being measured by the rate at which any truly                 
stationary particle transitions through its states. Specifically, the number of times an elementary particle              
changes states is counted, and the more state changes that have occured, the greater the amount of time                  
that has elapsed. The ultimate frame of reference from which we judge all time is that of any truly                   
stationary particle, whose “click rate” is the absolute fastest possible, thereby making all truly stationary               
particles equivalent, maximum precision clocks, which we call zero-energy clocks , since by definition             
they have no kinetic energy. 
 
We showed that the model presented in [1] is consistent with the special theory of relativity, since it                  
necessarily implies that ET/EM, where ET is the total energy of the particle, and EM is the mass    γ =                
energy of the particle. With the additional assumption of Equation (2), we can now show that the                 
model presented in [1] also implies the same specific value for  given in Equation (1).γ   
 
To begin, note that value of vs is given by, 
 

vs .   =  √c   2 −  v2
e   

3 See Section 3 of [1] generally for a discussion of time-dilation using objective time. 



 
Because we assume that time is measured by the rate at which an elementary particle changes states, it                  
follows that for any given elementary particle, any measurement of time will be proportional to vs . That                 
is, the greater vs , the greater the number of times the particle will change states over any interval of                   
absolute time, and therefore, the amount of time that has elapsed, as measured by that particle, will                 
increase as a function of vs . Note that we are not suggesting that vs is a “velocity through time”, but                    
rather, that vs is the velocity at which the particle traverses a space which causes it to change its properties                    
in physical space. We assume that each change of state results in the same amount of time being                  
experienced, and as a result, by counting the number of times a particle changes states over an interval of                   
absolute time, we can then measure the amount of time experienced by that particle over that interval of                  
absolute time. Since vs is a measure of velocity through the state-space, the number of state changes over                  
any interval of absolute time is proportional to vs , and therefore, the amount of time experienced by an                  
elementary particle over any interval of absolute time is in turn proportional to vs .  
 
Now assume that an elementary particle is truly stationary. It follows from Equation (2) that the velocity                 
of the stationary particle through the state-space is maximized at c. Further, assume that a second                
elementary particle is moving with a non-zero velocity ve through three-space, and therefore, at some               
velocity vs < c through the state-space. Because the rates at which the two particles experience time are                  
proportional to the rates at which they progress through their respective states, it follows that the rates at                  
which the two particles experience time are proportional to their respective velocities through the              
state-space. Specifically, if and are the amounts of time experienced by the stationary and moving   T  T            
particles, respectively, it follows that, 
 

vs / c =  = 1 / T / T    =    √ 1 /c  −  v2
e

2 .γ  
 

Unlike the special theory of relativity, the model presented in [1] does not preclude a particle                
with mass from having a velocity of c (see Section 3.3 of [1]). As a general matter, the model                   
presented in [1] places no restrictions at all on the velocities of particles or systems, and would                 
even allow (at least in theory) for a particle to have a velocity in excess of c. If, however, we                    
supplement the model presented in [1] with the assumption of Equation (2), then it would clearly                
not allow for a particle to have a velocity in excess of c, but would allow for a particle with mass                     
to have a velocity of c in three-space, provided the particle has a velocity of zero in the                  
state-space (see Equation 15 in [1]). That is, a particle with mass, such as a neutrino, could have                  
a velocity of exactly c through physical space, provided it is perfectly stable, and never decays.                
Note that light would also have a velocity of zero in the state-space, which implies that light                 
would be perfectly stable, and never decay, which is consistent with observation.  4

4 If the state-space is anything like physical space, then the velocity of a particle through the state-space could be a                     
vector quantity. In this view, the arrow of time would be the result of all systems having a common direction                    
through the state-space, but independent magnitudes of velocity (i.e., independent rates of maturation, which would               
allow for time-dilation). Bizarrely, this implies at least the theoretical possibility that a system could “change                
direction” through the state-space, possibly even going “backwards” through its own history of states. 



Momentum, Magnetism, and Continuous Waves 
 

What follows is an informal continuation of the work presented in “A Computational Model of               
Time-Dilation” [1], in which we presented a theory of time-dilation rooted in information theory              1

and computer theory, with equations for time-dilation that are identical in form to those given by                
the special and general theories of relativity. In this note, we present models of momentum,               
magnetism, and continuous waves that are consistent with the model of physics we presented in               
[1], thereby presenting the outlines of a complete, and unified model of physics. 
 
Momentum 
 
We assume that particles can exchange momentum without exchanging energy, and that            
momentum is always conserved in any such interaction. That is, we assume that particles can               
interact by exchanging energy, or by exchanging momentum without exchanging any energy.            
The latter type of interaction will change the direction of motion of both particles, but will not                 
change the magnitude of the velocity of either particle. 
 
The momentum of a particle is, in our model, proportional to the rate at which the energy of the                   
particle traverses a point in space (see Section 3.6 of [1]). 
 
Similarly, we assume that a field can interact with a particle by exchanging energy with the                
particle, or by exchanging only momentum with the particle, without exchanging any energy. 
 
This model of momentum would not, as a general matter, change the equation for the force                
exerted on a particle. However, it would allow for a particle to be displaced in a field without the                   
magnitude of the velocity of the particle changing. That is, a particle can be displaced in a field,                  
and simply rotate, since we explicitly allow for the possibility that a field exchanges only               
momentum with the particle, and not energy. This is precisely what happens in the case of a                 
charge displaced in a magnetic field. 
 
The Force-Carriers of the Electrostatic, Magnetic, and Gravitational Forces 
 
We assume that the strength and direction of a field is not meaningfully impacted by the                
presence of particles with which it interacts, though we assume that both energy and momentum               
are conserved in any interaction between a field and a particle. Therefore, it does not seem                
realistic under this view that the force-carriers of the electrostatic, magnetic, and gravitational             
forces are photons.  
 
As an initial matter, photons interact with ordinary mass, so this precludes an ordinary photon               
from serving the role of force-carrier for the electrostatic and magnetic forces, since these forces               
act only on charges. Further, when a particle interacts with a field, its acceleration is always in a                  
particular direction, and as a result, fields organize the motions of the particles with which they                
interact. In contrast, photon collisions cause particles to scatter, and light as a general matter can                

1 Available at www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation. 

 



give up its energy in the form of heat, which is the least organized form of acceleration.                 
Additionally, since any such force-carrier would give up momentum and possibly energy with             
each interaction, it must have a high momentum in order to maintain the integrity of the strength                 
and direction of the field. If the force-carrier were a photon, then it would necessarily be a                 
high-energy photon. However, a field comprised of high-energy photons would likely be            
disruptive to any system with which it interacts, causing particles to scatter, rather than causing               
systems to take on an organized and uniform direction of acceleration. Moreover, high-energy             
photons are capable of colliding with each other, in some cases producing massive particles,              
meaning fields could, under this hypothesis, spontaneously generate mass. Therefore, it is more             
likely, and more sensible, to assume that the force-carriers for these three forces are unique,               
high-energy particles that give up momentum and energy only in limited circumstances, and in a               
particular manner. In the case of a magnetic field, it is possible that the force carriers don’t move                  
at all, suggesting the possibility that a magnetic field consists of a type of stationary energy (see                 
“Magnetic Field Lines ” below). 
 
Magnetic Fields 
 
The Displacement of Charges 

 

We assume that a magnetic field is generated whenever one charge is displaced with respect to                
another charge. As a result, charges that are traveling with the same velocity will not generate a                 
magnetic field, whereas charges that are traveling with unequal velocities can generate a             
magnetic field. Further, we assume that the strength of the resultant magnetic field is given by                
the Biot-Savart Law for point charges. 
 
In order to calculate the strength of the magnetic field generated by two displaced point charges,                
we treat one charge as stationary, and then use the relative velocity of the other charge with                 
respect to the “stationary” charge to determine the strength of the magnetic field generated by the                
displacement of the charges, in accordance with the Biot-Savart Law. 
 
Because our model has objective frames of reference (see Section 5 of [1]), we do not view                 
magnetic fields as “subjectively” measured by observers. Rather, we assume that magnetic fields             
are objectively created whenever one charge is displaced with respect to another, and that the               
strength of the resultant magnetic field generated is equal in all frames of reference, and given by                 
the Biot-Savart Law. 
 
Because the relative velocity of one particle with respect to another is the same when measured                
in any frame of reference, the magnetic field generated by two charges will be the same in every                  
frame of reference, since it is determined only by this relative velocity, in accordance with the                
Biot-Savart Law. Note, however, that a single moving charge in true isolation would not, in our                
model, generate a magnetic field, since there is no second charge with respect to which it has                 
been displaced.  2

2 We do not attempt to explain why the displacement of charges produces magnetic fields, but instead treat it as an                     
axiom of physics. We do, however, note that the Biot-Savart Law is consistent with a theory that explains the                   
emergence of a magnetic field as a result of a change in the direction of the line of symmetry between two charges.                      

 



 
The Source of a Magnetic Field 

 
We assume that a charge experiences a force in a magnetic field only when the charge is                 
displaced with respect to the source of the magnetic field. For purposes of determining the               
source of a magnetic field, we consider not just the individual moving charges, but the overall                
magnetic field generated by those moving charges. 
 
We assume that the source of a magnetic field generated by a point charge is the point charge                  
itself. 
 
In contrast, we assume that the source of a magnetic field generated by a moving current is not                  
the individual electrons within the wire carrying the current, but is instead the entire wire. That                
is, in the case of a current carrying wire, the source of the resultant magnetic field is a line, not a                     
point. Similarly, we assume that the source of the magnetic field generated by a permanent               
magnet is not the individual charges moving within the magnet, but the macroscopic magnet              
itself. As such, in the case of a large number of charges moving within close proximity of each                  
other, for purposes of identifying the source of the resultant magnetic field, we ignore the               
individual motions of those charges, and instead treat the resultant magnetic field as a single               
macroscopic object. Further, as noted above, we treat the resultant magnetic field as a single               
objective physical reality that exists in all frames of reference. 
 
As such, one charge that is stationary relative to another moving charge will be displaced in the                 
magnetic field of the moving charge, and therefore, the stationary charge will experience a              
magnetic force (which we will discuss in greater detail below). In contrast, a charge that is                
stationary relative to a wire carrying a current will not be displaced in the magnetic field of the                  
wire, since the charge has a velocity of zero relative to the wire, generating no displacement in                 
the magnetic field of the wire. 
 
In short, we view the magnetic field generated by a large number of moving charges as a whole,                  
as in the case of a current carrying wire or a permanent magnet. In contrast, we view the                  
magnetic field generated by a point charge as being generated by the point charge itself. We do                 
not present any theory as to how many individual charges are necessary, or at what distances                
they must be positioned, in order to generate a single macroscopic magnetic field. However, we               
note that as a practical matter, the current within a wire, and the electrons within a permanent                 
magnet, each generate a single, macroscopic magnetic field that we can treat as a whole, thereby                
disregarding the individual velocities of the charges in each case. 
 
Displacement in a Magnetic Field 

 

That is, two charges travelling with equal velocities will not generate a magnetic field. Similarly, two charges                 
traveling with unequal velocities along the same line of motion will not generate a magnetic field. If, however, two                   
charges are displaced in a manner that causes the line of symmetry between them to rotate, then a magnetic field will                     
emerge. 

 



As noted above, we assume that a charged particle will experience a force in a magnetic field                 
only if that charge is displaced with respect to the source of the magnetic field. Further, we                 
assume that the force experienced by the charge is determined by the rate at which the total                 
charge within the particle, which we assume to be evenly distributed among the mass quanta               
within the particle (see Section 3.6 of [1] generally), traverses a point in space within the                
magnetic field. It follows that each mass quantum within a particle will have a charge of q/N,                 
where q is the total charge of the particle and N is the number of mass quanta within the particle.                   
 3

 

As the charge traverses the magnetic field, its mass quanta will therefore cause quantized charges               
of q/N to cross each point in space along the path of the particle, much like a current. 

 

Consider a particular fixed point along the path of the charge through the magnetic field. It                
follows that the total amount of charge that traverses that point in space over an interval of tp                  
seconds is given by, 

 

Q = ( q/N ) ( f tp ) = ( q/N ) ( v / c ) tp = q v/c.λ  

 

That is, Q is given by the product of the amount of charge per mass quantum, multiplied by the                   
number of quanta within the charge that will traverse a point in space over tp seconds (see                 
Section 3.6 of [1]), thereby giving the total "current" through that point in space over t p seconds. 

 

Now assume that each point in the magnetic field contains some discrete number of quanta of                
energy that "power" the magnetic field, and interact with charges, giving up momentum to              
charges that traverse the magnetic field (see Section 4 of [1]). It follows that we can view Q as a                    
measure of the strength of the interaction between each quantum in the magnetic field, and the                
moving charge. That is, the greater Q, the greater the "current" through each magnetic field               
quantum, and therefore, the greater the interaction between the charge and each magnetic field              
quantum. Similarly, the greater B (the strength of the magnetic field) the greater the energy of                
the field per point in space, and therefore, the greater the total interaction between the charge and                 
each point in the magnetic field. 

 

Therefore, the total force on the charge moving through the magnetic field should be a function                
of B and Q, which is indeed the case, since the force is given by, 

 

F = Bqv = BQc. 

 

3 We assume that even in the case where q = e, the elementary charge, the individual mass quanta within the electron 
nonetheless have a fractional charge of e/N. 

 



From this we can infer that the force on the charge is proportional to the "current" through each                  
magnetic field quantum, and proportional to the number of field quanta.  4

 
Continuous Waves 
 
In [1], we presented a quantized model of energy, and showed that our model implies the correct                 
equations for time-dilation due to motion, and gravity. Despite the utility and simplicity of a               
discrete model of physics, it is also useful to allow for the possibility of truly continuous                
structures, such as waves. Other models of physics, such as Quantum Mechanics, and classical              
physics, rely on the existence of continuous waves to explain a wide variety of physical               
phenomena. Though the model presented in [1] is inherently discrete and quantized, we show              
below that it can be expanded in a simple manner to allow for the existence of continuous                 
physical structures that nonetheless have quantized energy. 
 
The Quantization of Energy 

 

In [1], we assumed that E0 is the minimum quantized energy, and that as such, all particles have a                   
total energy that is an integer multiple of E0. We still assume that this is the case, however, we                   
allow this energy to be spread about a line, area, volume, or other higher dimension space. That                 
is, we assume that a particle can propagate as a truly continuous wave, but that when the particle                  
exchanges energy with another particle, it always exchanges its energy in multiples of E0.              
However, we allow for particles that propagate as waves to exchange momentum in any amount.              

This is consistent with the observation that single photons propagate as waves, and interact with                5

objects by exchanging momentum (e.g., the “double-slit wall” of a double-slit apparatus),            
without giving up any energy, or “collapsing” into a discrete particle. 
 
In short, we allow for a particle such as a photon to propagate as a truly continuous wave,                  
interact with objects by giving up its momentum as a wave (which would generate interference               
patterns when single particles are repeatedly fired through a double slit), but assume that once               
the particle exchanges energy with another system, it does so in integer multiples of E0, in a                 

4 Because our model views fields as actual physical systems that consist of energy and interact with particles, it                   
follows that any particle that interacts with a field should experience time-dilation due to its interactions with the                  
field. This is already known to be the case for a gravitational field, but our model implies that particles that interact                     
with magnetic, and electrostatic fields should also experience time-dilation due to those interactions, though we do                
not present any model as to how much time-dilation would result in either case (see Section 4 of [1]). Further, by                     
analogy to the model of gravitational fields presented in Section 4 of [1], it follows that the higher the frequency of a                      
photon, the greater the number of interactions per unit of time the photon will experience within a gravitational field.                   
That is, the higher the frequency of a photon, the greater the number of quanta the photon contains, and since the                     
velocity of a photon is fixed, the number of interactions between a photon and any gravitational field will increase as                    
a function of the photon’s frequency. This implies that a higher frequency photon will interact more often with a                   
gravitational field, and should, therefore, experience a greater gravitational force, when compared to a lower               
frequency photon. 
5 Though direction of motion is quantized in the model presented in [1], we assume that, as a practical matter, the                     
amount of momentum exchanged between particles can be treated as an effectively continuous quantity. However,               
we view waves as truly continuous structures that contain an infinite number of points. 

 



particular location. That is, the wave “collapses” to a discrete particle once it exchanges energy               6

with another system, but can exchange momentum with another system as a wave, without              
collapsing into a discrete particle. 
 
The Existence of a State-Space 

 
As noted above, we allow for the quantized energy of a particle to be spread about a subset of a                    
continuous space. Further, we allow for the possibility that this energy is spread about a higher                
dimensional space, beyond physical 3-space. This would allow for a particle to exist in multiple               
states simultaneously, as is possible in Quantum Mechanics. This would also allow for multiple              
states of a single particle to exchange momentum with another system at the same time, in the                 
same location of physical space.  
 
However, we assume that whenever a particle exchanges energy with another system, it does so               
in integer multiples of E0, in a particular location, in a particular state. That is, when a particle                  
that generally propagates as a wave exchanges energy with another system, it “collapses” to a               
discrete particle in a particular state in a particular location. We call the vector pair of a given                  
state and a given position for a particle a state-point. That is, a state-point is a point in the space                    
formed by the cartesian product of physical space, and the state-space of the particle. We call the                 
set of all state-points occupied by a wave at a given moment in time the phase-space of the                  
particle at that moment in time. As a result, the phase-space of a particle at a given moment in                   
time contains the set of all state-points in which the particle could collapse.  7

 
The Units of a Continuous Wave 

 
Because we view a wave as energy spread about a line, area, volume, or other higher                
dimensional space, it follows that the units of a wave are, in our model, E / Ln, where E is                    
energy, L is length, and n is the dimension of the space over which the energy is spread. For                   
example, if the energy of a particle is spread over a line, then the units of the resultant wave will                    
be E / L, the same units as force. The units of a “collapsed wave” (i.e., a discrete particle                   
generated when n = 0) can therefore be viewed as pure energy, which is consistent with the                 
model of a discrete particle we presented in [1]. 
 
The Structure of a Wave 
 
We assume that a wave is a quantized amount of energy distributed about a continuous subset of                 
a finite dimensional Euclidean space. Though we do not require a wave to be shaped like a                 
classical wave (i.e., with a physical wavelength and physical amplitude), we do of course allow               
for classical waves. For example, a “solid” sphere, the surface of a sphere, or a line segment, in                  

6 Specifically, a “horizontal” particle of the type described in Section 3.5 of [1]. 
7 In Section 3.2 of [1], we presented a model of elementary particle decay that implicitly made use of a state-space,                     
where massive particles changed states over time, which could eventually cause the particle to transition to some                 
other particle, or set of particles. In this note, we are treating this state-space as an actual space in which particles                     
can be thought of as having a velocity (i.e., the rate at which the particle changes states is the rate at which the                       
particle changes position in the state-space). 

 



each case about which some amount of energy was distributed would constitute a wave for               
purposes of our model. Further, we assume that each point within a wave has some directional                
unit vector that gives the instantaneous direction of the wave at that point. This does not imply                 8

that the wave is moving, but rather, that each point on the wave has a directional vector                 
associated with it. By U(x) we denote the directional vector of the wave at the point x.  
 
Further, we assume that there is a function f, that when evaluated at any point x within the wave,                   
gives the amplitude of the wave at that point A = f(x), where A for all x. Note that we              0, ]∈ [ 1       
do not view amplitude as a physical “height” associated with a point within the wave. For                
example, a perfectly flat line along which the energy of a particle is distributed will have an                 
amplitude at each point, but will not have a physical “height”. Instead, we assume that the                
probability that the wave collapses to a discrete particle at a state-point within a given region of                 
the phase-space is given by the integral of the amplitude over each point in that region R, divided                  
by the integral of the amplitude over the entire phase-space S. 
 
That is, 
 

P R = 1/b A,∫
 

R

 

where b = A. That is, f(x)/b = A/b is a probability density function, and the probability of a   ∫
 

S

                

collapse occuring within the region R is given by the integral of f(x)/b over the region R. 
 
Further, we assume that the total energy contained within the region R of a wave is given by, 
 

ER  = ET/b A = ETP R,∫
 

R

 

where ET is the total energy of the particle.  
 
This implies that,  
 

8 Since even a one dimensional line is continuous, and therefore contains an infinite number of points, it follows that                    
a wave would, in our model, always contain an infinite amount of information. If true, this would have profound                   
consequences for the theory of computation, and could allow for systems that are capable of solving non-computable                 
problems in a finite amount of time. For example, in our model, as a wave propagates, the directional vectors                   
associated with each point on the wave could change directions over time. It follows that, upon each click, an                   
infinite number of vectors along the wave could change values. If we view some countable subset of that set of                    
vectors as the tape of a UTM, then the progression of these vectors over a finite interval of time is equivalent to the                       
entire infinite tape of the UTM being repeatedly rewritten over a finite interval of time, which clearly cannot be                   
accomplished by a UTM. Moreover, by using a 2-dimensional wave, we could represent the entire progression of                 
the tape of a UTM over an infinite period of time in a single instant, by using a countable number of lines within the                        
wave, with each line representing the tape of the UTM at a given moment in time. Thus, a truly infinite system could                      
allow us to model a UTM capable of rewriting its entire infinite tape in a finite amount of time, and represent the                      
progression of the tape of an ordinary UTM over an infinite period of time, in each case, within a finite space, and                      
over a finite period of time. 

 



P R = ER / ET. 
 

That is, the probability of the particle collapsing to a state-point in a given region is determined 
by the that region’s share of the particle’s total energy. 
 
We assume that the net amplitude of two waves at a given point is given by, 
 

f(x) = ||E1f 1(x)U 1(x) + E2f 2(x)U 2(x)|| / (E1 + E2). (Eq. 1) 
 
For example, two waves that have equal energies, and equal amplitudes at all points in their                
combined phase-space, but opposite directional vectors at all points, will have a net zero              
amplitude at all points. That is, for any such pair of waves, E||f 1(x)U 1(x) + f 2(x)U 2(x)|| = 0 for all                   
x. As a result, the probability of interacting with the net resulting wave over any region of the                  
combined phase-space will be zero. We assume that two identical classical waves, each with a               
wavelength of , but offset by a distance of ½ , will have equal amplitudes at all points, but  λ        λ          
directional vectors that point in opposite directions at all points, and therefore, a net amplitude of                
0 at all points in their combined phase-space. 
 
Finally, we assume that the net directional vector of two waves at a given point is, 
 

U(x) =  (E1f 1(x)U 1(x) + E2f 2(x)U 2(x)) / ||E1f 1(x)U 1(x) + E2f 2(x)U 2(x)||.  9

 
The Substance of a Magnetic Field 

 

We assume that a magnetic field line is a discrete amount of energy generated by a magnetic                 
field that is spread about a line (i.e., a one-dimensional wave) in that magnetic field. Further, we                 
assume that the direction of a magnetic field line at a point x is the direction of the unit vector                    
U(x) at that point. Thus, we view a magnetic field as a collection of one-dimensional waves. 
 
Because the units of a wave are given by E / Ln, it follows that the units of a magnetic field line                      
are given by E / L (i.e., the same units as force). Note that we are not attempting to redefine the                     
units of the strength of a magnetic field. Rather, we are arguing that the substance of a magnetic                  
field line itself has units of E / L. 
 
The Direction of Force on a Moving Charge in a Magnetic Field 

 
Because we view magnetic field lines as one-dimensional waves, it follows that we can view the                
interactions between two magnetic fields as a series of one-dimensional waves interacting, using             
the assumptions set forth above. 
 
For example, consider an electron moving orthogonally through a constant magnetic field            
generated by a permanent magnet. If we assume that the north pole of the permanent magnet is to                  

9 We treat the net resulting wave as effectively non-existent at all points where ||E1f1(x)U 1(x) + E2f2(x)U 2(x)|| = 0.                   
This does not mean that energy can be “destroyed”, but that the energy of one wave can effectively be “hidden” by                     
another offsetting wave. 

 



the left of the direction the electron is travelling, and we are observing from behind the path of                  
the electron, with the electron travelling away from us, then the magnetic field lines of the                
permanent magnet will flow from left to right, and the field lines of the electron will flow                 
counterclockwise. 
 
It follows that the net amplitude of the magnetic field lines generated by the electron and the                 
permanent magnet (see Equation (1) above) will be (i) equal in magnitude on the left and right                 
sides of the electron; and (ii) lower in magnitude above the electron than below the electron.                
That is, the net amplitude of the net magnetic field lines surrounding the electron will be equal                 
on either side of the electron, but higher below the electron than above the electron, since the                 
field lines of the magnetic field of the electron point in the same direction as the field lines of the                    
permanent magnet below the electron, and in the opposite direction above the electron. 
 
We assume that this differential in net amplitude determines the direction of the magnetic force               
on the electron, which flows from the direction of the higher amplitude field lines to the lower                 
amplitude field lines, causing the electron to rotate upward in this case. We assume that the                
magnitude of the force is determined by the scale of the charge and the strength of the field, as                   
described above. In short, because the probability of interaction with the magnetic field is higher               
below the electron than it is above the electron, the “path of least resistance” in this case is to                   
rotate upward. 
 
This implies that a positron following the same trajectory as the electron in our example would                
experience the same magnitude of force, but rotate in the opposite direction, which is precisely               
what happens. 
 
Magnetic Field Lines 

 
Note that although we describe magnetic field lines as “flowing” in a particular direction, in our                
model, this “flow” is actually just a series of directional vectors along a wave that all point in the                   
same direction, meaning that a magnetic field line is not necessarily moving at all. If magnetic                
fields are stationary, then a magnetic field arguably consists of a type of stationary energy that                
does not seem to interact with light. Moreover, unlike an electrostatic or gravitational field, the               
strength of interaction between a moving charge and a magnetic field is dependent upon the               
velocity of the charge, as if the charge were repeatedly “hitting” something stationary, causing              
the charge to rotate. This suggests at least the theoretical possibility that a magnetic field line                
could “collapse” into a discrete particle, unleashing energy. 
 
Uncertainty and the Distribution of Energy 

 
Because we have described the collapse of a wave into a discrete particle in terms of a                 
probability over the phase-space of the wave, there is necessarily uncertainty as to where in the                
phase-space that collapse will occur. This uncertainty is not dependent upon any observer effect,              
but is instead inherent in our model of a wave. For example, if a system interacts with the entire                   
phase-space of a wave, then we assume that the wave could collapse at any point in its                 
phase-space, and the probability that a particular region in the phase-space will contain the              

 



location of the collapse will depend upon the energy contained in that region, with the               
probability of a collapse being lower in relatively low energy regions, and higher in relatively               
higher energy regions. 
 
For example, consider a particle whose energy is uniformly spread about a line segment. It               
follows that our uncertainty is maximized in this case, since there is no particular region along                
the line in which we should expect a collapse to occur. Rather, in this case, all regions of equal                   
length are equally likely to contain the location of a collapse. In contrast, if the energy of a wave                   
is heavily concentrated in a particular region of the phase-space, then we could be reasonably               
confident that the collapse of the wave will occur in that region, reducing our uncertainty as to                 
the location of the collapse. 
 
Thus, the distribution of energy within the phase-space will determine the uncertainty as to the               
location of the collapse of the wave, with uniform distributions maximizing uncertainty, and             
highly concentrated distributions having comparatively lower uncertainty. Thus, the uncertainty          
as to the location of a collapse is determined by the entropy of the distribution of energy within                  
the phase-space, which is in turn a function of the amplitude over the phase-space. That is, the                 
uncertainty as to the location of a collapse of the wave is given by, 
 

  log(ω),H =  −  ∫
 

S

ω  

where /b.ω = A  10

 
A Physical Interpretation of the de Broglie Wavelength 
 
Because we view the Compton Wavelength of a particle as the actual wavelength of a discrete                
particle (see Section 3.6 of [1]), the de Broglie Wavelength of a particle has no obvious physical                 
meaning in our model. However, the frequency with which the mass quanta within a particle               
traverse a given point in space is given by f = c/ v, where v is the de Broglie Wavelength of           λ   λ        
the particle. 
 
If we assume that space is not a true vacuum, but instead contains a field with which the mass of                    
all moving particles interacts, then the frequency of that interaction would be given by f. If we                 
then assume that these interactions in turn generate a wave that propagates at a velocity of c                 
(perhaps in some dimension outside of physical space), then the frequency of that wave would be                

10 This model of uncertainty is not meant to imply that there aren’t other measures of uncertainty that are also                    
inherent in physical systems. In particular, we are not suggesting that the Heisenberg Uncertainty Principle is                
somehow incorrect. Instead, we view the above measure of uncertainty as another measure of uncertainty that is a                  
necessary consequence of our model. However, our model would allow for the existence of a Bose-Einstein                
condensate, without making use of any uncertainty principle of any variety. Instead, as the temperature of a system                  
decreases, the probability of thermal collisions between the particles within the system also decreases, meaning the                
probability that any given wave within the system collapses to a discrete particle also decreases. As the thermal                  
velocity of the system approaches zero, the velocity of the system relative to its inertial frame also approaches zero,                   
and as a result, the survival probability of any given wave within the system will increase, meaning the system will,                    
in terms of its overall behavior, eventually resemble a collection of waves, which in our model, is simply a single net                     
wave. See the analysis in Section 3.4 of [1] generally. 

 



f, and the wavelength of that wave would be v = c/f. As a result, we can interpret the de Broglie         λ             
Wavelength of a particle as the wavelength not of the particle itself, but as the wavelength of a                  
wave generated by repeated interactions between the mass of the particle and some background              
field. 

 



A Unified Model of the Gravitational, Electrostatic, and Magnetic Forces 
 

What follows is an informal continuation of the work presented in, “A Computational Model of               
Time-Dilation ” [1], in which we presented a theory of time-dilation rooted in information theory              1

and computer theory, with equations for time-dilation that are identical in form to those given by                
the special and general theories of relativity. In this note, we present a unified model of the                 
Gravitational, Electrostatic, and Magnetic Forces that is consistent with the model of physics we              
presented in [1], thereby presenting the outlines of a complete, and unified model of physics. 
 
The Energy of a Field 
 
Force-Carriers 
 
In [1], we presented a model of physics in which all energy is quantized into integer multiples of                  
the minimum energy E0 (see Section 3 of [1] generally), which we call a quantum of energy. We                  
assume that each quantum of energy is always in one of two categories of states: a mass state,                  
which generates mass, and a kinetic state, which generates motion through physical space (see              
Section 3.1 of [1]). Further, we showed that our model implies that the momentum of a particle is                  
proportional to the rate at which the total energy of the particle traverses a point in space along                  
its path (see Section 3.6 of [1], as well as “Mass, Energy, and Momentum ” ). Because we assume                 2

that energy is conserved, it follows that a field cannot exchange energy or momentum with a                
particle unless the field itself contains energy. 
 
As such, we assume that the gravitational, electrostatic, and magnetic fields each consist of              
quanta of energy that constitute the force-carriers of their respective fields. We do not,              
however, assume that each field consists of the same force-carrier particle, but rather, we assume               
that, as a general matter, each of these three fields consists of a set of particles that exchange                  
energy and momentum with the particles with which they interact. 
 
The Frequency of a Field 
 
As noted above, we assume that the gravitational, electrostatic, and magnetic fields all consist of               
force-carrier particles. In the case of the gravitational and electrostatic fields, we assume that              
these force-carriers emanate from a mass, or charge, respectively, and travel outwardly in every              
direction at a velocity of c (see Section 4.1 of [1]). We address the frequency of a magnetic field                   
separately below in the section entitled, “The Force-Carrier of a Magnetic Field ”. Further, we              
assume that if the structure of a given mass or charge (in each case, the “system”) is stable, then                   
the frequency with which the force-carriers of the field traverse any given point in space around                
the system is also stable. We call this the frequency of the field at a given point in space. That is,                     
we do not assume that the force-carriers of the field are omnipresent, but rather, that they                

1 Available at www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation. 
2 Available at https://www.researchgate.net/project/Information-Theory-16/update/5bce406b3843b006753fda45. 
 

http://www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation
https://www.researchgate.net/project/Information-Theory-16/update/5bce406b3843b006753fda45


emanate from the system, in all directions, at a velocity of c, which, for a stable system, will                  
generate a stable frequency with which the force-carriers traverse any given point in space.  3

 
The Probability of Interacting with a Field 
 
The model of time we presented in [1] is effectively discrete, in that systems change properties                
and positions only upon the occurrence of a “click”, which happens simultaneously, everywhere,             
every t0 seconds (see Section 3 of [1] generally). Nonetheless, we show that our model allows for                 
time-dilation using objective time, with equations that are identical in form to those given by the                
special and general theories of relativity. In short, all systems update their properties and              
positions only upon the occurrence of a click, but the more kinetic energy a system has, the more                  
objective time the system spends updating its position, rather than its properties, causing systems              
to “age” at objectively different rates, ultimately generating time-dilation (see Section 3.2 of [1],              
as well as, “On the Value of Gamma” [2] ). 4

 
Because there is some frequency with which the force-carriers of a field will traverse a given                
point in space, if we consider a given interval of time, there will be some number of clicks for                   
which a force-carrier is located at that point. For example, assume that, for a given point in                 
space, over t seconds, a force-carrier was located at that point for exactly N clicks. It follows that                  
N = ft. That is, we interpret f as the number of times per second that a force-carrier is actually                     
located at a given point in space, and we assume that its presence there lasts for exactly one                  
click. More generally, if the force-carriers of a field traverse a given point in space, then we                 
assume that those force carriers are actually located at that point for exactly one click. 
 
Therefore, we can define the probability of interaction  with the field at that point in space as, 
 

 f  t .p =  0 (Eq. 1) 
 
That is, p is the portion of clicks for which a force-carrier is expected to be located at the point in                     
question. Returning to our example, p would in this case be given by (N t0) / t = f t0. Note that,                      5

for simplicity, we are tacitly assuming that a force-carrier will interact with any particle that is                
co-located at a given point in space upon a given click with certainty. For a more rigorous                 
treatment of this topic, where we do not make this assumption, see Section 4.1 of [1].  6

3 Though we assume that, as a general matter, energy is conserved, we do not present a complete theory as to the                      
ultimate origin of the energy that is contained within fields, though we do address this topic in part below in the                     
section entitled, “Conservation of Energy and Momentum ”. Similarly, we do not attempt to explain the origin of                 
gravity, or charge, but rather, assume that a particle with mass generates a gravitational field, and a particle with                   
charge generates an electrostatic field. We do, however, present a novel theory of magnetism in [3], as the result of                    
the displacement of charges, which we discuss below in the section entitled, “Matter as a Computational Engine”. 
4 Available at https://www.researchgate.net/project/Information-Theory-16/update/5bce406b3843b006753fda45. 
5 Note that while the units of p are not truly dimensionless, since it is a measure of the expected number of                      
interactions at a given point in space per click, because t0 is the minimum time, p will necessarily be less than or                      
equal to 1. 
6 That is, even in the case where f = 1 / t0 (which is the maximum frequency, since t0 is the minimum time) we do                          
not have to assume that p = 1. Rather, we could allow for the probability of interaction to be dependent upon other                      
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The Expected Force of Interaction with a Field 
 
We assume that the force-carriers of a field act on a particle by exchanging energy, momentum,                
or both with the particle. Specifically, in the case of a magnetic field, we assume that a charge                  
displaced in a magnetic field does not exchange energy with the magnetic field, but does               
exchange momentum with the magnetic field. That is, we assume that magnetic force-carriers do              
not exchange energy with charges, but rather, exchange only momentum. As a general matter,              
this allows us to express an interaction with a force-carrier as a force (i.e., a rate of change in                   
momentum), which we assume to be caused by an exchange of energy or momentum, or both,                
between a particle and a force-carrier.  
 
We assume that any such interaction occurs only upon a click where a particle is co-located with                 
a given force-carrier. As a result, the expected change in momentum per click at a given point in                  
space will depend upon (1) the probability of interaction at that point, and (2) the expected                
amount of momentum exchanged between the particle and the force-carrier per interaction.            
Therefore, we can express the expected change in momentum per click at a given point in                
space as, 

ρ p Φ,Δ =  (Eq. 2) 
 
where p is the probability of interaction at the point in question, and is the expected amount of            Φ      
momentum exchanged per interaction, which could also vary depending upon the point in             
question. That is, (t / t0) gives the total expected change in momentum due to interactions with  ρΔ               
a field at a given point in space over a period of t seconds, which would be the result of p (t / t0)                        
interactions between a particle and the force-carriers of the field. Expressed as a force, we have, 
 

 ρ / t  f  Φ.F = Δ 0 =   
 
As such, Equation (2) allows us to express the change in momentum of a particle in a                 
gravitational, electrostatic, or magnetic field as the result of the repeated application of a force,               
ultimately due to repeated exchanges of energy, or momentum, or both, with a field comprised of                
force-carrier particles. Specifically, Equation (2) allows us to view the change in momentum of a               
photon in a gravitational field as the result of a series of interactions in which the photon                 
gradually changes its direction of motion, without space-time, by exchanging energy and            
momentum with force-carrier particles, which we discuss in greater detail below in the section              
entitled, “ The Behavior of Light in a Gravitational Field ”. 
 
Time-Dilation Due to Interactions with a Field 
 
We assume that whenever a particle interacts with a field upon a given click, the particle does so                  
in lieu of updating its properties. As a result, in our model, a particle that interacts with a field                   
will experience time-dilation, whether it is due to interactions with a gravitational field,             

factors, beyond frequency, such as interference between the force-carriers themselves, which we discuss in Section               
4.1 of [1]. 



electrostatic field, or magnetic field. Specifically, if is the expected lifetime until decay of a      t          
given particle when stationary, outside of any field, and p is the probability of interaction at the                 
point in space occupied by the particle within a field, then the expected lifetime of the particle                 
when stationary at that point within the field is given by, 
 

t t / (1 p). =  −  (Eq. 3) 
 

That is, some portion of the objective time that elapses is spent by the particle interacting with                 
the field, in lieu of the particle changing states, thereby causing time-dilation, and extending the               
expected lifetime of the particle (see Sections 3 and 4.1 of [1], as well as [2] generally). 
 
The Behavior of Light in a Gravitational Field 
 
The model of time-dilation presented in [1] implies that light is incapable of experiencing              
time-dilation. Specifically, light is perfectly stable in our model, and as a result, it has no states                 
to progress through. Instead, a photon transitions through physical space upon each click,             
ultimately causing it to propagate at a velocity of c. However, photons are of course capable of                 
interacting with other particles, exchanging energy, momentum, or both. In our model, this             
necessarily implies that these interactions occur in lieu of the photon’s propagation through             
space. That is, if a photon interacts with another system or particle upon a given click, then it                  
does so in lieu of propagating through space. This implies that a photon should propagate               
through a medium at a velocity of less than c, which is indeed the case. 
 
Because our model views gravitational fields as being filled with force-carrier particles that             
interact with exogenous particles, it follows that a gravitational field could be viewed as a               
medium through which light propagates. This is consistent with the fact that photons gain energy               
when entering a gravitational field, lose energy when exiting a gravitational field, and change              
momentum when traversing a gravitational field, thereby following a macroscopically curved           
path. In addition, our model implies that a photon would also “slow down” when interacting with                
a gravitational field, since these interactions necessarily occur in lieu of the photon propagating              
through space. 
 
In [1], we showed that the probability of interaction at any point in space at a distance of r from                    
the center of a system with a mass of M that generates a uniform gravitational field is given by, 
 

   .  p = 1 −  √1 −  
rc 2

2GM (Eq. 4) 
 

Returning to Equation (3), it follows that if the expected lifetime of a particle is seconds when               t    
the particle is stationary outside of the gravitational field of the system, then the expected               
lifetime of the particle at a distance of r from the center of the system is given by, 
 

  /  ,  t = t √1 −  
rc 2

2GM  
 



which is consistent with the general theory of relativity. That is, the particle experiences more               
time-dilation as it gets closer to the system, and less time-dilation as it moves further away from                 
the system, since the probability of interaction increases as the particle gets closer to the system. 
 
Returning to the case of a photon within a gravitational field, as noted above, a photon is not                  
capable of experiencing time-dilation, but does nonetheless interact with gravitational fields.           
Though the probability of interaction between a gravitational field and a photon could be              
different than the probability of interaction between a gravitational field and a mass, the              
probability of interaction between a gravitational field and a photon cannot be zero, since              
photons clearly interact with gravitational fields. As a result, our model implies that the velocity               
of a photon should deviate from the exact value of c whenever a photon traverses a gravitational                 
field, but the amount by which it should deviate is not obvious. If the probability of interaction is                  
on the order of that given by Equation (4), then any such deviation should be extremely small.  
 
Specifically, our model implies that the velocity of a photon through a gravitational field is, 
 

 c (1 p),v =  −  (Eq. 5) 
 

where p is the probability of interaction between the photon and the gravitational field, which, 
for simplicity, we have assumed to be constant. 
 
A Simple Theory of Black Holes 
 
Because our model of physics does not make use of space-time, we must present an explanation                
for the emergence of a black hole that does not make use of the warping of space-time. If we                   
return to Equation (4), we see that there is a distance from the center of a mass at which the                    
probability of interaction will be 1. Specifically, if rc2 = 2GM, then the probability of interaction                
will be 1. In this case, r is commonly known as the Schwarzschild radius . That is, at any point                   
in space at a distance of the Schwarzschild radius from a mass, the probability of interacting with                 
the gravitational field will be 1. 
 
Ordinarily, the Schwarzschild radius of a macroscopic object is inaccessible because it is, for              
even an extraordinarily massive object, very small, and therefore, contained within the physical             
boundaries of the object. We can, therefore, define what is commonly referred to as a black hole                 
as any system with a Schwarzschild radius that extends beyond its macroscopic physical exterior.              
That is, the Schwarzschild radius of a black hole is “outside” of its external physical boundaries,                
meaning that it is physically accessible. 
 
Because we assume interactions with a gravitational field occur in lieu of a particle updating its                
properties or positions, it follows that any particle at a distance of the Schwarzschild radius from                
a mass will be effectively “trapped” both in space and in time. That is, the interactions between a                  
particle and the gravitational field become so frequent that the particle stops moving, and stops               



changing states, meaning that it experiences the maximum possible time-dilation. Because the            7

probability of interaction increases as a particle gets closer to the center of a mass generating a                 
gravitational field, this reduction in physical velocity and increase in time-dilation should occur             
gradually. Taken together, this implies that whenever the Schwarzschild radius extends beyond            
the macroscopic physical exterior of a mass, it should be possible to observe particles that are                
initially accelerated due to interactions with the gravitational field, and then gradually            
decelerated, as the interactions reach a tipping point at which they occur so often that the particle                 
actually begins to lose velocity, until it is eventually unable to move at all, upon arrival at the                  
Schwarzschild radius. 
 
Finally, because our model of gravity does not make use of space-time, there is nothing that                
would prohibit the existence of repulsive gravity. In fact, in our model, the absence of a repulsive                 
force of gravity would leave an inexplicable asymmetry between the gravitational and            

7 Observation suggests that velocity is, as a general matter, capped at c, the velocity of light. Similarly, our model                    
assumes that the total velocity of a particle (i.e., the norm of its velocity through both its state-space and physical                    
space) is constant, and is always equal to c (see [2]). As a result, as a particle accelerates through physical space, its                      
velocity through its state-space decreases, causing the particle to experience time-dilation. That is, time-dilation              
increases as a function of velocity, which is consistent with observation. As a result, either there is an exception to                    
the general rule that the total velocity of a particle is always c, or, that when a particle enters a black hole, it begins                        
to lose velocity in both physical space and the state-space, and accelerate in another space altogether. Under this                  
view, there are three dimensions of space: physical space, the state-space (i.e., a particle's own particular set of                  
possible states), and another space altogether.  
 
Assuming this is correct, we will need to revise our assumption that the total velocity of a particle, given by the                     
norm of a vector, is always c. Instead, we can assume that the total velocity of a particle is always 0, and that the                        
velocity of the particle through this additional dimension is generally ic, where i is the square root of -1. For                    
example, under this view, light would generally have a velocity of c through physical space, 0 through the                  
state-space, and ic through this additional space, producing a total velocity of ||(c,0,ic)|| = 0. 
 
It seems plausible that this third space, if it exists, is time itself, and that all particles have a velocity through time,                      
which could be a vector quantity. This would allow for the momentary emergence and disappearance of energy at                  
small scales, which is consistent with observation. That is, energy comes and goes at small scales under this view                   
because it is quite literally entering and leaving our timeline. Note that this does not pose any problems for the                    
conservation of energy, since it is not the destruction of energy that underlies this mechanic, but instead, the                  
transference of energy from one timeline to another. Moreover, there are no issues with causation so long as we                   
assume that our timeline is a path through this space, where each point along the path represents a possible                   
configuration of our universe. This would preclude any point in time “changing” another, since all points in time are,                   
under this view, distinct configurations of the universe, none of which ever change at all. All particles that                  
experience time jointly under this view would traverse the space of possible configurations of the universe with the                  
same velocity, though what it is that is actually traversing this space is admittedly unclear. It could perhaps be                   
thought of as an abstract, non-anthropomorphic “observer” particle, associated with every particle in physical space,               
that has some limited command, and perhaps in some cases no command, over its path through time. 
 
We could even conceive of a “charge” in time itself. Specifically, a “force”, that makes certain future states more                   
likely than others. Such a concept could explain the behavior of electrons, in that they are somehow able to find the                     
path of least resistance, ex ante. This otherwise odd behavior could be explained by assuming that electrons are                  
"attracted" to their own least resistant future states in time itself, making those future states more likely. As a result,                    
this would allow electrons to alter their behavior in the presence of resistance, without having to “test” the resistance                   
ex ante. 
 



electrostatic forces. If repulsive gravity is in fact a physical reality, perhaps as generated by               
antimatter particles, then a black hole should eject antimatter particles, since they would             
presumably be repelled by the intense gravitational field of a black hole. Further, there could also                
be systems with repulsive gravitational fields that have points outside of their physical external              
boundaries where the probability of interaction is 1, forming a black hole for antimatter, and,               
presumably, a “jet” for ordinary matter that would be repelled.  8

 
The Force-Carrier of a Magnetic Field 
 
In a note entitled, “ Momentum, Magnetism, and Continuous Waves” [3] , we noted that a charge               9

that is stationary in a magnetic field experiences no magnetic force. As a result, the probability of                 
interaction at any point in a magnetic field depends upon the velocity of the charge, which is not                  
the case for a gravitational or electrostatic field. Specifically, the probability of interaction is zero               
at every point in a magnetic field for a stationary charge. If the force-carrier of a magnetic field                  
propagated at a non-zero velocity, then it would necessarily be the case that the probability of                
interaction would be greater than zero for at least one point in a magnetic field for a stationary                  
charge, since eventually, a force-carrier would traverse some point in the field. Since this is not                
the case, it follows that the velocity of the force-carrier of the magnetic force is zero. Therefore,                 
in our model, the force-carrier of the magnetic field is a type of stationary energy that does not                  
appear to interact with light, or electrostatically neutral matter. 
 
The frequency of a magnetic field will therefore also depend upon the velocity of a charge                
moving through the field. However, this does not imply that a magnetic field lacks objective               
structure. For this purpose, we can consider the density of a magnetic field in some volume of                 
space, which we define as the number of magnetic force-carriers per unit of volume. The               
frequency of a magnetic field will therefore be a function of the density of the magnetic field,                 
and the velocity of the charge traversing the field. For any given charge velocity, the frequency                
will increase as a function of the density of the magnetic field. Similarly, for any given magnetic                 
field density, the frequency will increase as a function of the velocity of the charge.  
 
If we assume that the density of a magnetic field is fixed, and uniform for all magnetic fields,                  
then it would be the case that the strength of a magnetic field is determined entirely by the force                   
per interaction within the field, and that the frequency of a magnetic field would be  Φ               
determined entirely by the velocity of the charge. Under this assumption, Equation (2) implies              
that the force on a charge moving through a magnetic field will increase as a function of the                  
velocity of the charge, and the strength of the magnetic field, which is indeed the case. 
 
Matter as a Computational Engine 
 

8 If the “big bang” was the result of an extremely massive antimatter black hole, then this could provide a simple                     
explanation for the asymmetry between the amount of matter and antimatter in the universe, since a singularity of                  
this sort would draw in antimatter, and eject ordinary matter.  
 
9 Available at https://www.researchgate.net/project/Information-Theory-16/update/5bce406b3843b006753fda45. 
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In [3], we presented a model of magnetic fields as being generated by the displacement of                
charges, and showed that our model is consistent with the Biot-Savart law. Specifically, if two               
charges are moving at the same velocity, then their relative positions are constant, and therefore,               
there is no displacement of the charges, implying that no magnetic field will be generated. This is                 
consistent with the Biot-Savart law, since in that case, both charges would have a velocity of                
zero with respect to one another. 
 
Now consider the net electrostatic field generated by two charges moving at the same velocity,               
and consider a point in space that is at a constant distance from both charges. Because the                 
charges are both moving with the same velocity, this point in space will also move with that                 
same velocity, though its position relative to both charges will be constant. If we assume that the                 
net electrostatic field at the point in question is constant, then we can think of the net electrostatic                  
field as constant as well, and simply moving through space with the same velocity as the two                 
charges. That is, the net electrostatic field of the two charges can be thought of as a system itself                   
that is co-moving with the charges. 
 
Now consider the case where the two charges are not moving with the same velocity. Since the                 
charges will be displaced with respect to one another, it follows that they will generate a                
magnetic field, which is again consistent with the Biot-Savart law, since the charges will have               
non-zero velocities with respect to one another. Further, the net electrostatic field generated by              
these two charges will change constantly as the two charges propagate through space, since their               
relative positions are not fixed, generating a dynamic net electrostatic field.  
 
If we compare the computational complexity of these two cases, we see that the first case, where                 
the charges are travelling at the same velocity, requires only that we update the position of a                 
fixed, net electrostatic field, with no additional computation. In contrast, if we consider the              
second case, where the charges do not have the same velocity, we find instead a dynamic                
electrostatic field that will need to be constantly updated, adding significant computational            
complexity when compared to the first case. Also note that the first case does not generate a                 
magnetic field, whereas the second case does. 
 
In the model of mass that we presented in [1], the mass-energy of a particle served the role of a                    
computational engine that “processes” the behavior of the particle. The more kinetic energy a              
particle has, the more of a “computational lag” the particle experiences, causing the particle to               
progress through its states at a slower rate, ultimately generating time-dilation. That is, in short,               
time-dilation can be viewed as the result of computational lag, as a particle struggles to process                
its own behavior as its kinetic energy increases. Because our model implies that the force-carrier               
of a magnetic field is stationary, we can take the view that the force-carrier of a magnetic field is                   
actually a type of matter. Further, we argue that this “magnetic matter” functions as a               
computational “back-stop”, allowing for the additional complexity of a dynamic electrostatic           
field generated by two displaced charges to be “processed”. That is, magnetic matter arises out of                
necessity, in order to process the behaviors of a dynamic net electrostatic field, which in our                
model, consists of actual force-carrier particles that interact with each other, and exogenous             
charges. 
 



If this theory of magnetic matter as a computational engine that processes the behavior of a                
dynamic electrostatic field is correct, then it should have an analog in the case of a gravitational                 
field. That is, there should be some analogous mechanism by which dynamic gravitational fields              
generate sufficient computational complexity to necessitate the temporary emergence of an           
analogous type of matter. If we consider the case of a rotating mass, which would generate a                 
dynamic gravitational field that would require constant updating, then perhaps we can explain             
the emergence of a centrifugal force as the result of some type of additional matter that arises                 
temporarily to “process” the behaviors of the resultant gravitational field. That is, the centrifugal              
force is, under this theory, due to the temporary emergence of a type of matter that exists to                  
process the added complexity of a dynamic gravitational field, just like magnetic matter is due to                
the temporary emergence of a type of matter that exists to process the added complexity of a                 
dynamic electrostatic field. Whatever the characteristics of the matter that gives rise to the              
centrifugal force would be, it appears to interact through a force capable of repulsion.  
 
In summary, under this theory, the mass-energy contained within a particle processes the             
particle’s own behaviors, whereas some background matter processes interactions between          
force-carriers. When a particle’s own computational resources are strained, it experiences           
time-dilation. In contrast, when the background matter’s computational resources are strained, it            
seems that the momentum of the background matter increases, thereby increasing the force of              
interaction between the background matter and the particles with which it interacts. Under this              
hypothesis, this increase in momentum presumably corresponds to an increase in the            
“computational power” of the background matter, allowing the force carriers of the gravitational             
and electrostatic forces to always propagate at a velocity of c, regardless of the number and                
complexity of their interactions. That is, it seems that the interactions between the force-carriers              
of the gravitational and electrostatic forces occur instantaneously. This is in contrast to the              
interactions between light and a medium, which is known to cause the velocity of light to                
decrease. 
 
Finally, we could assume that there is actually only one type of this stationary background matter                
that is always omnipresent and uniformly distributed throughout all of space, but that it is               
generally “dormant” in that it does not interact with particles in the absence of a magnetic or                 
centrifugal force. We could then explain the emergence of the magnetic and centrifugal forces as               
the result of interactions with a single, omnipresent background field comprised of a type of               
uniformly distributed stationary matter that does not otherwise interact with mass, charge, or             
light. 
 
Conservation of Energy and Momentum 
 
The model of fields we presented above makes reconciling the assumption that energy and              
momentum are conserved, with the obvious accelerating power of fields, straightforward.           
Specifically, as noted above, we assume that acceleration in a gravitational, electrostatic, or             
magnetic field is always due to an interaction with a force-carrier particle. As a result, any                
energy or momentum gained or lost by a particle in a field, is always lost or gained, respectively,                  
by the field itself through interactions between the particle and the force-carriers of the field. 



Non-Local Interactions, Spin, the Strong and Weak Forces, Inertia, and Faraday Induction 

 

What follows is an informal continuation of the work presented in, “A Computational Model of               
Time-Dilation ” [1], in which we presented a theory of time-dilation rooted in information theory              1

and computer theory, with equations for time-dilation that are identical in form to those given by                
the special and general theories of relativity. In this note, we finalize the outlines of the model of                  
physics we presented in [1] by presenting an explanation for effectively continuous time,             
non-local interactions, charge, quantum spin, a generalized principle of conservation that is            
consistent with the weak force and the strong force, an explanation for inertia, and an               
explanation for Faraday induction. 
 

Effectively Continuous Time and Magnetic Fields 

 

In a previous note entitled, “A Unified Model of the Gravitational, Electrostatic, and Magnetic              
Forces ” [2] , we presented a unified model of the gravitational, electrostatic, and magnetic forces              2

that made use of an omnipresent, stationary background field comprised of discrete quanta of    
energy. Specifically, we argued that the emergence of a magnetic field was in turn due to the                 
local emergence of a dynamic electrostatic field produced by two charges moving at unequal              
velocities. Further, we argued that, in our model of physics, all phenomena of nature require               
some form of “computational power” to process the interactions that give rise to the phenomenon               
in question. In the model of physics we presented in [1], in the case of a massive particle, the                   
mass energy of the particle acts as a computational engine that processes the behavior of the                
particle, and is, as a result, the source of any time-dilation experienced by the particle.               
Specifically, as a massive particle gains kinetic energy, the mass energy of the particle              
experiences a greater draw on its finite computational power, as the particle spends more              
objective time processing the motion of the particle, instead of changing states, thereby             
ultimately causing time-dilation (see Section 3 of [1] generally). 
 
Since our model views fields as exogenous to particles, something exogenous to a charge must               
be processing the behaviors of the force-carriers of the electrostatic field generated by that              
charge. Moreover, since the interactions of a dynamic electrostatic field are more            
computationally complex than those of a static electrostatic field, it follows that a dynamic              
electrostatic field must draw upon some additional processing power that allows for it to be more                
computationally complex, yet nonetheless update at the same rate as a static electrostatic field.              
That is, the net electrostatic field of two charges that are moving at the same velocity is only                  
marginally more complex than a stationary electrostatic field, since it is a constant electrostatic              
field propagating through space (i.e., an object with constant structural complexity, but a             
changing position). In contrast, two charges moving with unequal velocities will produce a             
complex, net electrostatic field with a structure that will need to be constantly updated to reflect                
the changing relative positions of the two charges over time, therefore requiring more             
computational power to process than a static electrostatic field. 

1 Available at www.researchgate.net/publication/323684258_A_Computational_Model_of_Time-Dilation. 
2 Available at https://www.researchgate.net/project/Information-Theory-16/update/5bd9e4adcfe4a76455feb075. 
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As a result, we argued in [2] that in order for electrostatic fields to maintain their integrity, it                  
must be the case that their interactions are effectively processed “instantaneously”. That is, if this               
weren’t the case, then a dynamic electrostatic field would take more time to update its structure                
than a static electrostatic field, which is not the case. This is a consequence of the model of time                   
we presented in [1], which is effectively discrete, since particles change properties and positions              
only upon the occurrence of a “click”, which happens simultaneously, everywhere, every t0             
seconds. As a result, our model implies that a complex, dynamic electrostatic field should take               
more clicks, and therefore more time, to process than a static electrostatic field, since it is the                 
product of a relatively larger number of interactions between the force-carriers that together             
comprise the electrostatic field. 
 
To reconcile our model with the fact that there is in reality no difference in the rate at which                   
dynamic and static electrostatic fields update, we argued that magnetic fields arise due to the               
temporary increase in momentum of a stationary, omnipresent background field that processes            
the behaviors of the force-carriers of an electrostatic field. That is, as an electrostatic field grows                
more complex, the momentum of this background field increases, which corresponds to more             
computational power being allocated to the processing of the electrostatic field, thereby creating             
the appearance of force-carriers that interact instantaneously. This does not, however, imply that             
changes to an electrostatic field propagate instantaneously, but rather, that the interactions            
between the force-carriers that ultimately give rise to these changes do not require any additional               
time to occur. This is in contrast to ordinary particles, which, in our model, process their own                 
interactions, causing particles to lose velocity as they allocate more of their finite processing              
power to interactions, taking processing power away from processing their motions through            
space. This is, for example, why light travels at a velocity of less than c through a medium in our                    
model (see [2] generally). 
 
As a result, as the local complexity of an electrostatic field increases, the background field will                
increase in momentum, which we assume to give rise to a magnetic field. That is, the                
force-carrier of a magnetic field is this stationary background field itself, which charges “hit”              
when they traverse an area of the background field that is “excited” by the local emergence a                 
dynamic electrostatic field. The greater the velocity of a charge, the more often it will hit the                 
background field, and therefore, the force exerted by a magnetic field on a moving charge should                
be proportional to the velocity of the charge, which is indeed the case. (See [2] for more details                  
on our model of a magnetic field). 
 
In [2], we noted that, but did not explain why, the background field would increase in                
momentum in order to increase its computational power. That is, we assumed the existence of a                
background field comprised of stationary matter that increases in momentum as the complexity             
of a local electrostatic field increases, and noted the connection between this increase in              
momentum and the presumed increase in computational power, but did not explain how the two               
were specifically related. We now present an explanation for the connection between an increase              
in the momentum of the background field, and its increase in computational power, which we               
attribute to the background field increasing the frequency of its interactions. That is, we assume               
that the background field is capable of interacting at a rate that is greater than once per click,                  

 



which is otherwise the minimum time in our model. This implies that the background field does                
not increase the amount of momentum exchanged per interaction, but instead, increases the             
frequency of its interactions, which in computational terms implies that its “clock rate” increases              
with the complexity of the local net electrostatic field, allowing it to process more interactions               
per click, thereby preserving the integrity of the local electrostatic field, regardless of its              
complexity. 
 
Under this view, we can think of each interaction between a charge and a magnetic field as                 
“turning the wheel” of the charge, causing the charge to change direction. Though we can only                
measure time once per click (because all ordinary clocks are presumably comprised of ordinary              
matter), we can posit the existence of time in between clicks, meaning that the total change in                 
momentum of a charge moving through a magnetic field over a single click is actually due to                 
multiple interactions that occurred in between clicks. The greater the “clock rate” of the              
background field, the greater the number of interactions per click between a charge and the               
magnetic field it’s traversing, and therefore, the greater the charge’s change in momentum per              
unit of time. That is, the greater the clock rate of the background field, the greater the force it                   
exerts on a charge moving through it.  
 
Since there is no apparent limit to the strength of a magnetic field, it follows that the clock rate of                    
the background field can be arbitrarily high, in turn implying that what is otherwise the minimum                
time for ordinary matter can be subdivided into arbitrarily small intervals of time. However, it               
could still be the case that these subdivisions are quantized. That is, it could be the case that time                   
is always subdivided into increments of t0 / n, where n is an integer, implying that time is                  
effectively continuous, and not actually continuous, though a definitive conclusion on this point             
is not necessary for purposes of this discussion. 
 
In summary, this model of the background field allows us to formally relate the processing               
power of the background field to the force it exerts on a moving charge, with the force exerted                  
on a moving charge increasing with the complexity of the net, local electrostatic field, which in                
turn increases the strength of the resultant magnetic field, and the processing power of the               
background field.  3

 
Non-Local Interactions 

 
It is known to be the case that entangled particles can interact with each other over arbitrarily                 
large distances, apparently instantaneously. This is arguably problematic under the theory of            
relativity, since it implies that something, whatever it is, is travelling faster than light. In contrast,                
the model of physics we presented in [1] allows for particles to travel faster than light (see                 
Section 3.3 of [1]), though we did not fully address this issue in [1], since it was not necessary to                    
fulfil the main purpose of the paper, which was to demonstrate time-dilation without space-time.  

3 In [2], we argued that this background field also powers the centrifugal force, which we assume to be the result of                      
the emergence of a dynamic gravitational field. As a result, analogous reasoning would apply to gravitational fields.                 
Further, random interactions between a particle and this background field could serve the role of something akin to a                   
“quantum foam”, which would randomly disrupt the motion of particles on a very small scale, but with a net zero                    
expected force over any appreciable interval of time. Note that this would be achieved without the use of space-time.  

 



 
However, the model of time we presented in the paragraphs above suggests that it would be                
possible for particles to travel faster than light by simply updating their positions at a frequency                
of greater than once per click. That is, light travels at a velocity of c by updating its position once                    
per click, traversing a distance of ct0 per click. The analysis above implies at least the theoretical                 
possibility of particles that update their positions more often than once per click, in turn implying                
the theoretical possibility that these particles travel faster than light. If we posit the existence of a                 
force-carrier through which entangled particles interact, and we assume that this particle is not              
like ordinary matter or light in that it updates its position more than once per click, then it would                   
be possible for such a force-carrier to create the appearance of instantaneous interactions at a               
distance. That is, this force-carrier would traverse space, from one particle to its entangled pair,               
but do so within one click, making it impossible for the ordinary particles with which we                
measure time to detect its motion, creating the appearance of instantaneous change. However, if              
our model of the background field above is correct, then it should be at least theoretically                
possible for the background field (e.g., when acting as a magnetic field) to interact with such a                 
superluminal force-carrier particle, which could perhaps allow for the detection of such a             
particle, despite its velocity. 
 
Quantum Spin and Electrostatic Charge 

 

In the model of physics that we presented in [1], momentum cannot exist without energy (see                
Section 3.6 of [1]). That is, if a particle has non-zero momentum, then it necessarily has non-zero                 
energy. As a result, the additional momentum of an elementary particle due to its quantum spin is                 
arguably problematic in our model, since it would necessarily imply that this additional             
momentum is due to the particle having some additional energy, beyond its mass energy and               
kinetic energy. Specifically, this implies that the particle would experience time-dilation as a             
function of this additional spin energy. Since this is not the case, it follows that it cannot be the                   
case that the quantum spin of a particle is due to energy that is intrinsic to the particle. 
 
Instead, we assume that the quantum spin of an elementary particle is due to energy that is                 
contained in the background field at the point in space occupied by the particle at a given                 
moment in time. That is, the spin energy of a particle is “housed” outside of the particle, in the                   
background field itself, as an excitation of the background field, in that the background field               
contains some additional energy at the point in space occupied by the particle that generates the                
momentum generally attributed to the quantum spin of the particle itself. As the particle traverses               
space, this spin energy would “shadow” the particle, also traversing space through the             
background field. As a result, the spin of an elementary particle would have no impact on the                 
rate at which the particle experiences time-dilation, which is consistent with observation, and the              
fact that the spin of a particle is independent of the particle’s mass, which suggests that the                 
additional momentum of a particle attributable to its spin is not due to the particle actually                
rotating. 
 
This theory of quantum spin is also consistent with the model of elementary particles we               
presented in [1], which assumes that particles effectively “code” for their own properties. That is,               
particle type, charge, and in addition, spin are the result of a code that is determined by the                  

 



collective states of the discrete quanta of energy of which the particle is comprised (see Section 3                 
of [1] generally). Informally, in our model, energy is the fundamental substance of all things, and                
it is discrete, and comes in quantized “chunks”. Each quantized chunk of energy has a particular                
state, and the collective states of the energy that together comprise a particle completely              
characterize the properties of the particle, together forming a “code” for the particle. 
 
Similar reasoning would allow, for example, for the mass energy of a tau lepton and electron to                 
both code for the same spin, thereby causing the background field to generate the same amount                
of additional momentum, despite these two particles having different masses. That is, though the              
particles have different masses, their energy contains the same “spin code”, thereby causing the              
background field to generate the same spin momentum that shadows the particles along their              
paths.  
 
They of course also contain the same “charge code”, causing both particles to have the same                
charge, which we assume to be due to an amount of energy that is exogenous to the particles, and                   
again “housed” in the background field. That is, the charge of a particle cannot be due to the                  
mass energy of the particle, since if that were the case, then the tau lepton and electron would                  
have different charges, which is not the case. Instead, we assume that, like quantum spin, the                
charge of a particle is the product of a code that is in turn the product of the collective states of                     
the quanta of energy that together comprise the particle. This charge code causes the background               
field to house an additional amount of energy that generates an electrostatic field. This is in                
contrast to a gravitational field, which we assume to be generated by the mass energy of the                 
particle itself. 
 
If our model of the background field above is correct, then the greater the energy of the                 
background field is at a given point, the greater the clock rate of the background field at that                  
point. This suggests the admittedly theoretical possibility that the clock rate of a charged particle               
is higher than that of an electrostatically neutral particle, in turn suggesting the possibility that               
charges might be able to interact with superluminal particles. This is consistent with our model               
of a magnetic field, where a charge would necessarily interact with the background field at a rate                 
of greater than once per click.  4

 
The Conservation of Code and the Weak Force and Strong Force 

 

4 In [2], we assumed that the gravitational and electrostatic forces have a maximum frequency of one interaction per                   
click. If there are particles that are capable of changing their properties and positions in between clicks, then even a                    
maximally powerful gravitational field or electrostatic field would not be able to prevent such a particle from                 
escaping the effects of that field. For example, in the case of a gravitational field acting on a particle that is at the                       
Schwarzschild radius of a mass, which we assume to act on the particle once per click, a particle that is capable of                      
changing its position in between clicks would be able to escape the gravitational field of the black hole, since the                    
particle could simply change position while the field is not acting on it, in between clicks. If, however, our model of                     
gravity is wrong, and instead a gravitational field has no maximum frequency, and can act at an arbitrarily fast rate,                    
then nothing would be able to escape a maximally powerful gravitational field, since it would have an infinite                  
frequency at the Schwarzschild radius, making the probability of interaction with the field truly 1, regardless of the                  
clock rate of the particle. Finally, a field that constantly acts on a particle at a given point in space would imply that                       
a finite region of space that includes that point would contain an infinite amount of energy. 

 



As discussed above, we assume that particle type, charge, and spin, are all coded for by the mass                  
energy of an elementary particle. Similarly, in [1], we assumed that the direction of motion of an                 
elementary particle is coded for by the kinetic energy of the particle (see Section 3.3 of [1]). As a                   
result, if a particle changes the direction of its momentum, but not the magnitude of its                
momentum, then this implies that the direction of motion coded for by the kinetic energy of the                 
particle changed. Since momentum is conserved, this implies that some other particle must             
undergo an offsetting change to its momentum, corresponding to a change in code that is equal in                 
magnitude, but somehow opposite in direction, or sign. 
 
That is, the model presented in [1], as supplemented above, implies that elementary particle type,               
charge, spin, and momentum are all reduced to properties that are coded for by the energy of the                  
particle. This suggests that there should be a general conservation mechanism by which if a               
particle changes type, charge, spin, or momentum, then there is some associated magnitude of              
change in code that is conserved, in that there is always an offsetting change in code of the same                   
magnitude, and opposite sign, or direction, in the code of some other particle or set of particles.                 
This is consistent with the existence of the W and Z bosons, the emission and absorption of                 
which can change the type, charge, spin, flavor, and momentum of a particle, thereby mediating               
the weak force. Similarly, this is also consistent with the exchange of gluons among quarks,               
which can change the color of a quark, thereby mediating the strong force. 
 
As a result, our model allows for particle type, charge, spin, momentum, flavor, and color, to all                 
be viewed as coded for by the energy of the particle, and subject to a generalized principle of                  
conservation that conserves changes in code, thereby conserving changes in charge, spin,            
momentum, flavor, and color. Moreover, it provides a simple theory as to why all of these                
properties can be changed through the ejection and exchange of force-carrier particles. In             
contrast, energy is conserved due to a seperate principle, which simply asserts that energy is the                
fundamental, underlying substance of all things, and therefore, cannot be destroyed, but instead             
simply changes states (i.e., codes) over time, thereby allowing particles to decay, interact, and              
annihilate. Under this view, particle annihilation is not bona fide annihilation , since it does not               
destroy energy. Instead, particle annihilation is, under this view, an interaction between one             
particle with a given code, and another particle that presumably has a complimentary code (i.e.,               
its antiparticle).  5

 
Further, though we do not present a specific theory of how these codes operate, we note that if                  
changes in code are modular, and go around in a single direction like a clock, then there could be                   
asymmetry in the amount of time it takes for an interaction and its reverse to occur. For example,                  
if the codes for a given property (e.g., color) are modulo K, then the code K + 1 would map to 1.                      
Further, if we fix the change in code per interaction between a force-carrier and a particle, and                 
assume, for example, that a force-carrier acts by always increasing the code of a particle, then the                 
distance between one code and another could depend upon the direction of the transition. For               
example, assume that the code for one particle state is 7, and that the code for another particle                  
state is 10. Further, assume that the codes are modulo 20, and that the applicable force-carrier                

5 If particle interactions can be described by an algebra on the set of particle codes, then since all particle-antiparticle 
annihilations generate a photon, it could be the case that the code for a photon is the zero, or unity, of the underlying 
algebra for these codes. 

 



interacts with a particle by incrementing the code of a particle by 1 upon each click. It follows                  
that 3 interactions, and therefore, 3 clicks, are required to transition from state 7 to state 10 (i.e.,                  
7 + 3 (mod 20) = 10), whereas 17 clicks are required to transition from state 10 back to state 7                     
(i.e., 10 + 17 (mod 20) = 7). As a result, in this case, the amount of time required for a particle to                       
transition from one state to another would depend upon the direction of the transition, creating an                
asymmetry in time between an interaction and its reverse. As a result, this model of code as a                  
quantity that is exchanged via a force-carrier could perhaps be used to explain, for example, the                
known asymmetry of the weak force.  6

 
Cyclical Codes, Inertia, and the Origin of Fields 

 

The modular codes described above suggest the possibility that an otherwise stationary particle             
could oscillate through states, thereby repeatedly ejecting force-carrier particles. Though this           
would not require actual rotation in space, it would be analogous, since the cycle of a modular                 
code can be represented by a rotating vector. As a result, this mechanic could serve as the                 
mechanism by which fields are generated. That is, it could be the case that a mass, or a charge,                   
has a code that changes often enough to emit a number of force-carrier particles that are                
sufficient in number and frequency to “power” the resultant gravitational or electrostatic field.             
Moreover, if the field produced through this mechanism is not constant, then our model implies               
that background field interactions should occur due to the complexity of the resultant field.  
 
We hypothesize that the inertia of ordinary mass is due to exactly this mechanic. That is, a                 
gravitational field is by its nature not constant, but only constant on average over time, producing                
an inertial “pinching” interaction with the background field that is equal in all directions around               
a moving mass, but opposite in direction on either side of the mass, producing a zero net force                  
when the velocity of the mass is stable. “Pushing” the mass in any direction will create a greater                  
disturbance to the gravitational field in that direction, which we assume to generate a temporary               
increase in the force in that direction. In turn, this produces a non-zero net force on the mass,                  
opposing the acceleration of the mass. Moreover, the inertia of a mass will therefore depend               
upon the initial velocity of the mass, since that velocity determines the frequency with which the                
mass will hit the background field in a given direction in the first instance. 
 
In contrast, if we assume that an electrostatic field is by its nature truly static for a charge with a                    
constant velocity, and not just constant on average over time, then the property of charge should                
not add to the inertia of a particle, which is consistent with observation. Moreover, accelerating a                
charge should, in this view, cause a background field interaction, since it creates a temporarily               
dynamic electrostatic field, which could explain why electrons emit radiation when accelerated. 
 
Finally, because light does not have a gravitational field, it would not have inertia in this model,                 
though it would still have momentum. This is consistent with the fact that light can slow down in                  
a medium, and then immediately recover its velocity upon exit. This would not be possible if                
light had inertia, since light would be unable to recover its original velocity upon exit if it did                  
have inertia. As a result, this model of inertia as the product of an interaction with the                 

6 See, e.g., http://blogs.nature.com/news/2012/11/particle-physicists-confirm-arrow-of-time-for-b-mesons.html. 

 



background field allows us to formally distinguish between the momentum of a particle, which is               
the result of its energy, and its inertia, which is the result of its gravitational field. In terms of                   
effect, momentum is the capacity to cause acceleration, whereas inertia is the resistance to              
acceleration.  7

 
Angular Momentum as Inertia; Faraday Induction 

 
Our model of inertia above implies that the angular momentum of a rotating mass is actually                
better described as a type of inertia. Consider the example of a bicycle wheel that is rotating                 
while hanging from a string. The rotation of the wheel is generally said to produce “angular                
momentum” in one direction perpendicular to the rotation of the wheel. However, the wheel has               
no capacity to cause acceleration in that direction, but instead only has the capacity to cause                
acceleration in the direction of its rotation. The wheel does, however, have additional resistance              
to acceleration in the direction of its angular momentum, which we could explain as a               
background field interaction, due to the complexity of the wheel’s rotating gravitational field.             
Put simply, a moving bike stands up because it experiences a “pinching force”, much like the                
force we describe above, which we also attribute to a type of rotation, albeit a more abstract type                  
of rotation through codes, not physical space. 
 
But unlike a wheel that is attached to a bicycle, a wheel that is rotating freely in space will also                    
spin, without any exogenous source of acceleration causing it to spin. This is a peculiar result                
that cannot be explained by the inertial force we describe above. Moreover, because the resultant               
spin is orthogonal to the rotation of the wheel, it increases the total kinetic energy and                
momentum of the wheel. Additionally, the spinning force increases as a function of mass, which               
implies that the force is not constant. For example, by hanging a weight from the spoke of the                  
wheel, we will increase the rate at which the wheel spins. Therefore, it seems plausible that the                 
acceleration that gives rise to this spin is truly exogenous, and is the result of a field acting on the                    
wheel. 
 
We argue that this spinning force is the result of the background field changing its structure in                 
response to the wheel being displaced, causing yet another background field interaction. As             
discussed above, we argue that the centrifugal force is itself exerted due to the complexity of the                 
gravitational field. But because the wheel is rotating, and not truly uniform, the centrifugal force               
will actually vary at any given fixed point over time. As a result, the interactions between the                 
wheel and the background field at any fixed point will change in magnitude and direction over                
time, though macroscopically, the centrifugal force will nonetheless probably have some stable            
average magnitude and direction. This suggests that the background field has a direction, in              
addition to a frequency of interaction.  

7 Note that light-on-light interactions are unlikely, and generally occur only at very high energies. As a result, it                   
could be the case that the probability of interaction between two particles increases as a function of their inertia,                   
which would imply that the probability of two photons colliding is extremely low. Since it seems to be the case that                     
dark matter generally does not interact with ordinary matter or light, then perhaps dark matter is comprised of                  
massive particles that have no inertia. That is, dark matter would produce a “perfect”, truly static gravitational field,                  
which would imply that dark matter has no inertia, and therefore, a low probability of interaction. Further, we note                   
that it is possible in our model for dark matter to have charge. 

 



In light of the discussion above, we can think of both of these quantities as codes contained                 
within the energy of the background field itself that are capable of changing over time. Because                
we assume that code is conserved, it follows that changes to the background field’s code at any                 
fixed point could result in the emission of force-carriers, thereby generating forces, and even              
fields. That is, if the background field changes the magnitude or direction of its interactions, then                
this would presumably be the result of a change in background field’s code. If we assume that                 
code is conserved, then there must be an offsetting change to the code of some other particle or                  
system. In this particular case, we argue that the constantly changing centrifugal force at any               
given point near the wheel causes the background field to constantly change the magnitude and               
direction of its centrifugal interaction, generating yet another interaction, in order to conserve             
momentum, ultimately causing the wheel to spin.  
 
Note that this implies that the initial centrifugal interaction between the wheel and the              
background field is not due an exchange of momentum between the wheel and the background               
field, but is instead a spontaneous interaction due to the increased complexity of the wheel’s               
gravitational field, which in turn requires a second interaction in order to conserve momentum. 
 
Further, we assume that the strength of this additional interaction increases as a function of the                
mass of the system in question, which is consistent with the observation that hanging a mass                
from a rotating wheel will cause the wheel to spin faster. We concede that it is not obvious what                   
constitutes a sufficient nexus between two masses to cause them to generate a single overall               
spinning force, but clearly, if our model is correct, physically hanging a mass from a wheel                
would suffice.  8

8This suggests the admittedly theoretical possibility that this interaction could act on an object that is not physically                  
attached to the rotating mass in question. In any case, this is a “free lunch” scenario, since one type of motion                     
produces acceleration that is orthogonal to the original motion, thereby increasing the total energy of the system in a                   
manner that could be used to extract energy. 
 
Secondly, if our model of this bounding field is correct, and light is subject to this additional spinning interaction,                   
then this interaction could alter the path of a light source that is stationary, but sufficiently connected to a rotating                    
mass. 
 
Further, our model of inertia above implies that the more complex the motion of a particle is, the more complex its                     
gravitational field will be, and therefore, the more inertia it will have as a consequence of its motions. It follows that                     
the closer the motion of a particle is to truly rectilinear motion, the less inertia the particle will have. Thus, our                     
model implies a connection between the information content (i.e., the entropy) of the distribution of motion of a                  
particle, and its inertia, with inertia increasing as a function of entropy. This is consistent with our model of light,                    
which has perfectly rectilinear motion, and no inertia. Moreover, both the centrifugal and inertial forces can be                 
viewed as specific instances of a more general principle, whereby the background field exerts a force in the direction                   
of computational simplicity. That is, in the case of the inertial force, the added complexity of a particle’s                  
gravitational field is presumably in the direction of acceleration, due to a temporary “pile up” of force-carriers.                 
Similarly, in the case of the centrifugal force, the added complexity is presumably within the area bounded by the                   
particle’s rotation. Thus, in both cases, the background field resists acceleration, and exerts a force in the direction of                   
computational simplicity. That is, it pushes mass that is in an area of high complexity, into an area of low                    
complexity, thereby minimizing interactions with the background field. This suggests the possibility of a generalized               
force in the direction of computational simplicity, that could, at least theoretically, be used to generate motion.  
 

 



Finally, we argue that this same mechanic underlies the phenomenon of Faraday induction.             
Specifically, we argue that a displaced magnetic field causes the background field to change the               
magnitude and direction of its interactions, following the path of the magnet through space,              
thereby producing in this case a force that acts on exogenous charges in order to conserve                
momentum. This view implies that Faraday induction should also be possible whenever the             
magnetic field at a point changes, regardless of whether it is due to the physical displacement of                 
a magnet, which is indeed the case. 
 
Spontaneous Changes in Momentum 

 

The models of the centrifugal and inertial forces we presented above suggest the more general               
principle that momentum can change spontaneously, so long as momentum is conserved. This             
would in turn allow for the spontaneous generation of energy, so long as momentum is               
conserved, which is consistent with the obvious fact that gravitational and electrostatic fields are              
net contributors of energy to the systems with which they interact. This is also consistent with                
spontaneous particle decay, which is in our model due to the particle changing its code, which is                 
a more generalized notion of momentum. 
 
Taken as a whole, these ideas suggest the possibility that spontaneous changes in momentum              
could occur in a more organized, and perhaps even deliberate fashion. For example, in our               
model, the background field changes the magnitude and direction of its interactions in response              
to the complexity of a gravitational and electrostatic field. This is not an ordinary interaction               
between two systems, which is in all ordinary cases the product of an exchange of energy or                 
momentum. Instead, in this case, the background field simply changes its behavior because of              
some exogenous change in circumstances. This suggests the more general possibility that            
systems can simply change their properties in response to exogenous circumstances, even in the              
absence of an exchange of energy or momentum, so long as momentum is conserved. If true, this                 
would be a truly remarkable property of nature that might even allow us to objectively               
distinguish between sentient physical systems, and inanimate systems. That is, a sentient system             

Additionally, though ordinary mass has inertia, our proposed model of stationary dark matter above does not. It                 
would, however, gain inertia if it were rotated, since this would generate a complex gravitational field, and as a                   
result, a pinching force. This pinching force would presumably be orthogonal to the plane of rotation. This suggests                  
the possibility, again, admittedly entirely theoretical, that dark matter could be rotated, without any inertial               
resistance, which would in turn produce spin, with some inertial resistance, but presumably, much less than the                 
inertial resistance of ordinary matter. If the spinning force exceeds the inertial force, then it raises the possibility of a                    
feedback loop of acceleration, generating unbounded acceleration, and unbounded energy. 
 
Finally, it could be the case that two magnetic fields that attract each other are generated by underlying net                   
electrostatic fields that are complex in an offsetting manner. That is, when two magnetic fields produce an attractive                  
force, it could be because the complexity of the underlying net electrostatic fields would be reduced by moving the                   
two magnets closer together, thereby producing an attractive force between the two magnetic fields themselves. In                
crude terms, it is computationally “cheaper” to have the two underlying net electrostatic fields closer together, and                 
so a background field interaction is produced that generates an attractive force between the two magnetic fields. In                  
contrast, when the complexity of the two underlying net electrostatic fields cannot be reduced by moving two                 
magnets closer together, perhaps the magnetic fields behave as semi-solid objects, creating a repulsive force, again                
ensuring a minimum complexity arrangement of the two underlying net electrostatic fields. 
 

 



would in this view be a system capable of spontaneous, computationally complex changes to its               
properties and behaviors, whereas an inanimate system would be capable only of interactions due              
to the exchange of energy or momentum that in turn change its properties and behaviors.  
 
The capacity to change the momentum of a system can of course be measured, since it is actually                  
a type of momentum itself. This in turn implies that if there is some substance underlying this                 
phenomenon, then this substance would be capable of physical measurement, and arguably, have             
units of momentum. That is, if the ability of a system to spontaneously change its own                
momentum is due to the presence of some physical substance, then because we can measure the                
capacity of a system’s ability to change momentum, we can in turn measure, at least by proxy,                 
the quantity of this substance, assuming it exists. 
 
We present no formal theory of what drives the emergence of spontaneous changes in              
momentum, but instead merely note that it is at least anecdotally associated with complexity.              
Specifically, complex gravitational fields and complex electrostatic fields give rise to           
spontaneous interactions in our model, and similarly, biological organisms, which are generally            
wildly complex systems, also appear to be capable of spontaneous changes in behavior that do               
not always follow any obvious path from some input energy to some corresponding output              
action. Strangely, this implies that biological systems might be emitting some kind of field as               
they take actions, changing their behaviors through otherwise spontaneous changes to the            
momenta of the energy that underlies their corporeal substance. 
 
These ideas are admittedly bordering on the philosophical, perhaps beyond the appropriate            
bounds of a note on otherwise traditional areas of physics. But the bottom line is that by allowing                  
for a more generalized notion of spontaneous change in momentum, which is known to exist in                
at least some cases, we can in turn present a quantitative, and possibly even measureable, theory                
of sentience, that could perhaps, eventually, help us understand the nature of consciousness             
itself. 

 


